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Abstract: This papermpresentparallelversionsof a waveletradiosityalgorithm.
Wavelet radiosity is basedon a generalframevork of projectionmethodsand
wavelet theory The resultingalgorithmhasa costproportionalto O(n) versus
the O(n?) compleity of the classicalradiosityalgorithms.However, designing
a parallelwaveletradiosity is challengingbecausef its irregular and dynamic
nature.Sinceexplicit messageassingapproachesail to dealwith suchappli-
cations,we have experimentedvariousparallelimplementation®n a hardware
ccNUMA architecturethe SGI Origin2000.0ur experimentsshaow thatloadbal-
ancingis a crucial performanceéssueto handlethe dynamicdistribution of work
andcommunicationwhile we do makeall reasonablefforts to exploit datalo-
cality efficiently. Our bestresultsyield aspeed-umf 24 with 36 processorsven
whendealingwith extremelycomplex models.

1 Intr oduction

Radiositymethodshave beenprovento beanefficientmearnto simulatetheinter-reflections
of lightin Lambertian(diffuse)ervironments Theradiosity- powerperunitarea[W/r?] -
onagivensurfacejs governedby anintegral equationwhich canbe solved by projecting
theunknown radiosityfunctionontoa setof basisfunctionswith limited supportsresulting
in asetof O(n?) interactionsThewavelettheoryintroducedy [5] and[9], hasheenshavn
to reducethe requiredinteractiongo O(n). Unfortunately wavelet radiositystill requires
toomuchcomputatiortime whendealingwith extremelycomplex models(severalmillions
of polygonswith physicalproperties)evenon modernworkstationg3].

Designinga parallelwaveletradiosityalgorithminvolvesdealingwith complex issues,
suchas:

— thegeometricadomainbeingsimulateds typically non-uniform,which hasimplica-
tionsfor bothloadbalancingandcommunication;

— work andcommunicatiorchangedynamicallyacrossthe computatiorof the solution
becausef the hierarchicahatureof wavelets.

Most previous works on parallelradiosityarerelatedto classicakadiosityalgorithms.
Althoughthe mostrecentof them([8] obtainsquite goodresultson a SGI Origin2000and
yields radiosity computationgor very large models,the implementedalgorithm suffers
from having aO(n?) compleity. Only afew papersaddresshedesignproblemof parallel
hierarchicalalgorithm. Zareskiimplementedn [12] a parallel versionof the hierarchi-
cal radiosityalgorithmon a networkof workstationausinga masterslave architecturejn
which eachslave performessurface-elementiateractionsor a separatsubsebf elements
in thesceneSpeed-upvith thisfine-grainedapproachs limited by bothmastemprocessing
bottleneckandthe overheadf inter-processommunicationresultingin longerexecution
timesasthe numberof processoréncreasesAiming to usea coarse-grainegarallelism
in a similar mastesslave approachFunkhousef4] designedoartitioningand scheduling



algorithmsthatallows multiple hierarchicakadiositysolversto work onthe sameradiosity
solutionin parallel.In this way, the authorachieved significantspeed-ups§5% to 75%,
with a very large model, but the scalabilityof the parallelismhasto staymoderate(less
than8 slave workstations) A moregeneralstudyof hierarchicalalgorithmshasbeenad-
dressedn [11]. Experimentson the 48 processorsstanfords DASH machine(a Cache
CoherentSharedAddressSpaceMultiprocessorhave yieldedvery good performanceal-
thoughit wason a very smallmodel(94 input polygons). Whendealingwith muchlarger
ervironments(typically in theorderof hundredf thousand®f polygons) theamountof
communicatiorchangeshe dimensiorof theproblem.

In summary all relatedworks failed to provide a parallel responsdo the following
combinedgoals:

— for agoodasymptoticcompleity radiosityalgorithm,
— dealingwith extremelylarge models,
— andeffectively scalablgo alargenumberof processors.

TheparallelsolutionpresentethereaddressethesethreeproblemsLoadbalancingal-
gorithmsimplementedntheSGI Origin2000achieve significantspeed-upfor thewavelet
radiosityalgorithm,runningon 32 processorspr modelscomposeaf morethan100 000
polygonsof arbitrarygeometry

The organizationof the paperis asfollows. In Section2, we presenthe mathematical
framework of the waveletradiositymethodanda very efficient sequentiaimplementation
of this algorithm. Then, we presentour parallelimplementatiorstratgyy on a SGI Ori-
gin2000in Section3. We thendescribeour experimentsn Sectiond, resultsanddiscussion
in Section5. Finally, we concludeandpresenfuture worksin Section6.

2 WaveletRadiosity

2.1 The Radiosity Equation

Givensomephysicalassumptiongheradiosityequatiorcanbeformulatedasfollows. Let
M denotethe collectionof all surfacesn an ervironment,which we assumeo form an
enclosurdor simplicity. Let y beaspaceof real-\aluedfunctionsdefinedon M x A; that
is, over all surfacepointsandall wavelengths(A). Given the surfaceemissionfunction
g € x, which specifieghe origin anddirectionaldistribution of emittedlight, we wish to
determinegthesurfaceradiosityfunction f € y thatsatisfies:

fA z) =g\ ) + k(A l‘)/\AG(.’L‘/, z)f(A,2') da’, 1)

where:

— Xisthewavelengthat which functionsarecomputed,

— k(A, z) isthelocalreflectancéunctionof thesurface(i.e., we supposehatthesurfaces
areideally diffuse),

- G(2',z) = Lcos O, cos b, v} v(a!, ) is ageometrytermconsistingof the cosines
madeby the local surfacenormalswith the vectorconnectinghe two surfacepoints
z andz’, of thedistancer betweerntheseswo points,andof thevisibility functionv
whosevalueisin {0, 1} accordingo whethertheline betweerthetwo pointsz andz’
is respectiely obstructedr un-obstructed.

Usingthe operatomotationwe canexpressheequatiorto besolvedasf = g + KGf,
whichis alinearoperatomnf thesecondkind, or morecompactlyasM f = g.



Projectionmethodswhoserole is to recastinfinite-dimensionaproblemsin finite di-
mensionscanbe usedto solve the radiosityequation.Theideais to constructan approx-
imatesolutionfrom a subspace;,, C x, wherethe parameter denoteghe dimensionof
thesubspacdn ary casegachelementf thefunctionspacey,, is alinearcombinatiorof

afinite numberof basisfunctions{uy, ... , u,}.

Giventhis spaceof basisfunctionsy, = span(us,...,u,), we seekan approxima-
tion f, in the spacey,, thatis closeto f. This is equivalentto determiningn unknown
coeficients{a, ... ,a,} suchthatf = E}lzl Qjuj.

Projectionmethodsselectsuchapproximationgrom x,, by imposinga finite number
of conditionson theresidualerror, whichis definedby r,, = M f, — f.

Specifically we attemptto find f,, suchthatr, simultaneoushsatisfiesn linearcon-
straints,thatis ¢;(r,) = 0, for ¢ = 1,...,n, wherethe ¢; arelinearfunctionals.Any
collectionof n linearly independenfunctionalsdefinesan approximationf,, by “pinning
down” theresidualerrorwith sufficiently mary constraintd¢o uniquelydeterminghecoef-
ficients.Notethatfunctionalsandbasisfunctionstogetherdefinea projectionoperatof1].
Thisway, we have:

’l/)i ]\/[Z(Yju]' —4g = 0, (2)
j=1
whichis a systemof n equationdor the unknavn coeficients{ax, ... , @, }. Thequality

of the approximatioraswell asthe computationgequiredto obtainit, dependon the ap-
proximationpropertieof thespacey,,, the choiceof functionals andfinally thenumerical
techniquesvhichareusedio computehematrix coeficientsandto solve thelinearsystem.
Thereareothersourcef errordueto imprecisegeometryor boundaryconditiong[2].

2.2 Radiosity and Wavelet Theory

The wavelet radiosity algorithmis a specialcaseof the formulationin which the matrix
form of (2) is:

a(¢1, ¢1) a(é1,¢2) -+ a(é1,¢n)] [1 < g,61>
a(pa, ¢1) a(¢z, ¢2) -+ a(da, ¢n)| | @2 <g,¢p2 >
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where(¢;, ¢;) arewavelets.

As shawvnin [9], waveletscanbeusedasbasedor functionspacessoalinearoperator
canbeexpressedn termsof them.If this operatorsatisfiecertainsmoothnessonditions-
astheradiosityoperatordoes- theresultingmatrixis approximatelysparseandthe system
canbe solvedasymptoticallyfasterif only finite precisionis requiredfor the answer

More precisely the linear systemin (3) hasentrieswhich arethe coeficients of the
kernelfunctionwith respecto somebasisIn classicalradiosity the Galerkinmethodgives
rise to a systenrelatingall of thesebasisfunctionswith eachotherresultingin a system
of sizeO(n?). However, suchbasegpossesgpropertiesvhich derive directly from theker
nelitself. Usingwaveletsasbasisfunctions,the resultingmatrix systemis approximately
sparseéf thekernelis smooth By ignoringsomeentrieswhosevalueis belov somethresh-
old, theresultinglinear systemhasonly O(n) remainingentriesleadingto fastresolution
algorithms.To realizean algorithmof O(n) compleity, an oracle functionis neededo
helpenumerat¢heimportantentriesin the matrix system.



2.3 Sequentiallmplementation: The CandelaProject

The Candelgrojectwasdesignedo provide a flexible architecturdor testingandimple-
mentingnew radiosityandradiancealgorithms[7]. It wasat the sametime intendedto be
ableto dealwith real data(complex geometricalsurfacesaccuratdight sourcesmodels,
realspectrummodeling)andto computephysicallycorrectresults Candelds basednthe
Openlinventorlibrary in orderto gettherequiredflexibility , bothon inputsandalgorithmi-
calcombinations.

Several sequentialvavelet algorithmsand acceleratiortechniqueshave alreadybeen
implementedThis partis detailedin [3]. For the sakeof completenessye give herethe
maincharacteristicsf the existing algorithms:

— thescenamodelis describedisingthe Openinventorfile format:
¢ polygonalsurfaceg.M) canbeof arbitrarygeometry;
« thespatialpartof anemitterg is describedisingthe C,, representation,
o thespectralistributionof alight sourcey or of a diffusecoeficient k of a surface
canbecodedin severalfunctionbases,
— theavailablebase®f functions(¢;) aretheHaar M, and M3 bases,
— the spectra\) are computedexactly andwhenthe resultis storedon a surfaceijt is
projectedn abasisof functionswhich canbe definedoy the user
— thevisibility v(z’, z) canbe acceleratedisingthe hardwareor a BSP(i.e., a Binary
SpacePartition),
— thekernelcoeficientsa(¢;, ¢;) arecomputeddy Gaussiamuadrature,
— bothgeometnbasedandenegy basedraclesexist,
— two solvers are implemented pne implementsa gatheringiterative schemeand the
otheronea progressie shootingschemeThelinks canbe storedor recomputecach
time thereareneeded.

Oursequentiaéxperimenthave shavn thatthewaveletcodingof theradiosityfunction
is very importantin orderto obtaincorrectresults,but thatthe links storagecanquickly
becomea greatbottleneckbecauseof its hugememoryrequirementThe effect is even
moreannoyingwith the progressie shootingsolver: in thefirst stepsof this algorithm,a
lot of enegy is exchangedetweersurfacesyhichleadsto mary storedinks. Most of the
time, thesdinks areover refined,with respecto the enegy exchangedn the next steps.

This overcostdisappearsf the links are not stored,of courseat the costof longer
computatiortimes. However, this is currentlythe only way to dealwith large scenesin
this casethe progressie shootingalgorithmcorvergesfasterthanthegatheringalgorithm,
atleastduringthefirst iterations,allowing to getresultsearlier In conclusionprogressie
shootingwavelet radiositywithout links storageappeargo be a very efficient sequential
algorithmfor complex sceneslt will be describedn detailin Sectior4.

Neverthelessdespitethesechoicesof algorithmsandacceleratingechniquesgcompu-
tation times and memoryrequirementsstill remaintoo importantfor effective useon a
singleworkstation especiallywhenthe simulatedscenesrevery large (the commoncase
for architecturakimulations).The alternatewvay to bypasghe limitations of singlework-
stationss to turntowardsparallelism.Thiswill bethe subjectof thereminderof the paper

3 Parallel Issues

3.1 General Considerations

Implementingsomeparallelalgorithm can be doneon two main kinds of architectures:
clusterof workstationr sharednemorysupercomputelsingthefirst approachthepar
allel programhasto bebasednthe messagpassingparadigmThis canbevery attractie,
becausét canbeappliedbothon a supercomputesr on a networkof workstationgavery



commonresourcan today's researctcenters) For the otherapproachcommunications
implicitely managedhroughsharedvariables,making algorithmsimplementationrmuch
easier Recentsharednemorysupercomputerdike the SGI Origin2000)are built on the
scalableDistributedSharedMemory (DSM) architecturethe sharednemoryis distributed
amongprocessorandcanbeaddressettansparentlyits efficieng heavily depend®nthe
cachingof dataaccesseth aremotememory Singhetal. shawv in [10] thatsharedaddress
spacds bestsuitedfor dynamicandirregularalgorithmslike the hierarchicaradiosity

As pointedout in [11], effective speed-upover the bestsequentiaklgorithmcanbe
constrainedy six kinds of overhead:

— inherentlysequentiatode:this includesinitialisationandterminationphases;

— redundantvork: this is a partof thework thathave to dedoneby eachprocesswhile
it would only be doneoncein the sequentiahlgorithm;

— overheadof parallelismmanagementhe distribution of work to processesanintro-
duceextra costs;

— overheadf synchronizationthis includessynchronizatiorarriersandmutualexclu-
sionlocks;

— imbalancedlistribution of work amongprocessegheload balancingproblem;

— inter-processesommunicationand overheadof communicationthis both concerns
datalocality andfalsesharing

As far asscientificapplicationsare concernedthe two key, but conflicting, aspectgo
addressreloadbalancing11] anddatalocality [8].

3.2 Parallelism and Radiosity

Whendesigninga parallelprogram,animportantaspecto determinds the level of paral-
lelism (i.e., which partsof the sequentiaprogrammight be parallelized) Let usnow focus
on specificissuesnvolvedin the parallelizationof radiosity algorithmsby re-examining
thetermsof equation(1):

— thefirst two termsg(A, z) andk (A, #) representheinputsof the algorithm:they are
composef a spatialanda spectraldistribution. They do not leadto ary particular
problemfor parallelism;

— thethird term f(A, z) is theradiosityfunction, thatis the solutionwe aim to compute.
We have chosento codethis function using wavelet basesthis gives very efficient
sequentiahlgorithmsbut hastwo drawvbacksin parallelism Contrarilyto classicaka-
diosity implementationsye are not ableto allocateall the requiredmemoryat the
beginning of the algorithm, but we needto makedynamicallocations.Moreover, it
is very difficult to forecasthow long aninteractionbetweenwo surfaceswill taketo
compute;

— thefourthtermG(z’, z), whichis mainly composeaf thevisibility functionv(z’, z),
is the first globalterm of the equation.In sequentiaimplementationsmary acceler
atingtechniquesmay be usedto computethe visibility , which represents hugepart
of the overall computatior{3]. Someof themrely on hardwareuseandsocannot be
appliedin parallelbecausef the“limitation” of ourOrigin2000,which hasnographic
card. Otheronesrely on the building andthe useof the well-known BSP structure,
which hasbeenchoserfor its efficiengy. It is importantto usethe lattertechniquesn
parallelimplementation$f we wantto obtainefficient algorithms thoughthe storage
of the BSP could becomeproblematicas scenesizegrows. We expectedthateven if
this structures toolargeto fit in the processomemorycachethe naturaldatalocality
of thevisibility requestill notgenerat¢oo mary memoryproblems.Indeedwhen
anenepy transferis donebetweertwo surfacesye only have to testthevisibility be-
tweenpointsof thesetwo surfacesandwe canhopethatthe samepartsof the BSPwill



be traversed We could obtaina similar propertyif we canhave eachprocesdlealing
with neighbouringsurfacescrossts successie computations;

— the last part is the integral equationin itself: it codesthe interactionsbetweenthe
different surfacesof the scene.Mary sequentialand parallel algorithmshave been
devotedto solvingthis comple integral equation As we mentionedn Section2, we
have chosento focuson a very efficient sequentiablgorithm allowing to dealwith
largerealworld scenesthe progressie shootingwaveletradiosity[3]. More precisely
we considerthe versionwhich doesnot storelinks betweensurfacespoth because
of memoryproblemsandbecausét would leadto really tricky problemsin parallel
algorithms.

The parallelizationwork is doneon the solving part of the algorithmandwill bethe
subjectof thenext paragraph.

3.3 Parallelization of the ProgressiveShooting Wavelet Radiosity

The progressie shootingwavelet radiosityalgorithmsequentiallyhandleshe mostener
geticemitter(eithera directlight sourceor areflectingsurface)andpropagategs enegy
to all scenerecevers (surfaces)decomposinghem both into smaller surfaceelements
whenneededUnfortunately theamountof work thatwill berequiredfor a givenemitter
receverinteractionis highly unpredictablendevendepend®ntheresolutiorstage These
dynamicandunpredictableharacteristicef the algorithmmakeit challengingto be par
allelizedin awell loadbalancedvay.

Severalgranularitieccanbeconsideredn orderto getanefficient tasksdecomposition
of theproblem:

— thefinestgranularitycanbefoundinsideanemitterreceverinteractionIn [11], atask
caneitherbe a surface-elementr even an element-elemeniteraction.Implementa-
tion with distributedtaskqueuesand clever task stealingallows a good control over
loadbalancingwhile preservingenoughdatalocality whendealingwith a smallnum-
berof surfaces;

— atthe opposite a very coarsegranularitywould be to definea taskasthe setof inter
actionsbetweenone (or several) emittersandall its associatedecevers. This allows
severalemitters(oneperprocessjo propagateheirenegy to all thescenaeceversin
parallel.A givenreceving surfacecanso be shotto by two emittersat the sametime
andmutualexclusionis neededor accessingt;

— anintermediatgrathersmall) granularityis to considera taskasa standardsurface-
surfaceinteraction.The way thesetasksaredistributedto processeteadsto different
constraintandalgorithms.If emittersareprocesseaneafter the other asin the se-
quentialalgorithm,enegy propagatiorfrom anemitterto all its receving surfacess
parallelizedamongthe processesvithout restrictive accessut is boundedby a syn-
chronizationbarrierbeforedealingwith the next emitter If we seethe problemasa
global pool of tasksthat processefiave to execute,mutual exclusionis neededfor
accessingurfacesandaloadbalancedlistributionalgorithmhasto be found.

We have choserto testtheintermediatesurface-surfacgranularitywhich seemedo be
bestsuitedto our problem.We hopedit would befine enoughin the caseof large scenes.

4 Experimentation

We focusin this sectionon the implementedarallelizationsof the progressie shooting
wavelet radiosity (with the differentconsideration®f the previous sections)and on the
differenttestswhich we have performed.



We have parallelizedhe solver phaseof this algorithm.Dueto the differencebetween
the emissionof a light sourceon a surfaceand the redistritution of the enegy between
two surfacesthis phaseis partitionedfor efficieng/ in two phasesWe presentelov the
pseudo-codef thesetwo sequentiablgorithmsfor clarity in thefollowing subsections.

1 Directlllumination Algorithm:
2 begin
3 [* Getall thelight sources?/
/* Getall thescenesurfaces?*/
foreachlight do

foreachsur face do

call illuminate(light, sur face);

10 odod
11 foreachsurface do
12 call push Pull(sur face); od
13 where
14 procilluminate(light, sur face) =
15 call dlluminate Recursive(light, surface); .
16 end

© 00 N O

1 IntereflectionsAlgorithm:

2 begin

3 [* Getall thescenesurfaces?/

5 sortedList .= @&; I* A sortedlist of enegetic surfaces*/
6 foreachsurface do

7 if hasEnergyToShoot(sur face)

8 then insertSorted(sur face, sortedList); fi

9

od
10 while (~converged) do
11 shooter := removeFirst(sortedList);
13 foreachsur face do
14 call shoot(shooter, sur face);
15 odod

16 foreachsurface do

17 call push Pull(sur face); od

18 where

19 Proc shoot(shooter, sur face) =

20 call pushPull(shooter);

22 call remove(sur face, sortedList);

24 call shoot Recursive(shooter, sur face);
26 call set EnergyToShoot(shooter,0);

28 call insertSorted(surface, sortedList); .
29 end

4.1 Parallelization of Dir ectlllumination

The directillumination algorithmis the easiesbneto parallelize.For instance the num-
ber of enegy propagationgor high-level emitterall recevversinteractions is known in
adwance.

We chooseto implementit with the emittersurfacegranularityfor its bettercompro-
misebetweereaseof programmingandexpectedefficieng. Thecoarseigranularityis not
interestingn thiscasepecaus¢herelatively smallnumberof light sourcesomparedothe

!j.e. thenumberof light sourcesn thescene.



numberof processewouldleadto severeloadimbalanceOntheotherhand,exploiting the

finestgranularitydoesnot seemnecessaryn the caseof large scenesWe anticipatedhat

theintermediategranularitywould be enoughto getgoodloadbalancingandimplemented
two algorithmsbasednit.

Inner Loop. Thefirst algorithmis the parallelizationof the inner of the two loopsof the
sequentiablgorithm: emittersare shotone after the other and eachshootis doneby all

the processe# parallel. A givenrecever cannot be shotto by two emitters,soit does
notrequirelocking accessHowever, synchronizatiorarriersareneededittheendof each
shootbeforeprocessinghe next one.

Single Queue. To remove the potentiallycostly synchronizatiotbarrierswe canhave the

processestartingto shootthe next emitterinsteadof waiting for the othersto complete
their job. This canbe donein a dynamictaskingapproachwherethe algorithm consists
of a pool of emitterrecever interactiontasks.In this case restrictive accesdo recevers

is neededo preventtwo emittersfrom shootingto the samerecever. The way tasksare

distributedto processesanleadto differentalgorithms We have choserasimpleapproach
with a singlecentralizedasksgueuein which interactionsaresortedby emittersandthen

by recevers.This givesusanextensionof theinnerloop algorithm.

4.2 Parallelization of Inter-reflectionsAlgorithm

This algorithm differs from the direct illumination algorithmin thatit hasto managea
sortedlist of the emitters.This makesdynamictaskingalgorithmslike the “single queue”
very hardto design.Anotherdifferenceis thatwe have to makea “copy” of the emitting
surfacebeforeprocessingt, eitherto have it treatedby several processesr to allow it to
receve enegy from anotheremitter while it sendsnengy itself.

After takinginto accountheseconsiderationsye implementedhetwo loop level par
allel inter-reflectionsalgorithms.

Inner Loop. Herealso,theinnerloop is the mostdirectway to geta parallelalgorithm.
Its mainadwantagds thatthe sortedlist canbe dealtwith asin the sequentialzersion.The
drawvbacksarethe sameasin thedirectillumination algorithm.

In this case copyingan emittercanbe very time consuminggspeciallywhenthis sur
faceis alreadystronglysubdvided;morewerthecopyoperatiorhasto bedonein acritical
section,becausét usesthe Openinventorgraph.Sowe hadto implementa “lazy copy”
mechanisnthatallows to usea “light” copyof anemitter andto rekuild its childrenonly
whenneeded.

Outer Loop. Theouterloopis in facttheimplementatiorof the coarsegranularitycon-
siderationlt seemedo beinterestingo consideiit, becausave have herealargernumber
of tasks(emitterall receversinteractionsjn comparisorwith the numberof processes.
Thecorvemgencespeef thealgorithmheaily depend®ntheorderby whichemitters
propagateheirenegy. Thiscanbeproblematidaf emittersareshotin parallel,becauseafter
N shotsmuchlessenegy will have beenexchangedhanwith N shotsdonesequentially

If parallelexecutionof theinnerloop provesto be enoughoad-balancedyn theaverage,
thefirst algorithmis muchmoreefficient (no locking on the recever is required)because
of its fasterconvergencespeed.

4.3 TechnicalConstraints

The Candeldibrariesarewrittenin C++ andconsistof approximatvely 360classesEven
if it canseemchallengingto parallelizeC++ algorithmsinside sucha large platform, it



is really importantnot to move apartfrom the sequentiapartin orderto be ableto make
comparisonsindto takeadwantageof its lastenhancements.

Furthermore Candelais built over the Silicon Graphics’OpenInventor library and
intensively usesghe graphstructureandits associatedodes Hence we have absolutelyno
controlover thestorageandmanipulatiorof thedatastructureslt is evenworsein parallel,
becauséhe Openlinventorlibrary is not providedthread-safethatis to sayit canbevery
problematidf two or moreprocessemanipulatehe graphatthe sametime.

All this hasled to severalimplementatiorproblemsfor instance:

— we hadto overloadthe memoryallocationC functions(“malloc”, “free”, “realloc”,
“calloc”) to avoid thread-safememory manipulationlocks: keepin mind that the
wavelet radiosity algorithmimplies mary memoryallocationsand that Openinven-
tor providesno controlover the storageof its nodes;

— anotherproblemwasto determinevariableswhich could potentiallybe modified by
several processeat the sametime (typically staticclassvariables)andto build a set
of preprocessomacroswhich allow to transparentlfransformtheminto an array of
variablegoneperprocess);

this gave usagenerapurposeC/C++framavork for “assisted’parallelizatiorwhich could
bereusedor otherprojects.

4.4 Protocol Considerations

TestScenes.We performedour experimentson threetestscenesomingfrom realworld
applicationsput with differentcharacteristican orderto analyzeourimplementedalgo-
rithms:

— StanislasSquae Opei in Nang. This testscenecomesfrom an evaluationproject
of potentialnew lighting design.The geometricailmodel was createdfrom architec-
turaldrawings. Thedirectilluminationis computedisingaccurateight andreflectance
models.In this paper we only considetthefirst floor in orderto be ableto computea
solutionon asingleprocessoin areasonabléme (lessthanoneday).

— Cloisterin Quito. It is alsoa lighting designproject, but it was chosenbecausehe
effectsof indirectillumination (inter-reflections)are morevisible. It senesasa life-
sizetest.

— SodaHall. The SodaHall building hasbecomeareferencedestscenelt is suitablefor
virtual reality ervironmentsand interactive walk-through.We both considera single
roomof this building (with high precisionparametersfor speed-upneasuresandone
completefloor with furnituresasanothellife-sizetest.

Table 1 givestheir numericalcharacteristicand associatedmagescan be found in
Figure2 of thecolor plate.

Testscene [StanislasSquargQuito Cloistef SodaHall RoomSodaHall Floor]
Numberof initial surface 17 307 54 789 9 189 144 255
Numberof light sources| 36 83 3 163
Numberof final meshes 217 307 597 135 232 349 1721 354
Time[Processors 11 495 s[1]| 35 833 s[4 11 001 s[1] -
Time[Processors 593 s[36]| 9 663 s[24 613 s[36]] 54 627 s[16]

Table 1. Thetestscenes



Measures. The experimentswere ran on a ccNUMA Silicon GraphicsOrigin2000([6]
with 64 processorerganizedin 32 nodes.Eachnodeconsistsof two R10000 processors
with 32 KBytesof first level cache(L1) of dataon the chip, 4 MBytesof externalsecond
level cache(L2) of dataand instructionsand 256 MBytes of local memory for a total
of 8 GBytesof physicalmemory Its hardwareperformancecounterscombinedwith the
softwaretool perfex allow performanceneasuresf the behaior of the parallelprogram.
We have choserto study:

— Speed-upThis is definedby the fraction betweenthe bestsequentiatime over the
paralleltime obtainedwith n processors.

— MemoryoverheadThisis thefractionof time spentin memoryoverthetotal execution
time.

— L1cadehit rate Thisis thefractionof dataaccessewhich aresatisfiedrom acache
line alreadyresidentin the primarydatacache.

— L2 cadehit rate Thisis thefractionof dataaccessewhich aresatisfiedrom acache
line alreadyresidentn the secondarylatacache.

5 Resultsand Discussion

5.1 Performance Evaluation

Table 1 givesthe surfacesompleity of eachsceneandthe computationatime neededo
simulateeachscendfirst with a smallnumberof processorandthenwith alarge number
of processorsEachresultshavs good speed-upMore preciseresultsappeairin Figurel
for the StanislassquareOperaandtheroomof the SodaHall andareexaminedin the next
subsection.

Let usrecallfor correctnessf thesefiguresthatwe work with polygonswhich canbe
conc&e or corvex for greaterefficieng.. The numberof surfaceswhich will appeaiif we
decidedto triangulatethemto work only with trianglesand/orparallelogramsvould be
muchgreaterFor instancefor the StanislasSquare a straightforwardriangulationgives
twice more surfacesanda triangulationwhich provides good shapedrianglesgivesten
timesmoreoriginal surfaces.

Moreoverwewantto remindthatdueto theabsencef graphicscardontheOrigin2000,
we have parallelizeda versionof the algorithmwhich only useshe “BSP” decomposition
in orderto acceleratehe visibility anddoesnot useary hardware graphic acceleration.
Whenusingthesequentiabersion[3], thischoicedecreasetheoverall performancef the
generalsimulationby a factorof 2. This degradationis importantenoughto relativize the
parallelspeed-up.

However, evenwith suchacceleratingechniqueshugescenedike thecloisterof Quito
(seeFigure2.d) canhardlybe simulatedon a sequentiacomputerIn parallelism,our test
shaws that this scenecan be simulatedwith 24 processorin 2 hours41 minutes.These
sortof resultsarevery promisingfor thelighting designandotherreal-worldapplications.

5.2 Discussion

Loadbalancinganddatalocality aretwo key but conflictinggoalsto reachin orderto obtain
goodparallelperformanceWe shawv heretheirimpacton our differentalgorithms.

Load balancing. Figurel.ashowvsthatall the methodsachieve a speed-upn CPUtimes
whenusedin parallel. The speed-ups very high (actually supra-linear)vhenwe useno
visibility for thedirectillumination. In the othercasesit is approximatelyequalto 0.5n,
wheren is the numberof processes.

In the caseof a directillumination without visibility, a supra-lineaspeed-ups not so
surprising.Indeed,in this casewhenwe wantto illuminate a surfacewe needonly to use



the dataof that surface this leadsto excellentdatalocality andvery similar computation
timesfor theillumination of eachsurfaceln this case the Origin2000is very efficient.

If we look at the resultsfor the two different methodsusedfor the Place Stanislas
illumination, problemsbegin to appearOf course the algorithmthatdoesnot stop after
eachlight givesbetterspeed-uphanthe otheroneasexpectedbut the speed-upesultsare
notvery good.In fact,whatseemso happeris thefollowing:

— in this simulation,eachlight illuminatesonly a part of the building and only a few
interactionsare very time consuming.Therefore whensomeprocesdfinishestheiil-
luminationof the last surfaceseenby the first light, someprocessearestill stacked
processingneof the few interactionswhich arevery time consuming.The synchro-
nizationof the processorsafter a light sourcehashandledall the surfacesdt seesjs
thereforevery costlyin the“inner loop” method;

— butthesituationis evenworsebecausén this simulationtwo neighbourindights often
sharea groupof very time consumingnteractionsindeedthe lighting designerdhiave
positionedthelights very closeto thefacade sothatmostof the enegy receved by a
singlesurfacecamewith high probability from thosetwo light sources.

This hasa large impacton the “single queue”’method.When someprocessebayin
to computethe interactionbetweenthe secondight andthe building, three or four
time consuminginteractionsbetweenthe first light andthe setsof surfacesare still
processedThe first processorsvhich will attemptto shooton one of thesesurfaces
(thesurfacesvhich have notyet beentotally illuminatedby the previousillumination)
will belocked.Thisis problematidoecaus¢hesenteractionsarewith high probability
alsoverytime consumingnteractiongor thesecondight.

We think thatthis situationappearsecausewve have useda coarsé granularityfor
this simulation.Thisis slightly annoyingbecaus¢he sameproblemappearsn thegeneral
shootphasewhentheresidualenegy to shootbecomegoo small.

Decreasinghe granularityof the algorithmto tacklethis problemis feasiblefor the di-
rectillumination but becomesnuchtrickier for interactionsetweertwo surfacesAnother
solution seemamorereasonablewhena processoattemptsto shooton a surfacewhich
is actuallythe recever handledby anothemprocessara locking situationappearsWe can
remove thislock, if the processostartsto shooton a lure: a disjoint copy of this surface;
of coursewe will needafterto retrieve the enegy receved by thelure andto re-projectit
ontherealsurface.

As in the simulationof the SodaHall room, Figure 1.b exhibits the samebehaior we
just notedfor the PlaceStanisladllumination in the shootingphase.The sameproblem
appearguring the first shoots:the shootof an emitteron the walls or on the floor takes
muchmoretime thanon the othersmall surfacesAlso, after someshoots the amountof
enegy left to emit becomesrery small. In this case the time neededor distributing the
work amongprocessess largerthanthetime neededo dotheshoot. Thegranularityof the
parallelizatiormustthenbeincreased.

Datalocality. Whenwe designeaurparallelalgorithmswe did notfocuson datalocality
problemsFirst, we hadexpectedthat:

— the usedgranularitywould naturallyincreasehe datalocality. Indeedwhenone pro-
cessordealswith an emitterrecever interaction,it computeshis interactionat each
neededevel. Moreover, in orderto computethe form factorof the kernel,it needso
computethe visibility betweenlists of pointsof the two surfacesWe expectedthis
wouldleadto the sameportionsof the BSPstructurebeingtraversed,;

2 A trick to artificially reducethe granularityproblemwould be to adda preprocessingtepthat
would subdvide large surfacesnto smallerones.



— thetypeof architecturaisedby theOrigin2000 acc-NUMA, is well knownto decrease
theimportanceof this problemcomparedo explicit messag@assing.

Ourtestson aroomof the SodaHall andon the StanislasSquareplaceshaw that:

— the ratio of time spentaccessinghe memorydecreaseslightly with the numberof
processorsised(seeFiguresl.cand 1.d);

— thehit ratesareapproximatvely of 97% for the .1 cacheandof 93% for the .2 cache
(seeFiguresl.eand 1.f).

Thefirst behaior of the algorithmcanbe explainedby the fact thatthe simulationsof
thesetwo scenesisea lot of memory It is notsosurprising,in this case pecausét canbe
betterto distributethe datamemoryto all processorsyhich will only access partof the
totalmemory

The cachehit rateshave surprisinglyhigh values,which seemsn total contradiction
with resultspresentedby [8]. This seemso prove thatour hypothesiss valid andthatdata
locality is notthe mainproblemwith waveletradiosity

However, we wantto moderatehis conclusionsincetwo otherfactorsmayhave influ-
encedhis behaior:

— first, in orderto do meaningfultests,we have limited oursehesto simulationswhich
couldbe completedon a singleprocessoim lessthanoneday Thus,thoughsomeof
ourscenesresomeavhatbig, their compleity is nottremendous;

— secondwe usescenexomingfrom real-worldapplicationsThis meanghatsurfaces
appearingn the scenedescriptionare not listedin a randomorder On the contrary
neighbouringsurfaceqas geometricalentities)often appearcloseto one anotherin
the scenedescription.This locality of the scenedescriptionclearly impactson the
algorithmdatalocality.

The two precedingparagraphshaw that the progressie wavelet radiosity algorithm
can‘efficiently” beparallelizedevenif reachingagoodloadbalancingbetweerprocesse-
mainsdifficult. Someproblemsareannoyingfor small scenesfortunatelywhenthe scene
andtheamountof work to bedonebecomdarger, theimportanceof theseproblemsseems
to decreaseThis remarkis importantbecause¢hesescenescan not reasonablybe simu-
latedon a singlesequentiatomputer:in thosecasesparallelcomputingappeardo be a
worthwhilesolution.

6 Conclusion

We have experimentedn this papervariousparallelimplementationsf the wavelet ra-
diosity methodon a hardwareccNUMA architecturethe SGI Origin2000.Experiments
shavedthatstraightforwardparallelizationprovidesgoodspeed-up evenif this applica-
tion is highly irregular anddynamic- andis a reasonableneanto solve extremelylarge
modelswith alarge numberof processors.

Evenif theapplicationis writtenin “C++" andif the granularityof the parallelization
remainsa little coarsean this implementationye obtainanexcellentdatalocality - which
confirmsthe goodpropertief theccNUMA architecture andareasonabléoad balanc-
ing. However, on somescenesload balancingcanlikely be enhancedisingsomespecific
improvementgshooton alureif needed, . .).

Theseresultsareinterestingfirst for thelighting designersvho canexpectto simulate
somerealworld projects Moreover we anticipatethattheseresultsareprobablygeneraliz-
ableto numericalapplicationswith linearprojectionoperatorsin thecasewherethespace
X IS somespacey,, in amulti-resolutionanalysis.
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(a) StanislassquareOpera

(b) SodaHall Room (c) SodaHall Floor

(d) Cloisterin Quito

Fig. 2. Imagesgeneratedvith our parallelalgorithms



