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Abstract

Synchronization is a crudal operation in mary parallel applications. Corvertional syntironization medanisms
arefailing to keepup with the increasingdemand for efcient synchronization operationsas systemgyrow larger and

network latercy increases.

The cortributions of this pape are threefold. First, we revisit samerepresentéive syrchronizationalgorithmsin
light of recen architectue innovations and provide an example of how the simplifying assimpgions made by typical
analytical mockls of synchronization medanismscan lead to signi carnt performaice estimateerrors. Seond, we
presemanarchitectural innovation calledactive menory that erablesvery fastatomic operationsin a shaed-menory
mutiprocessr. Third, we useexeation-driven simulgion to quantitativdy compre the performance of a variety of
syndironization medanismsbasedon baoth existing hardware techniguesand active memory operations. To the best
of our knowledye, syndronizaion basedon active memay outforms all existing spinock and non-hardwiredbarrier

implementadionsby a large mamin.
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1 Introduction

Barriers andspinlocks are synchronization mechanismscommorny used by mary pardlel applicaions.
A barier ensuesthatno procesin agroup of cooperding proces®sadvanesbeyond a given point until all
proceseshave reacheal the barrier. A spinlock ensures atomic accessto dataor codepratected by the lock.
Their ef cie ncy often limits the achievable concurrercy, and thusperformarce, of pardlel applicaions.

The performarte of synchronization operaionsis limited by two factors (i) the number of remoteac
cesses required for a synchronization operation ard (ii) the latency of each remote acess. The impad of
synchronizaion performance on the overdl peformarce of parallel applicationsis increasng due to the
growing speed gap between procesors and memory. Processa speedsare increasing by approximately
55% pe yeat while local DRAM latency is improving only approximatdy 7% per yeararnd remotememoyy
latercy for large-scale machinesis almost congart due to sped of light effects [26].

For instarce, a 32-processorbarier operation on anSGI Origin 3000 systan takesabout 232,00 cycles,
duringwhichtimethe32 R14K processorscould have exeauted 22 million FLOPS This22 MFLOPSbarrier
ratio is anaarmingindicaion tha conventional synchronizaion mechanismshurt system performarce.

Over the years, many synchronizaion meclanismsand algorithms have been developed for shaed
memok multiprocesas. The classca paper on synchronizaion by Mellor-Crummy and Scott provides
athorough and detiled study of represertative barier and spinlock algorithms, each with their own hard
wareassimpions [21]. More recent work surveys the major researc trends of spinlocks [2]. Both pgpers
investigde synchronizaion more from analgorithmic pergedive thanfrom a hardware/architecureangle.

We fed that a hardware-certric study of synchronization algorithms is a necessay suplementto this
prior work, especially giventhe varigty of new architectural featuwresand thesigni  cart quantitative charges
that have takenplace in multiproces®r systems over thelastdecade. Sometimes smallarchitedural innova-
tionscan negatekey algorithmic scdabhility propeties. For example, neither of the above-mentioned papers
differeniatesbaweenthewaythat thevariousread-modify-write(RMW) primitives(e.g, tes t- and- set
orcompar e- and-s wap) are physically implemeried. However, thelocaion of the hardware RMW unit,
e.g, in the processa or in the communicaion fabric or the memorysydem,canhave a dramdic impacton
synchronizaion performarce. For example, we nd that whenthe RMW fundiondity is performed nea
the memory/diredory controller ratherthanvia processorsideatomic operdions 128-processor barrier per-
formarce canbe improved by afactor of 10. Moving the RMW operaion from the processorto a memoy
controller can changethe effective time complexity of a barrier operaion to O(1) network latenciesfrom
no better than O(N ) in corvertiond implemenations for the samebasc barrier algorithm. This observa-
tionill ustratesthepotential problemsassaiatedwith performing conventional “ pen-and-pendl” algorithmic
complexity andysis on synchronization mecarisms.

While paper-ard-pertil andysis of algorithms tends to ignore many of the subtleties tha makea big
differene on red macines running arnd compaing programs on real hardware is limited by the hard
wareprimitives available on, and the con gurations of, available madines Progamtrace andysis is hard



becausethe hardvare performancemoritor counters providelimited coverageand readng themduring pro-
gram exeaution changesthe behavior of an othewisefull-speedrun. Experimening with a nev hardware
primitive is virtually impaossble on an existing macdine. As aresut, in this paper we useexecution-driven
simulation to evaluate mixes of synchronization algorithms, hardware primitives, andthe physical imple-
mertations of these primitives. We do naot attempt to provide a comprehasve evaluation of all proposed
barier andspinlock algorithms. Rather, we evaluate versions of a barrier from a commergal libray ard
arepreenttive spnlock algorithm adaped to several interesting hardware platforms. Detaled simulation
heps us compare quartitatively the performance of these synchronizaion implemenations ard, when ap-
propriate, corred previousmis-assimpions about synchronization algorithm performancewhenrun onred
hardware.

The restof this pgperis orgarized asfollows. Secton 2 aralyzesthe pefformance of avariety of barrier
and spnlock algorithmson a cc-NUMA (cache-aoherent non-uniform memoryaccesg system using dif-
feren RMW implemenations, including loaddinked/sore-conditional instructions, processor-side atamic
operations, simple memay-side atamic operaions, and adive messges. Section 3 present the desgn of
active memory, which supports sgphisticaied memoryside atomic operaions and canbe used to optimize
synchronizaton performarce. Secton 4 desciibes our simulation environmert and presents the performance
numbess of barriers and spinlocksimplemented using a variety of atamic hardware primitives.Findly, Sec
tion 5 draws conclusons.

2 Synchronization on ccNUMA Multipr ocessors

In this sedion, we describe how synchronization operations areimplemenedontradtiond sharedmem-
ory multiprocessors. We then desciibe architedural innowations that have beenproposel in recert yeasto
improve synchronization performarce Finaly, we provide a brief time complexity edimate for barriersard
spinlocks basal onthevariousof available primitives

2.1 Background

2.11 Atomic Operationson cc-NUMA systems

Most systemsprovide same form of procesor-ceriric atomic RMW opeations for programners to imple-
mert synchronization primitives For example the Intel Itanium™ processa supports semaphore instuc-
tions[14], while mog maja RISC proces®rs[7, 16, 20] useloadlinkedstare-conditiond instructions. An
LL (loadlinked instruction loads a block of datainto the cache. A subseqient SC(stare-conditiond) in-
struction attemps to write to the same block. It succeedsonly if the block has not been referenced since
the preceding LL. Any memoy reference to the block from anather proces®r betveentheLL and SCpair
causesthe SC to fail. To implementan atomic primitive, library routinestypicaly retry the LL/SC pair
repededy until the SC suceals



(a) naive coding

atomic_inc( &barrier_variable );
spin_until( barrier_variable == num_procs );

(b) "optimized" version

int count = atomic_inc( &barrier_variable );
if( count == num_procs-1)
spin_variable = num_procs;

else
spin_until( spin_variable == num_procs );

Figure 1. Barrier code.

A drawbackof processorcentric atomic RMW operationsis tha they introduceinterprocesa communi
caion for every atomic operation. In adiredory-basel write-invalidate CC-NUMA system,whena proces
sa wishesto modify ashaedvariable, thelocd DSM hardware serdsamessageto thevariable'shome node
to acqure exclusive ownership. In respanse, the homenodetypicaly serdsinvalidation mesagsto othe
nodes shaiing the data The reaulting network latency severely impact the ef ciency of synchronization
operations.

2.12 Barriers

Figure 1(a) shavs a nave barier implemenation. This implemenation is inefci ent becaiseit directly
spins on thebarrier vaiiable. Since procesesthat have reachedthe barrier repeaedy try to readthe barrier
variable, the next increment attempt by ancother proces will compete with thesereal requeds, possbly
resulting in alonglatercy for theincrementoperaion. Although processes thathave reactedthebarrier can
be suspendedto avoid interference with the subseguert increment operations, the overhead of suspendng
and resumirg proces®sis typically too high to be useful.

A common optimization to this barrier implementation is to introducea new variable on which processes
spin, e.g., spi n_varia bl e in Figure 1(b). Becauwse coherence is maintaned at cacte line grarularity,
barr ie r _var ia bl e andspi n_varia bl e should not reside onthe samecacheline. Using a sepaate
spin variable eliminatesfalse sharing betwea the spin and increment operaions. However, doing sointro-
duces an extra write to the spi n_varia bl e for eachbarrier operaion, which causesthe home node to
send an invalidation requestto every processa and thenevery proces®r to reloadthe spin variable.

Nevertheless thebere t of usinga seprae spin variable often outweighsits overhead which is a classic
example of trading programmingcomplexity for performarce. Nikolopoulosand Papathecdorou [23] have
demongrated thatusing a separate spin variable improves pefformance by 25% for a 64-processa barrier
synchronizaton.

We divide the totd time required to performabarrier operation into two companents gather andrelease
Gather is the intenal during which eachthreadsignds its arrival at the barrier. Release is thetime it takes
to convey to every processthatthebarrier operation hascompletedandit is time to progress.



acquire_ticket_lock( ) {
int my_ticket = fetch_and_add(&next_ticket, 1);
spin_until(my_ticket == now_serving);

}

release_ticket_lock( ) {
now_serving = now_serving + 1;
}

Figure 2. Ticket lock code

Assumirg a bed case scenaio where there is no externd intefference, the algorithm depicted in Fig-
ure 1(b) requiresat least 15 oneway mesagesto implement the gather phasein a simple 3-proces barrier
usng LL/SC or proces®r-side atomic instructions These 15 mesages consid primarily of invalidation,
invalidation adknowledgemant, ard load requestmesages Twelve of these messayes must be performed
saially, i.e., they camaot beoverlapped.

In theoptimizedbarriercode, whenthelas processarrives, it invalidatesthe cachedcopiesof spi n_var ia bl e
in thespinning processas, mod es spin _vari able in DRAM, andwe enterreleas pha®. Every spin-
ning process nedls to fetch the cache line tha contains spi n_varia bl e from its home nhode Modem
proces®rs empby increasingly large cacheline sizes to capure spatial locality. When the numbe of pro-
cessesis large this burst of readsto spi n_var ia bl e will caus congegion atthe DRAMs and network
interface.

Some resarders have proposedbarrier trees[12, 27, 33], which use multi ple barrier variables orgarized
hierachically so tha atomic operations on differert variables canbe done in pardlel. For exampk, in
Yew etal.'s sdtware comhning tree [33], proces®rs are leaves of a tree. The processas are orgarized
into groups and whenthe last proces®r in a group arrives at the barier, it incremerts a cownter in the
group's parert node. Cortinuing in this fashion, when all groups of proces®rs at a particular level in the
barier treearrive at the barier, the lag one to arive incremerts an aggregate barrier one level higherin
the hierarchy until the last procesor reachesthe barier. When the nal processarrivesat the barrier ard
reaclestheroat of the barrier treg it triggas a wave of wakeup opeations down the tree to signal each
waiting proces®r. Barrier treesadieve signi cant pefformance gans on large systems by reduwcing hat
spots, but they require extra programmingeffort and thar performanceis condrained by the base (single
group) barrier performarce.

2.1.3 Spinlocks

Ticketlocksarewidely used to grantmutual exclusionto proces®sin FIFO order. Figure2 presrtsatypical
ticket lock implemenation thatemgoys two global variables a sequercer(next ti cket ) and a counter
(now_ser vi ng). To acauire the lock, a processatomicdly increments the sequercer, thus obtaning a
ticket, andthen waits for the count to bemmeequal to its ticket number. A proces releasesthe lock by
incrementing the cownter. Data races on the sequercer and propagaton delays of the new counter value
degradethe performance of ticket locks rapidly asthe numier of participating processasincreases Mellor-



Crummyand Scdt [21] showedtha inseting a proportional badkoff in the spinning stage grealy improves
the ef ciency of ticketlocks on a systemwithout coherert cachesby eliminating most remot accesses to
the globd now_ser vi ng variable. On modem cache-coherent multiproces®rs, wheremod of sgnning
readsto now_serv in g hit in locd cades, there arevery few remot acces®sfor badoff to eliminate.
Also, insating badoff is nat risk-free; delaying one proces forcesa delay on other procesesthat arrive
later becaise of the FIFO nature of the algorithm.

On a cacle-coherent multi processa, T. Anderson's array-basel queuing lodk [3] is reportedto be one of
the bestspnlockimplementations[21]. Anderson'slock usesanarray of ags. A countersavesastheindex
into the aray. Every processspins onits own ag. Whenthe lock is released, only the next winner's ag
aes turnsinto aremote memoy aces. All othe processas keep spinning on ther local cacked ags.
Selective signaling improves performarce, but the sequencerremansa hot spot. Neverthdess, sdedively
signaling one procesa at a time noticeably improves peformane for large systems. To furtherimprowe
performarce,al global variables (the sequencer, thecounter and all the ags) should bemagped to differernt
cache linesto avoid falsesharing.

2.2 Related Arc hitectur al Im provements to Synchronization

Many architecurd innovationshave been proposedover the decades to overcome the overhead induced
by cc-NUMA cohererce protocols on synchronizaion primitives asdescribedin Secton 2.1.

The fasiesthardvare synctronization implemenation usesa par of dedcated wires betveen every two
nodes [8, 29]. However, for large systams the cos ard packaging complexity of runrning dedicated wires
betweenevery two nodesis prohibitive. In addition to the high cog of phydcal wires, this approad camaot
support more than one barrier at onetime and doesnot interad well with load-bdancing techniques, such
asproces migration, where the proces-to-procesormapping is nat stdic.

The fetch-and- instructionsin the NYU Ultracanputer [11, 9] arethe rstto implemert atomic opera
tionsin the memory controller. In addition to fetch-and-add haidwarein the memory module, the Ultracom-
puter supports an innovative combining network that combinesreferencesfor the same memory location
within the routers.

The SGI Origin 2000 [18] andCray T3E [28] support a sé of memoy-side atomic opeations (MAOs)
thataretriggeredby writesto spedal IO addesse onthe homenodeof synchronization variables. However,
MAOsdo not work in the coherent domai and rely on sdtware to maintain coherence, which haslimited
their usage.

The Cray/Tera MTA [17, 1] usesfull/lempy bits in memay to implement synchronized memory refer-
erces in acachelesssysem. However, it requirescusiom DRAM (anextra bit for every word) and it is not
clearhow it can work efcie ntly in preserce of caches. The fetch_add operation of the MTA is similar to
ard predates the MAOs of the SGI Origin 2000 and Cray T3E.

Active messgjeareanef ci entwayto orgarize parallel apgications [5, 32]. An adive messgeincludes
the address of a user-level hardler to be exeauted by the recéving proces®r upon messgearrival usng
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the mesage body asthe argumens. Active messges can be used to perform atamic operations on a syn-
chronization variable's homenode, which eliminates the neal to shuttle the data back ard forth acrossthe
network or perform long latercy for remoteinvalidations. However, peiforming the synchronization op-
erationson the node's primary proces®r rather than on dedicated syrchronization hardware ertails higher
invocation latercy and interferes with useiul work being performedon that processr. In particular, theload
imbdanceinducedby having a single node hardle synchronizationtraf c can severdy impactperformance
due to Amdahl's Law effects

The I-structure and explicit tokenstore (ETS) mecharnism sypported by the ealy data ow project Mon-
saon [4, 24] can be usedto implement synchronization operationsin a manna similar to adive messges.
A tokencomprisesavalue, a pointer to the instruction to exeaute (IP), and a pointer to anadivation frame
(FP). Theinstruction in the IP speci es anopcode(e.g, ADD), the offsetin the activation framewhere the
matd will take place (e.g., FP+3), and oneor more dedination instructions thatwill receve the reault of the
operation (e.g.,IP+1). If synchronization operations are to be implemented on an ETS machne, sdtware
needsto maragea xed nodeto hande the tokers and wakeup stalled threacs.

QOLB [10,15] by Goodman et al. seializessyrchronization requeds through a distributed queLe sup-
ported by hardware. The hardvare queue mecharism grealy reducesnetwork trafc. The hardware cog
includes three new cache line states, storage for the queLe ertries, a “shadow ling’ medanism for locd
spinning, anda mechanismto perform directnode-to-node lock tranders.

Several recent clustas off-load synchronization operations from the main processorto network proces
sars[13, 25. Gupaetal. [13] use userlevel one-sided MPI protocads to implement communcation func-
tions including bariers. The Quadics™ QsNet intercomect used by the ASCI Q supecomputer [25]
supports both a pure hardware barier usng a crosda switch and hardware multicast, and a hybrid hard
wardsdtware tree barier that runs on the network proces®rs. For up to 256 participaing processas, our
AM O-basd barier performs beter than the Quadrics hadware barier. As backgroundtrafc increases
ard the systemgrows beyond 256 processas, we exped thatthe Qualricshardwvarebarrier will outperform
AMO-basd barriers. However, the Qualrics hardware bariier has two restrictions that limit its usahlity.
First, only oneprocessorper node can paticipate in the synchronization. Semnd, the synchronizing nodes
mug be adjacent. Ther hybrid barrier doesnat have theserestrictions, but AM O-basdbariersoutperform
themby afactor of four in all of our expetimerts.

2.3 Time Complexity Anal ysis

In this section, we edimate the time comgexity of the barrier and spinlock algorithmsintroduced in
Secton 2.1. We donot suivey all existing bariier and spinlock algorithms,nor dowe examirethe algorithms
on all (old ard new) architectures Instead, we usethes commonly usedalgorithmsto illustratethe effect
of architectural/hardware feauresthat have emeagedin the past decade ard to idertify key featuresof red
systanstha areoften neglected in previous aralytical modelsof thesealgorithms.
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Figure 3. Gather phase of a three-process barrier.

It is cugomary to evaluate the performarce of synchronizaion algorithmsin temns of the number of re-
motememoryreferences(i.e., network latencies) required to perform eachoperaion. With atomic RMW
instructions, the gather stage latency of an N-processbarier includes4N non-overlappable oneway net
work latendes illustated in Figure 3(a). To increment the barier count, each proces®r mug issue an
exclusive ownerdhip request to the barrier count's homenode, which issuesaninvalidation mesage to the
prior owner, which regpords with an invalidation adknowvledgemen, and nally the homenode sends the
requestng processa anexclusive ownership reply mesage If we cortinueto assumne tha network latercy
is the primary peformane deermiran, the time complexity of therelease stage is O(1), becaus the N
invalidation mesgages andsubseaqient N reload requeds can be pipelined. However, reseachershave re-
ported tha memoy controller (MMC) occupancy hasa greate impacton barrier pefformance thannetwork
latercy for medum-szed DSM multiprocessors [6]. In other words the assumption tha coherence mes
sayes canbe sentfrom or procesedby a particular memory controller in nggligible time does nat hald. If
MMC occupancy is the key degeminart of peformarce, thenthe time complexity of the releasestace is
O(N), not O(1).

Few modern processas directly implemernt atomic RMW primitives. Instead, they provide same variant
of the LL/SC instruction pair discusedin Section 2.1. For small systems, the performarce of barriers
implemertedusng LL/SC instructionsis closeto tha of barriers built using atamic RMW instructions. For
larger systams, however, competition between processas causesa lot of interference, which can lead to a
large number of badkoffs and retries While the best casefor LL/SC is the sameasfor atomic RMWSs (4N
messie latercies), the word cae numbe of mesage latercies for the gather phas of an LL/SC-based
barieris O(N ?). Typical performane is someavhere in between depending on the amaunt of work done
betweenbarrier operaionsand the average skaw in arrival time betweendifferert processas.

If the atomic operdion functionality resideson the MMC, as it doesfor the Cray [28] and SGI [18]
machnestha support MAOs, a large numbe of non-overdapping invalidation and reload mesagscan be
eliminated In thesesystans, the RMW unit is tightly coupled to the locd coherence controller, which
eliminatesthe needto invalidatecadedcaopies before updatingbarri  er vari able inthe gather phase.
Instead, synchronizing procesors can send their atamic RMW requess to the home MMC in parllel,



Hardwaresupport

Gatherstage‘ Releasestage‘ Total ‘

Processo-sideatomic O(N) O(1) orO(N) | O(N)
LL/SCbestcae O(N) O(1) or O(N) | O(N)
LL/SCworstcase O(N?) O(1) or O(N) | O(N?)
MAO netvork lateny bound o) o(1) 0o(1)
MAO MMC occupang bourd O(N) O(N) O(N)
ActMs(Q netwok latencybound | O(1) o(1) 0o(1)
ActMsg Mmc occupang bound | O(N') O(N) O(N)

Table 1. Time comp lexity of barri er with diff erent hardware sup port.

and the MMC can exeaute therequeds in a pipelined fashion (Figure 3(b)). Sincethe operations by each
proces®r areno longer saialized, the time complexity of the gather phase MAO-baseal bariersis O(N)
memoy controller operaions or O(1) network latencies, dependng on whether the battleneek is MM C
occuparcy or network latercy. Since MAQOs are paformedon non-coherert (10) addesses, the releag
stagerequires proces®rs to spin over the interconned, which can by introduce signi cant network ard
memoy controllerload.

Barriers built using active messgesare similar to those built with MAOs in tha the atomic incremen
requess on a particular globd variable are sert to a single node, which eliminates the messaye latercies
requiredto maintain coherence. Both implemertation strategies have the sameime complexity asmeasued
in nework latercy. However, acive mesagestypically use interupts to triggerthe adive mesage hardler
on the home node proces®r, which is afar higher latercy operation than pipelined atamic hardware oper-
ations performed on the memay controller. Thus bariersbuilt using adive messayesare more likely to
be occupang/-bound thanthose built using MAOs. Recdl thatwhenoccupancy istheprimary performance
battleneck the gather phas has atime complexity of O(N).

In terms of performance, spinlocks suffer from similar problemsasbarriers In a program using ticket
locks for mutual exclugon, a processcan enter the critical secion in O(1) time, asmeasured in network
latercy, or O(N) time, asmeasuedin memorycontroller occupang. A programusng Anderson's array-
based queuinglock hasO(1) complexity usng either measuremen method.

Tabe 1 summarzesour discussons of non-treebasdbariers If we build atree barrier from oneof the
above bast barriers, the O(N ) and O(N 2) time complexity cases can bereducedto O(log(N )), albeit with
patentially nontrivial constart factors. In Secton 4.2.2,we revisit someof thesecondusionsto determire
the extentto which oftenignared machine features can affect synchronizaion comgexity aralysis.

3 AMU- Supported Syndronization

We are investigating the value of augmenting a conventional memory controller (MC) with an Active
Memory Unit (AMU) capate of performing simple atomic operations. We refer to such atomic operations
as Active Memory Operations (AMO s). AMOs let processors ship simple compuations to the AMU
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Figure 4. Hardware organizatio n of the Active Memory Controller.

on the homememoy controller of the databeing procesed instadof loadng the datain to a procesar,
proces$ng it, andwriting it backto the home noce.

AMOs arepaticularly usdul for dataitemswith poor tempord locality tha are not acesgdmary times
betweenwhenthey areloadedinto a cache ard later evicted, e.g, synchronization variables. Synchroniza-
tion opemtionscanexploit AMOs by performing atamic read-madify-write operdionsat thehomenode of
the synchronizaion vanables, ratherthanboundng themback and forth acrossthe network aseach proces
sa teds or modi esthem. Unlike the MAOsof Cray and SGI madines,AMOs operate on cacte coherert
data and canbe programmed to trigger coherence operaionswhen cettain events occur.

Our proposal meanism augmentsthe MIPS R14K | SA with afew AMO instructions. These AM O in-
structionsareencoded in an unuseal portion of the MIPS-1V instruction setspace Differert synchronization
algorithmsrequire different atamic primitives.We are congdering arange of AMO instuctions, butfor this
study we consideronly amo.i nc (incrementby ong andamafe tc hadd (fetchand add). Sematically,
theseinstructions are idertical to the coregonding atamic processorsideinstructions, soprogrammerscan
usethemasif they wereprocesar-side atomic operdions.

3.1 Har dware Or ganization

Figure 4 depcts the architecture tha we assume A per-node crosstar connects local procesors to the
network backplane local memay, and 10 sulsystans. We assumethatthe procesas, crosshar, andmem-
ory controller all resde on the samedie, aswill be typical in near-future sydem designs. Figure 4 (b)
presets a block diagram of a memory controller with the proposed AMU delimited within the dotted box.

Whena proces®r isstesan AMO instuction, it sends a commanm mesage to thetarget address home
node Whenthe messagearivesat the AMU of that node, it is placedin a queue awaiting dispach. The

10



control logic of the AMU exportsa READY signd to the queuewhenit is read/ to acceptarother request.
Theoperands are then read and fed to thefundion unit (theFU in Figure 4 (b)).

Accessesto synchronization variablesby the AMU exhibit high temporal locality becawseevery partic-
ipating proces aacesse the same synclronization variable, so our AMU desgn incorporates atiny cacte.
This cade eliminatesthe neal to load from and write to the off-chip DRAM for each AMO performed
on a patticular synchronization variable. Each AMO that hits in the AMU cade takes only two cyclesto
complete, regardlessof the numbe of processas conterding for the synchronization variable. An N-word
AMU cachesugports outstanding synclronization operations on N different syrchronization variables. In
our currernt design we model afour-word AMU cade The hardvarecostof supporting AMOsis negligible.
In @290 process, the ertire AMU consumesappoximately 0.1mn?, which is below 0.08% of thetotal die
areaof ahigh-peiformance microprocessa with an integraied memory controller.

3.2 Fine-grained Up dates

AMOs operae on coherent data AMU -gererated requestsare sent to the directory controller as ne-
grained“get” (for reads) or “put” (for writes)requess. The directory controller still maintains coherence
attheblock level. A ne-graned “gd&” loads the coherent value of a word (or a double-word) from locd
memok or a proces®r cade, dependng on the state of the block containing the word. The diredory
controller changes the stae of the block to “shaed’ and adds the AMU to the list of sharas. Unlike
traditional datasharers the AMU is alowed to modify the word without obtaining exclusive ownersip
rst. TheAMU serdsa ne-gained “put’ requestto the directary cortroller whenit need to write aword
back to local memay. When the direciory controller recaves a put requed, it will serd a word-update
requestto local memoy and every nodethathasa copy of theblock containing theword to be updated .

To take advartage of ne -grainedgets/puts,an AMO caninclude a“teg” value thatis compared aganst
the reault of the operation. Whenthereault value matchesthe “test” value, the AMU serdsa“put”’ requeg
along with thereault value to thedirectory controller. For instarce, the “tes” value of ann.i nc canbe se
asthetotal numbe of procesesexpecidto reachthebarier ard thenthe updaterequestads as asignal to
all waiting proces®sthatthe barrier operation hascompldged

One way to optimize synchronization is to use a write-update protocd on synchronization variables.
However, issuing a block updae after each write geneatesan enormous amaunt of network traf ¢, which
offsesthebene t of eliminating invalidaion requess. In cortrast, the“put” mehansm issuesword-grained
updates thereby eliminaing falsesharing. For example, ano. inc only issues updatesafterthe lag proces
reachesthebarrier rather thanonceevery time a processreatesthebarrier.

The “getput’ mecharism introducestempaal incangsteng/ between the bariier variable valuesin the
proces®r cates and the AMU cache. In esserce, the ddayed “put” medcarism implements a releas

!Fine-grained@get/pr operationsarepartof amoregeneal DSM architecturewe areinvestigatingdetails of which are beyond
the sce of this paper

11



congstentmemay modé for barier variables, where the condition of reaching a target value act asthe
releasepoint.

3.3 Prog ramming with AMOs

With AMOs, atamic operations are perfformed at the memoy controller without invalidatng shared
copiesin procesa cades In the case of AMO-basal bariers, the cached copies of the barier count
are updated whenthe nal proces readhes the barier. Conquertly, AM O-based bariers can use the
nave algorithm shown in Figure 1(a) by simply regacdng ato micinc (&barr ie r varia ble ) with
ano_in c(& barr ie r varia bl e, numpro cs), whee ano_ nc() is a wrapger fundion for the
anm. in c instruction.

The anp.f et chadd instruction adds a desgnated value to a sped ed memorylocaion, updaesthe
sharal copies in procesr caches with the new value, andreturns the old value. To implemen spinlocks
usng AMOs, we replace the atomic primitive fe tc h_and _add in Figure 2 with the correponding AMO
instruction, anmo_fet chadd() . We aso useamo._f et chadd() onthecounter to take advantageof the
“put” mechansm. Note tha usng AMOs eliminates the needto allocae the global variabesin differert
cachelines Like ActMsg and MAOs, the time complexity of AMO-basel barriersandspnlocks is O(1)
measiredin terms of either network latency and O(N ) in termsof memory controller occuparcy. However,
AM Oshave much lower constartsthan ActMsgor MAOs,aswil | be apparert fromthedetdled peformance
evaluation.

The various architedural optimizations further reduce the corstant coefci ens.

Using corventional synchronizaion primitivesoften requiressigni ca nt effort from programmesto write
correct, ef cie nt, and deadlock-free parallel codes. For example the Alpha ArchitecureHandook [7] ded
icates six pages to desaibing the LL/SC instructions and redrictionson thar use. On SG IRIX systems,
seserd library cdls mustbe mack beforeadudly calling the atomic op function. To optimize peformarce,
programmeramug tunetheir algorithmsto hide the long latency of memoy refererces In cortrast, AMOs
work in the cadhe coherent doman, do not lock ary systam resaurces,and eliminat the needfor program-
mersto be awvareof how the atomic instuctions are implemerted In addtion, we shav in Sedion 4 tha
AM Os negate the needto usecomplex algorithms such ascombining treebarriers and array-basedqueting
locks evenfor fairly lamge systems. Sincesynchronization-relaed codesare oftenthe hardest portion of a
parallel programto code anddehug, simplifying the programmning mockl is arother advartage of AMOs
over other medarisms

4 PerformanceEvaluation
4.1 Simulatio n Environm ent

We use acycle-accurateexeaution-drivensimulator, UVSIM, in our performarcestudy. UVSIM modds a
hypotheical future-gereraion SGI Origin architecure, including adirectory-basdcoherenc protocol [30]
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Parameter | Value |

Processor 4-issie, 48-entryactive list, 2GHz

L1 I-cache | 2-way, 32KB, 64B lines,1-cycle latency
L1 D-cache | 2-way, 32KB, 32B lines,2-cycle latency
L2 cache 4-way, 2MB, 128B lines, 10-g/cle latercy
Systembus | 16B CPUto system, 8B systento CPU,
max16 outstarding L2C misses1GHZ

DRAM 16 16-bit-dataDDR chamels
Hub clock 500 MHz
DRAM 60 processr-cycle latercy

Network 100 processotcycle latency per hop

Table 2. System con guration .

that supports both write-invalidate and ne -grained write-update asdescibedin Section 3.2. Ead simu-
latednode containstwo hypathetical next-gereraion M1PS microprocesas conneciedto a high-bandvidth
bus. Also comected to the busis a hypothetical future-gererdion Hub [31], which contans the processo
interface, memory controller, direciory controller, network interface, 10 interface and active memay unit.

Tale 2 liststhe majar paramdersof the simulated systans. The DRAM backerd has 16 20-bit chamels
connecied to DDR DRAMSs, which erades us to read an 80-bit burst every two cycles. Of each 80-bit
burd, 64 hits are data and the remaning 16 bits are a mix of ECC bits and patial direcory state. The
simulated interconnect subsystam is based on SGI's NUMAL ink-4. The interconnect employs a fat-tree
structure, where eachnon-leafrouter haseight children. We model a network hop laterncy of 50 nsecs (100
cpu cycles). Theminimum network packetis 32 bytes.

UVSIM directly execues staically linked 64-bit MI PS-IV execuales andincludesa micro-kernd tha
supports al commonsystan calls. UVSIM supports the OpenMP runtime ervironment. All bendimaik
programsused in this paper are OperMP-basd parallel programs. All programs are tuned to optimize
performarce on each mockled architedure and then compiled using the MIPSpro Compier 7.3 with an
optimization level of “-O2”.

We have validaiedthe core of our simulatar by setting the con gurable paranetes to maich thoseof an
Sd Origin 3000, running alarge mix of berchmark programson bath areal Origin 3000 and thesimulatar,
and comparing performarcestatistics(e.g., runtime, cachemissrates, efc.). The simuator-generated reaults
are all within 20% of the corresponding numbers generated by the realmadiine, most within 5%.

4.2 Benchmarks and Results

We empby four representative synchronizaion algorithms (a simple barier, a combining barrier tree,
ticket locks, and array-basal queung locks) to evaluate theimpaa of architectural feaureson synchroniza-
tion performarce. The simple barrier function comesfrom the SGI IRIX OperMP library. The sdtware
combining treebarrier is basdon thework by Yew et al. [33]. Ticket locks and aray-basedqueauinglocks
are basedon the pseudomde given in [21].
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Nodes| CPUs Speedp over LL/ SCharrier
ActMsg | Atomic | MAO | AMO
2 4 0.9%5 1.15 121 | 2.10
4 8 1.70 1.06 2.70 | 5.48
8 16 2.00 1.20 3.61 | 9.11
16 32 2.3 1.36 4.20 | 15.14
32 64 2.78 1.37 5.14 | 23.78
64 128 2.74 124 8.02 | 34.74
128 256 2.8 1.23 14.70 | 61.94

Table 3. Performance of diff erent barri ers.

The starting time of all processes in eachbendimak are synchronized. The elapsd time of each teg
is reported as the average over teninvocaions of the benchmark i.e., for P processors the total number of
simulated spinlock acquisition-release pairsis 10 P. An empty critical section is usedin the spinlock
experments.

Weconsider vedifferent medarismsfor implemerting each synchronization operation: LL/SC/instructions,
convertional procesr-side atomic instructions(“Atomic”), existingmemay-side atomicoperations(*MAQOs”),
sditware acive messayes(“ActMsg’), and AMOs. TheLL/SC-basel verdons areusedasthebaseine. The
AMU cadeis usal for both MAOs ard AMOs. We asumefast userlevel interrupts are suppated, so
our reallts for active mesagesare samewhat optimistic compased to typica implementaionsthat rely on
OSlevel interruptsand thread scheduing.

4.21 Non-treebasedbarri ers

Table 3 presents the spealups of four different barier implemenations compared to convertiond LL/SC-
basal barriers A speedup of lessthan oneindicates a slowdown. We vary the number of procesors from
four (i.e., two nodes)to 256 (128 nodeg, themaximum numberof proces®rsallowedby the direcory struc-
ture [30] thatwe model. The ActMsg, Atomic, MAO, andAMO barriers all pefform and scalke beter than
the basdine LL/SC verson. Whenthe number of proces®rsis greate than8, active messayes outperform
LL/SC by afactor 1.70(8 processas) to 2.82 (256 processas). Atomic instructions outperform LL/SC
by afador of 1.06to 1.37. Memay-side atomic operaions outperform LL/SC by a factor of 1.21 at four
proces®rsto animpressive 14.70at 256 proces®rs However, AMO-basedbarrier perfformancedwarfs tha
of all other variants ranging from afador of 2.10 at four processasto afactor of 61.94 for 256 procesas.
Theraw time for AMOs are 456, 552, 1488, 2272, 4672, 6784 and 9216, for 4, 8, 16, 32, 64, 128 and 256
proces®rs, respecively, measuedin clock pefiods of a2GHz CPU.

In the basdine implementation, each processa loads the bariier variable into its local cache beforein-
cremerting it using LL/SC instructions. Only one procesor succeedsat onetime; other processorsfail and
retry. After a suwccesdul update by a procesa, the barrier variable will move to andher proces®r, ard
thento andher procesor, and so on. As the systan grows, the averagelatency to move the barrier variable
betweenprocessas increags asdoes the amouwnt of contention. As aresut, the synchronizaion time of
the base LL/SC barrierimplementation increases dramaitcally asthe numbe of nodesincreases. This effect
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Figure 5. Cycles-per -processor of diff erent barriers.

can be seen particularly clearly in Figure 5, which plotsthe perproces®r barier synchronization time for
each barrier implemertation.

For the active messaye version, an adive mesag is sernt for every incremer operaion. The overhead
of invoking the adive mesag hardler for each incremen operation dwarfs the time required to run the
hander itself. However, the bene t of eliminaing remotememoryaccesse outweighs the high invocation
overhead,which reaultsin performancegans ashigh as 182%.

Using processa-certric atomic instructions eliminaes the failed SC atemgs in the basdine version.
However, the peformana gains arerelatively smal becalseprocessa-side atomic operaionsstill requires
around trip overthe network for every atamic operaion, all of which must be performedseridly.

MAO-based barriers perform and scle signi canty better than barriersimplemenéd usng proces®r-
side atomic instuctions At 256 procesors MAO-basel bariers outperform the basline LL/SC-basal
barier by nearly a factor of 15. This reault further demorstrates that putting compuation near memoy
improvessynchronization performane.

AMO-basdl bariers arefour timesfasta than MAO-basal bariers. This performarce advantage derives
fromthe“delayad updae” enalded by the test value medanism and use of a ne -grained update protocol.
Since all processas arespinning on the barrer vanable, every local cachelikely hasa shared copy of it.
Thusthetotal cog of sending updates is apgroximately thetime required to send a single update multiplied
by the numbe of participating procesas. We do not assumethat the network has multicastsugport; AMO
performarcewould be evenbetterif the network supportedsuchoperdions.

Roughly speakng, thetimeto performan AMO barierequals (t,+ t, P), wheretyisa x edoverheal,
tp isasmallvalue relaedto the processingtime of anamain ¢ operéion and an updaterequest,and P is
the numberof procesors beng synchronized Thisexpression impliesthatAMO barrerssalewell, i.e., the
total barrier time per processa is constant, whichis apparent in Figure 5. In fact, the perprocessa latercy
drops off dlightly as the number of processas increase becaus the xed overheadis amortizedby more
proces®rs. In contrag, the per-processa time grows asthe systemgrows for the otherimplemenations.
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4.22 Barrier performance a case of potential mis-egimates

In Sedion 2.3, we corcludeal thatthe time complexity of barriers built using processorside atomicinstuc-
tionsis O(N), asmeasued in temms of the numler of remotememay referenes. Given this estimate,
we would expect the per-procesa time (total time divided by the numberof processas) to be constant.
However, the experimental reaults visible in Figure5 clearly contradct this expectation. ActMsg, for which
we corredly introduced an extra peiformance limiti ng paranete (MM C occuparcy), also peformsworse
thanwhat we projected. The per-processa barier time of ActMsgincreagsasthenumberof participating
proces®rsincreses

The ressm for theseunderedimatesof time complexity is tha in a norn-idealzed (real) system, fadors
other than nework latency and memory controller ocaupang/ can exterd the critical path of program ex-
eaution. Sud factors include system bus contention, cache peformane, anincrea® in oneway nework
latercy as a system grows, queuing delays in the network interface limited numbersof MSHRs, andre-
transnissons causeal by nework interface buffer over ows. At rstglance,each of thes additional fadors
might appear to be unimportart. However, our simulations revealtha ary of them canbe a performance
battlereck at somepaint in thelif etime of a synchronization opeation. Ignoring their accumdative effect
can easily lead one to overestimae the scdabili ty of a given synctronization algorithm.

Up until now, typical synchronizaion complexity amalyses have assumedha remot memoryreferernces
can be paformedin a congart amouwnt of time. In realty, very few large-scale multiprocesars sypport a
full crossba intercomect, but rather employ on some kind of tree topology. As areallt, remde memoy
referenesare not congart, but instead depend onthe distarnce betweenthe saurce and the destination nodes.
For exampk, SA Origin systams usean oct-treein the intemmediate routers beweendifferert nodes The
cost of one remote memoy referenceis no lessthan2*fl oor( logn(N)) , where m is the factor of the
treeand N is the number of nodestha the source and dedination of themessaye span

While our meaured relative performarce of the different barier implemenatons did not completely
invalidate our amalytical estimaes the disparity beweenreal system performance and andytical extrapo-
lation was signi cant Given this experience, we caution aganst usng oversimgi ed when amalyzing the
performarce of synchronization operaions. On a complex compuer system such asa modern cc-NUMA
multiprocesr, over-simpli ed system models can leadto incorred or inacarate assimpions as to wha
factors determire performance We strongly recanmend that resardhers and prectitioners always perform
avalidation check of thar analytical performancepredictionswhen possble, preferaldy through either red
systan expeimerts or accurae sdtware simuation.

4.23 Tree-basdbarriers

For all tree-based barriers, we useatwo-level treestructure regardlessof the numberof proces®rs Foreach
con guration, we try all possble treebranching factors andusethe onethat delivers the best paformarce.
Theinitialization time of thetreestructuresis notincluded in thereported resuts. Thesmaled con guration
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CPUs Speedyp over LL/SCharrier
LL/SCttree | ActMsg+tree| Atomic+tree | MAO+tree | AMO+tree | AMO
16 1.70 241 2.25 2.60 2.59 9.11
32 224 2.85 2.62 4.09 4.27 1514
64 4.22 6.92 5.61 8.37 8.61 2378
128 5.26 9.02 6.13 12.0 1374 3474
256 8.38 14.72 1122 20.37 22.62 6194

Table 4. Performance of tree-based barriers.

J)_ —o-— Baseline tree
500 d>—— e X - - Atomic tree
450 - ~— — -A— ActMsg tree

x ~—o_ MAO tree
- - - -~ AMOtree

16 32 64 128 256
Number of Processors

Figure 6. Cycles-per-process or of tree-based barriers.

thatwe condder for tree-basel bariershas16 procesors. Table 4 showsthespeedips of treebasal barriers
over the basdine (at LL/SC-basel) barier implemenation. Figure 6 shows the numter of cycles per
procesr for the tree-baseal bariers

Our simulation restts indicat that tree-based bariers perform much better and scale muchbetter than
normal barriers which concurs with the ndings of Michael et al. [22]. On a 256-proces®r system, all
treebaedbarriers are atleast eight times faste thanthebasline barrier implementaion. As can beseein
Figure 6, the number of cycles-per-processa for treebasdbariers deaeasesasthe number of processors
increases, becaus the high overhead assaiated with usng treesis amorized across more processas and
the tree contains more brarnches that can proceadin parallel.

The beg branding factor for a givensygemis often nat intuitive. Markatos etal. [19] demorstrated that
improper use of trees candradically degrade the performance of treebasel bariers to even below tha of
simple atbarriers Nonehdess, our simulation results demorstrae the performane potential of treebased
bariers

Despite all of their advartages tree-basedbariers still signi cantly underperforma at AMO-basel bar-
rier implementation for on numbe of nodestha we study. For instance, the bes nonrAMO treebased
barier (MAO + tree) is threetimesslower thana at AMO-basd barier on a 256-processa system. In-
teredingly, AMO-basedbarier treesundemperform at AMO-basedbariersin al testad con guratons.
AM O-based bariers include alamge xedoverheal anda very small number of cycles per procesa. Us-
ing tree structureson AM O-basel barriers esenially introducesthe x ed ovetheal more than once. The
fact that AM Os alone are bette than the comlination of AM Os and treesis an indication that AM Os do
nat regure heroic programmirg effort to achieve good performance. However, we exped that tree-based
bariersusing AMOs will outpeform at AMO-baseal bariers if consder sydgemswith tens of thousands
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CPUs LL/SC ActMsg Atomic MAO AMO
ticket | array | ticket | array | ticket | array | ticket | array | ticket | array
4| 100 | 048 | 1.08 | 047 | 092 | 053 | 1.01 | 057 | 195 | 131
8| 100 | 058 | 164 | 056 | 0.94 | 0.67 | 1.07 | 0.59 | 2.34 | 203
16 | 1.00 | 0.60 | 1.79 | 0.65| 0.93 | 0.67 | 1.07 | 0.62 | 2.20 | 241
32| 1.00 | 0.62 | 148 | 0.64 | 094 | 0.76 | 1.08 | 0.65 | 2.29 | 214
64| 1.00 | 142 | 060 | 142 | 080 | 1.60 | 0.64 | 1.49 | 490 | 545
128 | 1.00 | 240 | 091 | 260 | 1.21 | 2.78 | 1.00 | 2.69 | 9.28 | 949
256 | 1.00 | 271 | 097 | 292 | 1.22 | 3.25 | 0.90 | 3.13 | 1036 | 10.05

Table 5. Speedu ps of different locks over the LL/SC-based locks.
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Figure 7. Performance of the diff erent locks

proces®rs. Determinng whether or not treebasedAMO barriers canprovide extra bere ts on suc very
large-<cale systemsiis part of our future work.

4.24 Spin locks

Table 5 presants the speedips of the different ticket lock and array-basedqueuing lock implemertations
compaedto LL/SC-basedticketlocks.

Using traditional hardvare medarisms, ticketlocks outperform array-basd queueing locks when the
systan has32 or fewer procesors. Array-baseal queueing locks outperform ticket locksfor larger systems,
which veri esthe effectivenessof array-basdlocks at alleviating hotspatsin larger sygems

AMOs greatly improwe the performarce of both styles of locks and negatethe peformarce difference
betweenticket locks and array-basedlocks. This obsevation impliestha if AM Osare availabde we can use
simple locking mechanisms(ticketlocks) without losing performance

On amadine tha does not support AMOS, the programmercould usethe better of the two algorithms
depending on the system size to obtain the beg performarce Figure 7 plots the performane of the best
performing lock implemertation (ticket or array) for eachimplementaion strategy (LL/SC, atanic, MAOs,
AM Os, or ActMsg) aswe vary thenumberof processas. For nonAMO platforms,thistrandatesintousng
ticket locksfor up to 32 procesorsand array-basedlocks for lager sygems.

Figure 7 helps usdiffereniate thebene ts achievedby providing hardware synchronization support from
the bere ts achieved by the array-based queuelock algorithm. In therange of 4 to 32 processa's, ActMsg
naticeably outperforms the other convertional implementations. Othemwise,the curvesof the varioustradr
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tiond lock implementtions(LL/SC,ActMsg, AtomicandMAOs)track closely despte ther vasty differert
implemertations. This convergercerevealstha (1) under low cortertion, the four non-AMO implementa
tions are similar in ef cie ncy except for ActMsg, and (2) the supetiority of array-basel locks in larger
systansdeives fromthealgorithm itsdf, rather than from the architectural feauresof the underlying plat-
forms.

Therelative peformarceof AMO-basdticketlockscompaedto theLL/SCticketlockskeepsincreasng
urtil it reates10.36at 256 procesors. Thus it apgpearsthat the peiformance advantageof AMO locksis a
result of the uniguedesgn of AMOs rather than the implemengtion strategy.
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A major rea®n that AMO-basd locks outpeform the alterrativesis the grealy reduced network traf-
c. Figure 8 shaws the network traf c, normalizedto the basdine LL/SC version, of differentticket lock
implemertations on 128-proces®r and 256-procesa systems. In both systans, AMO-basd ticket locks
geneate signi cantly lesstraf ¢ than otherapproaches Interestingly, adive messaye-basedlocks, which
are motivated by the needto eliminate remote memory accesses,require more network traf ¢ than the other
approadies becawsethe high invocaion overheal of the messge handlers leadsto timeautsand retransmis
sions on larmge systemswith high contertion.

5 Conclusions

To improve synchronization efci eng, we rst idertify and analyze the de ciendes of cornvertiond
barier and spinlock implemenations. We demorstrate how apparertly innocent simplifying assumptions
about thearchitectural factorsthatimpactperformarce canleadto incarect analytical results whenanadyz-
ing syrchronization algorithms.Basdontheseobsavedproblems, we strondy encourage complete system
experiment, either via in-situ experimentsor highly detailed simuation, when egimating synchronization
performarce on modern multiprocesors.

To improve synctronization performarce, we propose tha main memog cortrollers in multiprocessors
beaugmerned to support asmal setof acive memay operaions(AM Os). We demorstratethat AMO-based
bariers do not require extra spin variables or complicated tree structuresto achieve good pefformarce.
We further demastate that simgde AMO-basedticket locks outpefform alternate implemengtionsusng
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more complex algorithms. Findly, we demorstrate that AMO-basd syrnchronization outperforms highly
optimized convertiond implementtionsby up to afactor of 62 for bariersand afactor 10 for spinlocks.

In conclusion, we have demorstrated that AMOs overcomemany of thede ci endesof existing synchro-
nizaion mecharisms, enale extremely ef cie nt syrchronization at rather low hardware cost, and reduce
the needfor cace coherence-mnsciousprogramning. As the numbe of processas, nawork latercy, ard
DRAM latercy grow, the value of fast synchronization will only grow in time, and amorg the synchro-
nizaion implementaionswe studied, only AM O-based synchronization appearsableto scde su ciently to
hande these upcoming changesin system performarce.
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