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Abstract
We propose a new methodology for creating embedded
software that meets real-time deadlines. Our approach
is a synthesis of real-time analysis and traditional sys-
tems debugging techniques, based on two main ideas.
First, we use probabilistic modeling techniques to make
quantitative predictions about system behavior, as op-
posed to real-time analysis techniques whose results are
binary and often pessimistic (either the system can be
shown to always work or it cannot). In particular, we fo-
cus on application-level reliability requirements where
traditional real-time analyses focus on individual fail-
ures irrespective of their effect on overall system behav-
ior. Second, we have developed a systematic method,
based on hierarchical scheduling, for restructuring sys-
tems software in order to solve real-time design prob-
lems. We validate our approach by applying it to soft-
ware running on networked sensor nodes.

1 Introduction
Many computer systems must perform computations by
specific times. Real-time constraints are typically im-
posed either by the outside world, e.g. an avionics sys-
tem that must adjust a flap before the airplane destabi-
lizes, or by an architectural constraint, e.g. a network
driver that must remove a packet from a buffer before
the arrival of the next packet. Given a priori information
about a system, real-time analysis can be used to predict
whether or not computations are guaranteed to finish by
their deadlines.

This paper is about meeting deadlines in embedded
systems, which must operate reliably and autonomously,
often need to be highly memory and energy efficient, and
usually run a static workload. Even when embedded
systems run a dynamic workload (for example, when
they download code from the network) there is usually
a static core of functionality whose real-time constraints
must be respected. This paper is not, on the other hand,
about supporting multimedia applications on general-
purpose operating systems — a very different domain
where power is less of an issue, the workload is highly

dynamic, and it is often acceptable to rely on the pres-
ence of a human operator, for example, to manually kill
applications during overload.

Traditional real-time techniques are explicitly de-
signed to analyze the worst case. For example, the
worst-case scenario for an embedded device might occur
when all possible hardware interrupts arrive simultane-
ously just as user-mode code is attempting to perform a
delicate operation. While this kind of analysis is appro-
priate for critically important control applications, it is of
limited value in most real embedded systems because it
provides a binary result that says nothing about average
case behavior, which may dominate normal operation.
In particular, for many low-cost, low-power devices, it
is simply not economical or even feasible to design for
the worst case: rather, occasional deadline misses are
expected during normal operation of the system. For ex-
ample, hardware/software tradeoffs made in motes [11]
imply that critical sections in user code can delay the
execution of radio interrupts for long enough that bytes
coming from the wireless network are lost. Since the two
obvious fixes for this problem — speeding up the mote
CPU and adding hardware support for radio processing
— would compromise motes’ cost effectiveness and en-
ergy efficiency, it is clearly undesirable, in this instance,
to design for the worst case. In this paper we advocate
expected case analysistechniques that more often corre-
spond to behavior in the real world.

A second limitation of traditional real-time analysis is
that when it computes that a system is infeasible (that is,
that deadlines can be missed in the worst case) the de-
veloper is not left with a good idea of what to do next.
One solution, of course, is to reduce the CPU time used
by various parts of the computation, although this is not
always feasible and, in fact, it may not help solve the
problem if the code being optimized does not contribute
to the worst-case scenario. An alternative is to modify
the software architecture of the system. We have de-
veloped a systematic method for making changes to the
structure of software to help it meet real-time deadlines.
This method, and an associated process for applying it to
embedded systems, are the primary contributions of this
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paper. We also experimentally validate our approach by
using it to solve real-time problems in networked sensor
nodes running TinyOS [11].

In the next section we describe our approach for de-
veloping embedded software. In Section 3 we describe
a systematic method for changing the structure of soft-
ware to help it meet real-time deadlines. Section 4 de-
scribes the application of our method to TinyOS applica-
tions running on networked sensor nodes. We describe
related work in Section 5 and conclude in Section 6.

2 Background and Our Approach
A standard method for debugging systems software is:

1. identify a problem;

2. construct a hypothesis that explains the problem;

3. validate the hypothesis;

4. design, implement, and test a fix.

This method can be difficult to apply to real-time sys-
tems because timing faults are transient and are often
caused by non-local interactions between multiple parts
of a system. Furthermore, this method is quite generic
— it does not give the developer any special help or in-
sight into debugging real-time problems.

Real-time analysis, as typified by modern static pri-
ority analysis [20], is predicated on a periodic model
of computation wheretasks, units of computation, have
a worst-case execution time(WCET) and recur at most
once perperiodof time. Each task has aworst-case re-
sponse time— the longest possible time, given the prior-
ities and arrival rates of other tasks — between when the
task isreleased(first able to run) and when it completes.
A task must finish before itsdeadline, which is usually,
but not necessarily, computed by adding the task’s pe-
riod to its release time.

Although the requirement that WCET be known is
a significant problem for complex software running on
fast processors, it is usually not difficult to get a good
estimate of WCET for the relatively simple software
that runs on most small embedded processors. Another
potential problem is that simple analyses lack support
for real-world complexities such as synchronizing tasks,
end-to-end deadlines that span multiple tasks, modal
tasks that change characteristics at run-time, and ape-
riodic tasks that may recur after an arbitrarily short time.
These limitations and others have been resolved in the
real-time literature [17,18,21].

In contrast to the standard method for debugging sys-
tems software, a common approach for applying real-
time analysis is:

1. select a system architecture, such as preemptive
multithreading or a cyclic executive with interrupts;

2. select a task model, such as periodic tasks with
precedence constraints (tasks that must finish be-
fore other tasks are permitted to start);

3. characterize the system workload in terms of the
task model, e.g. by determining the WCET and pe-
riod for each task in addition to all precedence con-
straints;

4. apply the analysis: if success of all tasks cannot be
guaranteed, then iteratively change either the sys-
tem architecture, the task model, or the characteris-
tics of the workload.

A problem with applying this method to real embed-
ded systems is that the assumption that all deadlines are
hard, and should never be missed is, in our experience,
rarely applicable. Furthermore, a binary analysis result
— either the system is schedulable or it is not — does
not give the developer any help in determining how to
proceed. Our experiences in this area correspond with
Liu and Lee’s [14] assessment:

The results of schedulability analysis may not
be very useful ... schedulability analysis does
not reveal how often the worst-case response
time is met, what distribution it has, and what
happens if it is greater than the deadline. In
many control applications, the physical sys-
tem is fundamentally robust, and missing a
deadline occasionally may not cause catas-
trophic results.

Nor do soft real-time methods offer much help: they
typically focus on maximizing the value provided by
concurrently running, independently developed applica-
tions: a very different model of what is important than
is common for embedded systems. Rather than apply-
ing traditional hard and soft real-time techniques, what
is needed are methods for characterizing expected-case
timing behavior of embedded software where occasional
faults are permissible. Furthermore, we believe that a
methodology for restructuring code so that deadlines can
be met is needed.

In this paper we propose and investigate a hybrid ap-
proach to meeting real-time constraints in embedded
systems that merges what we feel to be the best char-
acteristics of the two methods outlined above. The ap-
proach is to:

1. identify a real-time problem;

2. construct a lightweight model that explains the
problem;

3. validate the model;
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4. restructure the system following guidelines that we
describe in Section 3;

5. test the fix.

This method has a number of advantages over the
standard approaches. First, in our experience embedded
system design is often exploratory and proceeds by step-
wise refinement — this is at odds with real-time analy-
sis techniques that require considerable up-front effort.
Second, by using real-time analyses as a secondary re-
source, rather than as the main methodology, the pes-
simistic, binary results produced by these techniques can
be seen in context and used to guide individual design
decisions. In contrast, when used to analyze an entire
system, real-time techniques offer developers little or no
guidance in making the many small design decisions that
shape a system. Third, as opposed to the standard iter-
ative debugging approach to making systems work, we
present a systematic approach to changing software ar-
chitecture to meet real-time deadlines. Fourth, by using
a problem-driven approach to system modeling, we can
avoid creating heavyweight models that cover aspects of
software performance that we are not interested in. In
fact, back-of-the-envelope real-time analysis can be used
to assist lightweight modeling: when attempting to cap-
ture system features salient to a particular problem, only
code that could possibly cause the observed interference
needs to be modeled. This heuristic has considerable
value in practice since real-time parts of a system often
run in interrupt or other high-priority contexts and can-
not be affected by lower-priority code.

3 Restructuring for Real-Time
When code fails to meet real-time constraints there are
many kinds of corrective action that can be taken. This
section describes a systematic method for modifying the
architecture of a real-time system in order to meet dead-
lines more often. The basis for this method is the in-
tuition that the structure of preemption within a system
can often be modified more easily than can other aspects
of software.

Changes to systems that we willnot consider fur-
ther in this paper, because they cannot be accomplished
through restructuring software, include changing:

• Hardware — increase the speed of the CPU or add
a coprocessor to offload computation.

• Requirements — redefine the problem in order to
reduce the frequency at which code must execute,
e.g. by reducing the maximum arrival rate of net-
work data.

• Software execution time — reduce the CPU re-
quirements through algorithmic or other optimiza-
tions.

3.1 Preemption and Non-Preemption
There is a fundamental tension between preemptive and
non-preemptive scheduling in real-time systems. In gen-
eral, systems are structured in such a way that as much
code as possible runs to completion, as opposed to po-
tentially being preempted before finishing. Drawbacks
of preemption include increased memory and CPU over-
head, increased OS complexity, decreased cache local-
ity, and — most important — developers are known to
have a very difficult time creating concurrent code that
is free of deadlocks and race conditions. On the other
hand, since the response time of a system to an external
event is limited by the length of the longest section of
code that runs to completion, few real-time systems are
entirely non-preemptive.

Software architectures that minimize preemption in-
clude the cyclic executive, a glorified infinite loop that
calls functions in a deterministic order, and the event-
processing loop, which processes events only after they
are explicitly posted. Systems of both types always per-
mit a function to run to completion before calling an-
other function. At the other end of the spectrum are oper-
ating systems with preemptible kernels where code can
be preempted not only at arbitrary points in user space,
but also at most points within the kernel. Most real
systems fall between the two extremes. For example,
many embedded systems are structured as compositions
of a non-preemptive architecture, such as a cyclic exec-
utive, with a preemptive architecture such as interrupts.
Even when code is structured as a collection of threads
that can preempt each other arbitrarily, developers use
two methods to avoid harmful interleavings. First, re-
lated functionality that is placed within a single thread
benefits from the thread’s internal run-to-completion se-
mantics, which simplify software development. Second,
locks can be used to restrict preemption between threads.

3.2 Scheduling Hierarchies
In this paper we use hierarchical terminology and no-
tation to describe relationships between different pieces
of code. We slightly generalize the usual definition of
“scheduler” to include schedulers implemented in hard-
ware, such as the interrupt scheduler for an embedded
microcontroller. An interrupt controller is considered a
scheduler because it makes decisions about when to ex-
ecute particular pieces of code.

Consider the generic UNIX scheduling hierarchy de-
picted in Figure 1; it is not substantially different from
the scheduling hierarchy found in many embedded sys-
tems. The CPU runs interrupt handlers in preference to
user-mode code. Interrupts are also prioritized, with a
software interrupt running at the lowest priority. The
software interrupt handler contains its own scheduler
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Figure 1: A generic UNIX scheduling hierarchy. bh1 and bh2
represent bottom-half handlers and p1..p3 are processes. In
this and subsequent figures preemptive schedulers are shown
in a bold, oblique font, non-preemptive schedulers are oblique,
and non-scheduler entities in the hierarchy are in the standard
font.

that uses a FIFO scheduling policy: it runs deferred tasks
to completion.

We have found the hierarchical scheduling view of
a system to provide a convenient notation: it can suc-
cinctly describe many different system architectures (see
figures later in this paper). There are a few basic ob-
servations about hierarchical schedulers that are used in
practice to guide the placement of code during system
development:

• Code run by schedulers higher in the hierarchy
(closer to the root) usually preempts code lower in
the hierarchy.

• Code run by schedulers higher in the hierarchy can
usually be dispatched with less overhead than can
code run by lower schedulers.

• Code can only block if some scheduler between it
and the root of the hierarchy supports blocking (e.g.
interrupts cannot block because the interrupt sched-
uler does not “understand” how to suspend execu-
tion of a handler).

• The only locks that can enforce atomicity between
two pieces of code are those provided by a sched-
uler between the root of the hierarchy and their
nearest common scheduler. For example, a lock
provided by the UNIX process scheduler cannot
protect against interrupts.

3.3 Techniques for Restructuring Systems
The observations in the previous section directly moti-
vate the techniques for restructuring systems software
that we present in this section.

Step 1: Determine whether the deadline miss oc-
curred due to transient or sustained overload.

Transient overload happens when there is spare CPU
time “on average” but the run-to-completion semantics
of one or more pieces of code delays the execution of a
real-time task for too long. We do not yet have enough
information to solve the problem — proceed to Step 2
below.

Sustained overload, on the other hand, occurs when
the CPU requirements of application and system code
exceeds the capacity of the processor. This is a more
difficult problem than transient overload because it can-
not be finessed with priority tricks, and in fact it can only
be dealt with by reducing system overhead (with the ex-
ception of methods we have ruled out above). System
overhead can be reduced by moving code to a place in
the scheduling hierarchy where it will be dispatched by
a scheduler that has less overhead than its current sched-
uler. In general this involves moving code so that it
is run by a scheduler higher in the hierarchy. For ex-
ample, processing incoming network packets in thread
context requires frequent, expensive thread dispatches.
Network receive processing overhead can be reduced by
running network code in software or hardware interrupt
contexts. Most operating systems have chosen to run
this code in software interrupt context because it pro-
vides lightweight dispatch, but not in hardware interrupt
context because this would cause a different kind of real-
time problem: other hardware interrupts would be de-
layed by the receive processing.

Step 2: Given that a system is not subject to sus-
tained overload, the next step is to identify the execu-
tion context of the code that is missing deadlines and
also the execution context of the code that is causing
deadlines to be missed. The execution context will usu-
ally be one of: interrupt mode, bottom half (software
interrupt) context, or a thread. Other possible contexts
include those provided by user-defined schedulers such
as event loops, user-level thread packages, or dataflow
graphs. The search for the code that causes the problem
can be narrowed by observing that the code that causes
the problem cannot be code that can be preempted by
code that misses deadlines. So, the code that causes
problems must (1) run at the same or higher priority or
(2) run at temporarily elevated priority using a lock im-
plementation (such as disabling interrupts).

We now perform a case analysis based on the exe-
cution context of the code that misses deadlines. For
each case, there are three options: either “promote” the
code that misses deadlines so that it runs in a higher-
priority context, “demote” the code that is causing dead-
lines to be missed, or adjust the scheduling discipline
used within a single context in order to permit time-
sensitive code to run earlier. A high-level view of this
structure is shown in Figure 2.

Case 1: Interrupt context. The scheduling of code
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Figure 2: Summary of how to restructure a system to avoid
transient processor overload. Interrupt handlers can be “pro-
moted” using techniques like the one used in RTLinux [22].

running in interrupt context can be changed to a lim-
ited extent by manipulating the interrupt controller, al-
though this is not always feasible since interrupt priori-
ties may be hard-wired. Promoting interrupt-based code
that is missing deadlines can be accomplished by virtu-
alizing the interrupt controller, a technique pioneered by
MERT [4] and popularized by RTLinux [22]. This tech-
nique is especially effective when code is missing dead-
lines because other parts of the system are disabling in-
terrupts for too long: virtualizing the interrupt controller
permits low-overhead critical sections while permitting
time-critical code to run freely.

A common technique for demoting interrupt-based
code is to run it in a deferred handler such as a UNIX
bottom-half handler or a Windows deferred procedure
call. Under this transformation the interrupt routine be-
comes a simple stub that enqueues a deferred handler
and potentially signals a software interrupt so that de-
ferred processing will proceed once the CPU returns
from hardware interrupt context.

Case 2: Software interrupt context. As the middle
level of a typical scheduling hierarchy, code running in
software interrupt context can often be easily moved up-
ward or downward. Most deferred handler code can be
promoted simply by migrating time-sensitive sections of
code into the corresponding interrupt handler. Of course,
care must be taken when promoting long-running code
to interrupt context; otherwise, solving one real-time
problem can cause several others. Demoting software in-
terrupt code is easily accomplished by repeating the de-
ferral, i.e. by signaling a thread that performs the work.

Finally, the scheduling discipline for deferred han-
dlers can be changed. Deferred handlers typically have
run-to-completion semantics with respect to other de-
ferred handlers. Changing the run-to-completion seman-
tics is unlikely to be desirable since this would imbue
deferred handlers with thread qualities, but the scheduler
can easily be changed, for example, to run high-priority
deferred handlers before low-priority handlers.

Case 3: Thread context.Promoting code running in
a thread can be accomplished by moving it to either soft-
ware or hardware interrupt context. Demotion of threads
is accomplished by lowering a thread’s priority. Select-
ing an appropriate priority for each thread is often best
accomplished using the deadline-monotonic rule where
threads with shorter deadlines are assigned higher prior-
ities [2], although it may be desirable to modify this as-
signment to accommodate varying levels of importance
or criticality among tasks.

4 Restructuring in Practice
The previous section provided an approach for restruc-
turing embedded systems using the notion of sched-
uler hierarchies. This section demonstrates how this ap-
proach works in practice through a series of experiments
on the TinyOS and AvrX operating systems.

TinyOS [11] is an operating system for networked
sensor nodes. TinyOS meets its current design goals,
but as sensor node hardware evolves and as people at-
tempt to use it in more diverse situations (for example,
the COTS-BOTS project at Berkeley [5] is using TinyOS
to control robots) it is likely that changes will need to be
made to its software architecture.

TinyOS runs onmote hardware developed at UC
Berkeley, and has a static memory model that can re-
sult in systems with a very small footprint (some motes
have only 512 B of RAM). TinyOS embeds a compo-
nent model that makes it easy to compose new systems,
often without touching source code. A mote is a battery-
powered computer based on the Atmel AVR microcon-
troller and is equipped with a wireless network interface.
A mote is slightly larger than a pair of AA batteries.

Unlike TinyOS, AvrX [3] is a typical embedded RTOS
(real-time OS): it provides preemptive multithreading,
mutual exclusion, timers, message queues, and a debug-
ging monitor that can be used to single-step the proces-
sor. Like TinyOS, AvrX runs on Atmel AVR microcon-
trollers.

After describing the base system and developing a
simple model to predict the throughput of a “ping/pong”
application, we show how our approach can be applied
when considering three changes to the base application:

Adding long running tasks: We show how to support
long-running sections of code without disrupting
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Figure 3: The TinyOS scheduling hierarchy: interrupts are
scheduled preemptively by the CPU while tasks are scheduled
in software and have run-to-completion semantics

ongoing computations.

Adding high frequency tasks: We show how to sup-
port code that runs at frequencies much higher than
TinyOS can reliably support.

Meeting radio deadlines: We solve a design problem
in TinyOS where frequent posting of deferred tasks
interferes with packet reception.

4.1 TinyOS and the Ping/Pong Application
The TinyOS scheduling hierarchy, shown in Figure 3, is
analogous to the structure of the bottom half of a mod-
ern general-purpose operating system. It runs in a single
address space and consists of:

• interrupt handlers running at high priority and

• a non-preemptive FIFO scheduler that runstasksat
low priority.

Tasks provide a level of deferred processing, reserving
interrupt context for short, time-critical sections of code.
Up to this point we have been usingtask in the sense
meant by the real-time community: a computation with
a deadline. From this point on we use task both in this
sense and in the TinyOS-specific sense; the intended
meaning should be clear from context.

The experimental section of this paper focuses on the
behavior of an application that, while simple, exercises
the entire functionality of the TinyOS network stack.
The application runs on a pair of nodes: the first sends
out packets and counts replies; the second returns any
packet it receives to the first. It is depicted in Figure 4.
Our primary metric of interest is the overall throughput
of the system.

4.1.1 Modeling the base application

As we make changes to the pong application (the ping
application is unchanged across all experiments) we will

ping pong

Figure 4: The ping/pong application runs on two motes. Our
experiments modify the pong software; the ping mote is un-
changed across all experiments.

.....

4 byte header

30 bytes payload

2 byte checksum

108 bytes encoded packet data

5 KB/s

..... .....

12 byte start symbol

OS / Application

Network

Figure 5: A TinyOS network packet as seen by an application
and on the air

use models to explain deviations from the behavior of
the base system. However, before we consider changes it
behooves us to make sure we can model the base system.

We begin with a few facts about the radio system ob-
tained from documentation and studying the implemen-
tation. The radio sends packets over a shared medium.
Each packet is preceded by a random MAC delay, that
reduces the risk of collisions, of between 5000µs and
8150µs. The sender then sends a 12 byte “start symbol”
that is used to synchronize clocks in the sender and re-
ceiver. This is then followed by packet header of 4 bytes,
a payload of 30 bytes and a checksum of 2 bytes. The
packet header, payload, and checksum are all encoded
using a SEC/DED (single-error correct, double-error de-
tect) encoding scheme, applied at the byte level, at a cost
of transmitting three bytes over the air for every byte
of data. Thus, transmitting a packet entails an average
wait of 6575µs followed by 960 bits. The format of a
TinyOS packet is depicted in Figure 5. Our experiments
use a 40 kbps radio so the average time to send a packet
is 30575µs. The minimum possible round trip time for
our application is 61150µs (a throughput of 16.4 pack-
ets per second).

The actual round trip time, averaged over 100 packets,
is 62800µs: a throughput of 15.9 packets per second.
Thus, our simple model predicts throughput with less
than 3% error.

4.1.2 Modeling failure

Packets can get lost for three reasons: radio noise cor-
rupting the signal, collisions on the network, and missed
deadlines on either the sending or receiving host. In all
the experiments we report, the first two effects are min-
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imized by placing the receiver and transmitter in close
proximity and by choosing a protocol that minimizes
the chance of collisions: only one node sends at a time.
Our ping node detects packet loss by starting a watchdog
timer when it starts to send a packet. If a response is not
correctly received within 500 ms, a loss is recorded and
a new packet is sent.

Due to the small physical size of the motes, it is hard
to directly monitor packet losses. Instead, we use the
following model to relate the average round trip time
per packet (including timeouts) to the probability of cor-
rectly receiving a packet.

Consider how long it will take to receive100 packets
given a probabilityp of correctly receiving a packet. To
receive100 packets, we will need to send100/p pack-
ets (for example, if the success rate is only0.25, we will
need to send400 packets). Thus,f = 100/p−100 pack-
ets must fail in order for100 to succeed. If we writertt
for the round trip time when a packet is sent successfully
then the time to correctly send and receive 100 packets
will be:

100× rtt + f × 500 ms
= 100× rtt + (100/p− 100)× 500 ms

and the expected round trip timerttavg for one packet
is:

rttavg = rtt + (1/p− 1) ∗ 500 ms

4.1.3 Other metrics

Although network throughput is our primary perfor-
mance metric throughout this section, we have also mea-
sured static and dynamic overheads introduced by our
system transformations. These include code and data
size, time to respond to an externally triggered interrupt,
time to post a task from an interrupt, and time to post a
task from a task. They are shown in Figure 6; we will
refer back to them in subsequent sections.

4.1.4 Experimental setup

All experiments for this section were run on “mica”
motes, based on the Atmel ATmega128 CPU [1], run-
ning at 4 MHz and with 4 KB of SRAM and 128 KB of
flash memory. These motes have a radio theoretically ca-
pable of sending 115 kbps; TinyOS drives it at 40 kbps.
We used TinyOS version 0.6 and AvrX version 2.6. Tim-
ing measurements were taken by setting output pins on
the AVR and observing the results using a Tektronics
TDS784D digital oscilloscope and an HP 16500A logic
analyzer with an HP 16510B module. While taking mea-
surements we set sampling rates to 25 MHz.
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Figure 7: A CPU-intensive task run every 250 ms degrades net-
work throughput of a standard TinyOS kernel; this graph com-
pares empirical results with our model

4.2 Challenge 1: Supporting Long-Running
Tasks

As we saw in the previous section, the ping application
achieves 97% of the theoretical maximum bandwidth.
Clearly, if there are any real-time deadlines involved
with sending and receiving packets, motes are capable
of meeting them reliably. This is exactly as we would
expect since the ping/pong application has no tasks not
directly required to send and receive packets. In this ex-
periment, we investigate how we can add long-running
tasks while maintaining high radio throughput. This is a
desirable feature as mote hardware becomes capable of
running sophisticated algorithms such as Fourier trans-
forms and public key cryptography.

4.2.1 The experiment

We implemented a CPU-intensive task on the pong node
using a timer interrupt to post a task four times per sec-
ond. The experimental procedure was to vary the run-
time of the CPU-intensive task while measuring ping
throughput.

Figure 7 shows the CPU-intensive task interferes with
throughput. We do not have data points for 10 and
25 ms because the TinyOS network subsystem consis-
tently crashes in those experiments, or at 200 ms because
no packets were reliably returned at this point.

4.2.2 The model

Our hypothesis was that the drop in throughput was pri-
marily caused by a delay in returning the packet to the
sender. Although most packet transmission and receipt
processing runs in interrupt context — that is not af-
fected by our load task, which runs in the deferred con-
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Size (bytes) Latency (µs)
TinyOS Version Code Static program data Pin – Interrupt Interrupt – Task Task – Task
Original v0.6 5022 232 11.3 22.5 16.0
Two-level scheduler 6094 448 11.3 46.7 16.0 / 45.2
Interrupts in threads 6210 896 124 96.7 16.0

Figure 6: Static and dynamic overhead for TinyOS/AvrX configurations

text — the data clearly indicate that some part of packet
processing runs as a task.

We quickly confirmed (by examining the code) that
the pong application posts tasks as part of sending and
receiving packets. Since TinyOS schedules tasks non-
preemptively, transmission of the packet will be delayed
until the load task completes if the load task is running
when the packet arrives. The probabilitypl that the load
task is running at any moment is determined by the pe-
riod Pl of the load task and the runtimeTl of the load
task as follows:

pl = Tl/Pl

If a task becomes runnable when the load task is running,
the expected delay is half the runtime of the load task.
Thus, the expected delay is

delay = pl × Tl/2
= (Tl/Pl)(Tl/2)

and the expected round trip time is reduced to

rttTl
= 62800 µs+ (Tl/Pl)(Tl/2)

Plotting this curve on the graph shows a close correspon-
dence with the experimental results.

It is, perhaps, worth remarking on the accuracy of the
model. We do not claim that our model captures all
the changes in the behavior due to the additional load.
Rather, we claim that the model is close enough that we
can be confident that throughput will be largely restored
if we can avoid delaying the packet for that time.

4.2.3 Restructuring the scheduling hierarchy

We now illustrate how to apply our method for restruc-
turing a system; it was described in Section 3. The goal
is to prevent some TinyOS tasks from missing “dead-
lines” (soft real-time deadlines in this case). We can
accomplish this either by promoting the delayed tasks
or by demoting the delaying task. Some investigation
showed that the task that computes the CRC field for an
outgoing packet runs for more than 3 ms. We judged
that this was too long to spend in interrupt context, and
hence we decided to demote the long-running task in-
stead. This is a significant change due to TinyOS’s run-
to-completion semantics for tasks.

FIFO2

IRQ

irq10
irq16
irq18
irq21
irq22AVR

AvrX

calc_crc
packet_sent
packet_received

AM_send_task

background1
background2

low

high

high

low

FIFO1

Figure 8: Demoting long-running tasks by making them pre-
emptible

Our solution is to multi-instantiate the TinyOS task
scheduler, and to run each scheduler instance in a pre-
emptive thread provided by the AvrX operating sys-
tem. The resulting scheduling hierarchy is depicted
in Figure 8. It contains two task schedulers: a fore-
ground scheduler that runs high-priority network tasks
and a background scheduler that runs CPU-intensive
tasks. Tasks running on each scheduler retain run-to-
completion semantics with respect to each other, but a
foreground task can preempt a background task.

4.2.4 Validating the changed system

In Section 4.2.2 we hypothesized that network through-
put would be restored to its original level if we could
avoid delaying the execution of TinyOS tasks that sup-
port packet processing. Figure 9 verifies that this is the
case.

The “two-level scheduler” line of Figure 6 shows that
including AvrX adds about a kilobyte of code and 224
bytes of data (in the form of thread stacks and static data
structures) to TinyOS. At less than 1% of the flash mem-
ory and less than 3% of the SRAM on the ATmega128,
this represents a fairly modest amount of overhead.

Posting a task from an interrupt takes about 24µs
longer than in the standard TinyOS kernel since it in-
volves signaling a semaphore and switching to a thread
context. The two task-task numbers respectively indi-
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Figure 9: Adding a second level of deferred processing to
TinyOS ensures that a long-running task cannot interfere with
network processing. The data points that disagree with the
model indicate experiments where a packet was dropped.

cate the cost to post a task within the same scheduler,
and to post a task to the other scheduler.

4.2.5 Implementation details

Although running TinyOS and AvrX on the same mote
represents a fairly radical change to the scheduling hier-
archy, we changed very little code while implementing
the restructured system. Rather than hacking the sys-
tems by hand we modified a few TinyOS components
to implement AvrX compatibility and then we created
a flexible, customized linker that can easily create new
kernels with this structure.

The TinyOS scheduler is easy to work with in the
sense that it returns control to its caller when it has no
work to perform. However, in practice, all TinyOS ker-
nels execute this scheduler inside an infinite loop that
executes the AVRsleep instruction when there are no
tasks to execute, putting the processor to sleep until the
next interrupt arrives. This behavior must be suppressed
when running the TinyOS task scheduler in an AvrX
thread. Our strategy is to have a TinyOS scheduler wait
on an AvrX semaphore when it has no tasks to run, and
to have the TinyOS function for posting a task signal the
semaphore. Since AvrX puts the processor to sleep when
it has no runnable threads, the overall power-conserving
behavior of the system is not lost.

4.3 Challenge 2: Supporting High-Frequency
Interrupts

The previous section considers adding a long-running
task to the application; this section considers adding fre-
quent tasks to the application. Our motivation is a high-
frequency pulse-width modulation (PWM) application.
PWM is used to perform fine-grained software control of

low
calc_crc
packet_sent
packet_received

AM_send_task

FIFO1

AvrX

irq18
irq21

irq16

stub21
stub18

stub16

AVR
low

high

IRQ

high

Figure 10: Running TinyOS interrupt handlers in threads

power sent to devices such as motors and speakers. The
ATmega128 chips are capable of very high-frequency
PWM: a hand-written interrupt handler can be run up
to about 100 kHz, or every 10µs.

4.3.1 Modeling the problem

A good rule of thumb is that it becomes impossible for
a real-time task to create a jitter-free output signal when
the duration for which the task can be prevented from
running approaches its period. This rule can be viewed
as a first-order approximation ofblocking termsin real-
time analysis [16]. We found that interrupt handlers in
common TinyOS kernels sometimes disable interrupts
for as long as about 80µs, preventing reliable PWM over
12.5 kHz (1/80 µs).

4.3.2 Changing the hierarchy

According to the rules in Section 3, an interrupt han-
dler that misses deadlines can be promoted to a higher-
priority context or, alternatively, the code that is block-
ing the interrupt handler can be demoted. Since AvrX
disables interrupts for at most 15µs, we reasoned that
demoting the entire TinyOS scheduling hierarchy into
AvrX would be a good way to keep hardware interrupt
latency low, permitting PWM interrupts up to 66 kHz.
In the modified system a real interrupt handler is simply
a stub that signals a semaphore that a specific thread is
waiting in. The thread runs the code that TinyOS previ-
ously ran in interrupt mode. Interrupt handling code that
previously ran atomically with respect to other handlers
by disabling interrupts now uses an AvrX semaphore to
accomplish the same goal.

This scheduling hierarchy, shown in Figure 10,
is analogous to the architecture of Solaris [15] and
TimeSys Linux/GPL [19], where the bulk of each inter-
rupt handler is run in a thread context.
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4.3.3 Results of change

This design works very well for TinyOS kernels that do
not use the radio, and it can deliver low-jitter PWM up to
about 66 kHz. Unfortunately, however, demoting inter-
rupt handlers into thread context causes our pong appli-
cation to fail catastrophically: it can never successfully
receive network traffic. On investigation, we found two
problems running radio interrupt handlers in threads.
First, start symbol detection in the TinyOS radio stack
is software-driven at the bit level and requires an inter-
rupt handler to poll the radio every 50µs. However, the
context switch to and from an AvrX thread takes longer
than 50µs, resulting in sustained CPU overload during
start symbol detection. This can be seen in the “inter-
rupts in threads” line of Figure 6, which shows that it
takes 124µs to start running the TinyOS interrupt han-
dling code once an interrupt is asserted, and that it takes
96.7µs to start running a task from an interrupt. These
times are long because of a known problem in AvrX: in
some circumstances it initiates a wasteful context switch
in the code used to signal a semaphore.

The second obstacle is that the serial peripheral inter-
face (SPI) interrupt for the radio must be serviced within
a handful of microseconds after being asserted. Bytes
are lost if this deadline is missed, and in our modified
kernel it is always missed in practice since the time that
it takes to dispatch an AvrX thread is considerably longer
than the deadline for servicing this interrupt. This could
be worked around by running the time-critical part of the
interrupt handler, which is only a few instructions, in the
“real” interrupt handler, and the rest in a thread. How-
ever, given the problems with start symbol detection this
did not seem like a worthwhile change to make.

There are two lessons to be learned from this exam-
ple. We learn that demoting frequently called code, i.e.
running it at a lower position in the scheduling hierarchy,
can easily cause sustained CPU overload because sched-
ulers lower in the hierarchy tend to incur more over-
head than lightweight schedulers like those that schedule
hardware and software interrupts. Second, we learn that
our simple model of TinyOS and AvrX was too simple.
By borrowing a simple trick from real-time analysis —
charging OS overhead to the thread that is dispatched —
we can easily model the new case, and the model pre-
dicts failure.

4.4 Challenge 3: Meeting Radio Deadlines
Although the SPI is not directly used to implement radio
communication, the mica accelerated radio stack [10]
uses SPI hardware to implement byte-level (as opposed
to bit-level) transfers from the radio to the host CPU.
This permits faster radio communication with less CPU
overhead than did previous versions of the stack. How-
ever, as we saw in the previous section, the SPI inter-
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Figure 11: Posting tasks interferes with radio reception on
standard TinyOS kernels

rupt that delivers a byte to the CPU has an extremely
short deadline. In fact, if the SPI interrupt is not han-
dled within 22 CPU cycles (5.5µs) of its arrival, a byte
will be lost. Furthermore, losing a byte is almost cer-
tain to force an entire packet to be lost because it defeats
the SEC/DED encoding scheme that can tolerate a single
lost bit per byte.

A consequence of the extremely tight real-time dead-
line for the TinyOS SPI interrupt handler is that posting a
TinyOS task, which disables interrupts for a few cycles
(in order to be safely callable from both interrupt and
non-interrupt environments), can cause the SPI deadline
to be missed. We found that posting a task a few thou-
sand times per second caused a sharp drop in radio per-
formance; this is shown in Figure 11.

4.4.1 Modeling the problem

Our hypothesis was that the failure we were seeing was
caused by a cascading failure: a single missed byte dur-
ing the reception of a packet almost always causes the
entire packet to be dropped due to checksum failure. We
built a model to test this hypothesis.

Although the system has 22 cycles in which to han-
dle an SPI interrupt, 17 of these are used by the interrupt
prologue code, leaving only 5 cycles of slack before the
deadline. Posting a task disables interrupts for 15 cy-
cles, or 3.75µs. If an SPI interrupt arrives while a task
is being posted, it will on average be delayed by 7.5 cy-
cles, or 2.5 cycles longer than the maximum permissible
delay.

Posting tasks at 10 kHz gives a rate of one post per 400
cycles. The probability of a given post causing a missed
SPI deadline is2.5/400, and the chance of not causing a
missed deadline is1− 2.5/400. The chance of meeting
108 consecutive deadlines is(1− 2.5/400)108 = 0.508.

10



(Recall that SEC/DED encoding turns a 36-byte packet
into 108 bytes of data on the wire.) Plugging this proba-
bility into our failure model gives:

rttavg = rtt + 1
p−1 × 500 ms

= 62.8 + 484.3
= 547.1

which is close to our measured number of 570 ms. As
Figure 11 shows, the model is a good match at other
values as well.

4.4.2 Changing the hierarchy

In the previous section we saw that demoting the entire
TinyOS scheduling hierarchy and running it in threads
was a bad idea: the increased overhead of thread dis-
patches caused persistent overload. In this section we
instead promote part of the SPI interrupt handler by per-
forming a lightweight virtualization of the interrupt han-
dling structure of TinyOS in a manner analogous to what
was done in MERT [4] and RTLinux [22]. The virtual-
ization has two aspects. First, whenever TinyOS disables
interrupts (using thecli instruction) to enforce mutual
exclusion for a critical section, thecli must be replaced
by an operation that disables all interruptsexceptthe SPI
interrupt. This can be done transparently by modifying
a few macros. Second, the SPI interrupt handler must
be split into two parts: one that reads a byte from the
SPI register and another that integrates this byte into the
ongoing computation. The first part is time critical and
must proceed without delay no matter what the rest of
the system is doing. The second — since it interacts
with the rest of the system — must be synchronous with
respect to TinyOS as a whole and is not time critical.
The implementation that we chose is for the “real” (time
critical) part of the SPI interrupt handler to trigger a soft-
ware interrupt. If an SPI interrupt arrives while TinyOS
is not in a critical section, then the software interrupt
handler runs immediately after the SPI interrupt han-
dler returns. However, if an SPI interrupt arrives while
TinyOS is in a critical section, then the execution of the
soft interrupt will be delayed until the critical section is
finished. Figure 12 shows this structure of execution en-
vironments. The important property of this hierarchy is
that interrupts run by thevIRQ scheduler are disabled
by critical sections in TinyOS code, while interrupts run
by theIRQ scheduler are not.

4.4.3 Results of change

Our model predicts that since posting a task can no
longer cause missed SPI interrupts, radio throughput
should not vary as a function of the frequency at which
tasks are posted. Figure 13 shows that this is the case.

IRQ

AVR

calc_crc
packet_sent
packet_received

FIFO

AM_send_tasklow

high

SPI

vIRQ
UART_RECV
UART_TRANS
ADC

OUTPUT_COMPARE
SOFT SPI

Figure 12: Virtualizing the interrupt scheduler exempts the SPI
interrupt from being disabled by critical sections, and hence it
is able to reliably meet real-time deadlines
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Figure 13: After virtualizing the SPI interrupt, posting tasks
no longer interferes with packet reception
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5 Related Work
Projects such as RTLinux [22], RTAI [6], RTX [8],
and TimeSys Linux/GPL [19] have restructured schedul-
ing hierarchies in order to help software meet real-time
deadlines. While these efforts have focused on imple-
menting or evaluating a single transformation, we have
developed a general framework for restructuring systems
code to fix problems in meeting real-time deadlines.

During the past decade there have been many papers
about soft real-time scheduling techniques [7, 9, 12, 13].
Although our work and these projects share a common
goal — a workable compromise between meeting real-
time deadlines and other criteria such as efficiency and
fairness — there are basic differences between the ap-
proaches. First, a main focus of soft real-time research,
the development of isolation-based scheduling abstrac-
tions, is not often applicable in embedded systems be-
cause workloads are less dynamic and more trusted.
Second, the other main focus of soft real-time research,
the improvement of the real-time performance of basic
OS mechanisms, is also not often applicable because the
real-time operating systems that form the basis for many
embedded systems were specifically designed to have
good real-time properties. Finally, and most importantly,
while multimedia and QoS research investigates specific
abstractions and mechanisms, our work is different in
that it proposes a new development process for creating
better embedded software.

6 Conclusion
Problems meeting real-time deadlines in embedded sys-
tems can be solved using traditional systems debugging
techniques: build a system, identify a problem through
testing, fix it, and repeat. Real-time analysis, on the
other hand, provides a methodology for designing sys-
tems that are statically guaranteed to meet all real-time
deadlines at run time.

In our experience, neither of these approaches is satis-
factory for solving real-time problems in typical embed-
ded systems. The iterative debugging method provides
little guidance about how to solve a particular problem
and says nothing about high-level software architecture
issues. Real-time analysis is too heavyweight: not only
does it require considerable planning and a priori knowl-
edge, but it provides a pessimistic, qualitative answer
(either the system is guaranteed to work or it is not) in-
stead of a more useful quantitative answer about how
well the system is likely to work in practice.

The primary contribution of this paper is an alterna-
tive approach to solving real-time problems in embed-
ded systems: it incorporates what we feel are the best
features of both methodologies. Our approach is based
on two main principles: lightweight modeling of sys-
tems should be used to supplant real-time techniques

when analyzing the cause of problems, and a view of
systems software based on hierarchical scheduling is the
most useful way to evaluate proposed changes to sys-
tem architectures. Our other contributions are a set of
design rules for systematically changing the software ar-
chitecture of an embedded system in order to solve real-
time problems, and an evaluation of our approach on net-
worked sensor nodes running TinyOS.
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