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ABSTRA CT

In computer graphics,the geometriccomplexity of modelsincreaseswith time.
As scannerand other hardware technologiesimprove, individual models may con-
tain billions of polygons. Interactively rendering a single polygonal model of this
sizeis not possiblewith current hardware. Thus for complex sceneghat cortain
many of these models, rendering slows dramatically. One rendering technique,
called displacemeh mapping, introduceseven more polygonsinto a scene. This
dissertation dewelops a novel technique to enhancerendering speedsof displaced
models. By utilizing view-dependert algorithms and appearancepreservingtech-
niques, interactively rendering complex sceneswith many displaced polygons is
possible. Focusing on the user's view of a scenefacilitates the removal of large
amourts of irrelevant data. This data removal allowse cien t renderingof displaced

surfaces.
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CHAPTER 1

INTR ODUCTION

In computer graphics,the geometriccomplexity of modelsincreaseswith time.
As scannersand other hardware have becomemorere ned, individual models may
cortain billions of polygons. A single polygonal model of this size, can not be
interactively rendered. Thus, a complexscenewhich cortains many of thesemodels
would alsonot be interactively rendered.

This dissertation develops novel techniquesusedto enhancerendering speeds.
Through the use of view-dependen algorithms, interactively rendering complex
scenewith many polygonsmay be possible. By focusingon what is viewed by the
userin a given scene large amourts of irrelevant data may be ignoredfor e cien t

rendering.

1.1 Motiv ation

View-dependen rendering is a common technique usedto decreasethe com-
plexity of scenesn computer graphics. Basedon the position of the virtual viewer
relative to the virtual scene\view-dependert methods can be usedto simplify the
amourt of geometryrequired for rendering. Since models may cortain billions of
polygons, it becomesincreasingly necessaryto think about view-dependen tech-
niquesto decreaseenderingtimes.

Currently there are quite a number of view-dependen techniquesusedin hard-
ware and software. Badk-face culling, level of detail (LOD) hierarchies, bump
mapping, and bidirectional re ectance distribution functions (BRDFs) are a few
commonview-dependert algorithms. In this dissertation, a view-dependert algo-
rithm is onethat is dependen upon the location of the viewing frustum, eye point,

or camera. Someof thesetechniques operate on the macro-structure of an object



(LOD and badk-faceculling), while someoperate on micro-structure (BRDFs) and
meso-structure(bump mapping).

It is important to note that there are two types of simpli cations being per-
formed by view-dependen techniques. Texture maps, bump maps, and BRDFs
alter the appearanceand rendering algorithm usedto generatean image. These
techniquesare often denotedasrenderingmethods, or appearancepreservingmeth-
ods. LOD hierarchies and bad-face culling operate on the macro-structure of the
object and e ectively alter the geometryof the model. Thesemethods simplify the
geometryof a modelto reducethe number of polygons. This dissertationdescriltesa
combination of view-dependen geometricand view-dependen renderingalgorithms
to allow for more e cient rendering.

Level of detail hierarchies and badck-face culling operate on the macro-structure
of an object. Simply, they may changethe shape of the object to decreasethe
amourt of geometry required at rendering time. In bad-face culling, polygons
which point away from the viewer, are not renderedas shovn in Figure 1.1. In
Figure 1.1, the top image shovs a wire-frame of all the geometry in the model
beforebadk-faceculling, while the imageon bottom shavs geometryafter badk-face
culling. It is easyto seethat this view-dependert method is bene cial in decreasing
geometryand thus decreasingenderingtimes for many models.

Other forms of view-dependen rendering that work on the macroscopiclevel
are level of detail hierarchies. A level of detail hierarchy decreasegdhe amourt
of geometry usedto portray a model basedon the projected screenspacearea of
the model. There have beenmany methods presetied to produce a level of detalil
hierarchy [59, 67, 55, 25, 35, 10, 18 9]. These methods simplify a geometrically
complexmodel (or mesh)into a seriesof lesscomplexmeshes.Figure 1.2 portrays
a complexmesh(a) and a simplied mesh(b). In Figure 1.2, the complex mesh
contains 871,414polygons,while the simpli ed meshcontains only 48,124polygons.
Sud simpli ed meshesare usedto decreasehe renderingtime of a model with little

or no lossin visual accuracydue to the smaller screenspaceoccupancy Figure 1.3
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Figure 1.1. The top imageshonsthe meshwith all geometryin awire-framemaode.
The bottom image shows the resulting wire-frame when back-facesare removed.

shows the samemodels presetted in Figure 1.2 but at di erent sizesaccordingto
screenspace.

The major disadwantage of using a LOD hierarchy occurs in the transitions
between levels in the hierarchy itself. It is possiblefor a temporal artifact, sut
as a visual pop, to occur in animation during a transition betweentwo levels of
the hierardhy. Possiblesolutionsto this problem include: using a geometry morph
between two levels in the hierarchy (geomorph) [23], always transition between
levels in the hierarchy before visual errors may occur [39], or alternately by not
usinglevel of detail at all and always usingthe highestlevel of the hierarchy required
by a given sceneor animation.

Someview-dependen rendering techniques work on the meso-structureof a
model rather than the macro-structure. A typical meso-structureview-depgendert
technique is bump mapping [7]. Bump mapsusescalarheight elds asinput. By

modifying normals at rendering time, bump maps give the appearanceof added



(a) Full Geometry (b) Simplied Mesh

Figure 1.2. Dragon model (a) cortains 871,414polygons,while the dragon model
(b) cortains only 48,124.

Figure 1.3. The samedragon models as shovn in Figure 1.2 are shovn. The
imageon the right is shovn asif in screenspace.

geometric complexity at very little costin rendering time. Unfortunately, bump
maps have two major draw badks as shown in Figure 1.4.

The rst draw badk of bump mapping occursat object silhouettes. Sincebump
mapping only modi es the shadingof a model, its silhouette still appearsperfectly
smaoth. When a bump would modify the silhouette of an object, bump mapsmay
result in a jarring e ect to the eye.

The seconddraw bad of traditional bump mapping occurs when the bump
map is viewed at grazing angles. At thesegrazing angles,bumps which should be

occluded are visible. Also, at grazing angles,the badk side of eadh bump is still



Figure 1.4. Thesetwo imagesshav bump mapping and someof the draw bads
to usingthe technique. The imageon the right appearsto be a bumpy surface,but
there are obvious errorscloseto the silhouette and crazingangles. The imageon the
left usesthe sameheight eld for the bumps, but instead the geometryis actually
modi ed, asin adisplacemeh map, and thus hasproper silhouettes. Becausébump
mapsdo not modify the silhouette of an object, or provide selfocclusion,they may
lead to visual distractions as shown in theseimages.

visible although thesebadk sideswould not berenderedin if they weremodeledwith
detailed geometry Despitethesedraw bads, bump maps(and analogouslynormal
mapping) have cortinued to be crucial for e cien t rendering of meso-structure.

Displacemen mapping operateson the meso-structureof modelsaswell. Like
a bump map, a displacemeh map is basedon a scalarheight eld. Displacemen
maps often require subdivision of the base surface, and thus, create millions of
triangles to render [64]. By modifying actual vertex locations, a displacemeh map
is able to e ectively modify the silhouettesof objects.

Micro-structure may alsobe simpli ed to renderscenesnore e cien tly. Often,
local illumination techniquesare usedto represem the micro-structure of a surface.
Examplesof local illumination (or shading) techniquesinclude Gouraud [19] and
Phong [49] shading models. These techniques provide a very inexpensive way
of providing basic lighting on a surface,but more interesting micro-structure (or
materials) are not captured by thesetechniques.

Bidirectional re ectance distribution functions (BRDFs) de ne a more general
way of describingillumination techniqueswhich are capableof describinga large

number of micro-structures and materials [42]. BRDFs are 5D functions which



descrike the proportion of light dependen on wavelength (one dimension),or color,
re ected in a givendirection (two dimensions)basedon the incominglight direction
(two dimensions).

BRDFs may be created, deweloped and derived in a variety of ways. Some
ways which they may be createdinclude: from height elds which describe micro-
structure (much like how bump mapsare generated)[8, 70, 2], from carefully mea-
sureddata to match real-world materials [13 69, 41, 31, 21], or from hand-crafted
tuning to meet speci ¢ material types or rendering needs[3, 43]. Due to their
versatility and e ciency, BRDFs are a useful tool in generalcomputer graphics
rendering but they also have somedraw badks.

BRDFs encale the micro-structure and micro-geometry of an object in a 5D
function. By discarding all knowledge of the true micro-geometry a BRDF is
unableto demonstrate,with geometry what the underlying structure may actually
be. This meansthat BRDFs do not modify silhouettes, although silhouettes may
change with viewing angle. BecauseBRDFs are generally usedto descrite the
illumination dueto micro-geometry thesedraw badks are generallynot signi cant
in most rendering applications. The draw bads of BRDFs are signi cant if facets
of the micro-geometrywill be individually visible. BRDFs are usedfor e cien't
rendering times and direct use in the rendering equation as descriked in more
detail in Chapter 3.

View-dependert rendering methods are useful in ewvery aspect of rendering.
Geometriclevel of detail hierarchies can be createdfor ead model to decreasehe
renderingtime of the model. To modify the appearanceof a model, bump-mapping
may be used. Bump-mapping alters the normals (and thus shading) of the model
to give the appearanceof geometry Lastly, BRDFs may be usedto accurately
descrike the micro-geometry of an object. These techniques signi cantly reduce
rendering time with little or no lossin visual accuracy As sud, it is desirableto
usethem all in conjunction to greatly enhancerenderinge ciency.

When absolute realism is required, it is necessaryto use a displacemeh map

rather than one of the appearancepreservingmethods listed above. Displacemen



maps are neededat the silhouette and when the feature of the displacemen is
equalto or larger than two pixels in screenspace(satisfying the Nyquist limit). If
displacemen maps are usedonly where needed,the e ciency of the renderingis
greatly improved. Renderingtransitions in a level of detail framework raisesoverall

rendering e ciency with little or no lossin visual accuracy

1.2 Problem Statemen t

Rendering times could be dramatically decreasedif seweral view-dependent
techniquesare allowed to work in conjunction. In this dissertation, seweral view-
dependert techniques are deweloped: geometric level of detail hierarchies, bump
mapping and bidirectional re ectance distribution functions (BRDFs). This dis-
sertation provides the following novel algorithms: simplifying arbitrary polyhedral
meshesray tracing displacedlevel of detail hierarchies,ray tracing bilinear patches,
and smaoth transitions between rendering methods in a geometriclevel of detail
hierarchy.

Geometriclevel of detail hierarchiesallow for modelsto be renderedbasedon the
screenspacesize of the renderedmodel. This is an important technique because
it may drastically reducethe amourt of geometry renderedin any given scene.
Decreasedyeometriccomplexity translatesdirectly to decreasedenderingtimes as
expectedand desired.

Displacemeh mapsare usedto increasethe realismof a model. Unfortunately,
displacemen maps often increasethe complexity of the model by orders of mag-
nitude. This increasein geometric complexity increasesrendering time accord-
ingly. Somerendering methods, sud as bump maps and bidirectional re ectance
distribution functions can be usedto decreasegeometric complexity incurred by
displacemen maps, at the cost of realism.

Tedniqueshave beenintro ducedwhich allow transitions betweendi erent ren-
dering methods [4, 5]. For example,displacemeh maps, bump maps,and BRDFs
can all be derived from the sameheight function. As sud, one can view these

renderingtechniquesasa hierarchy of renderingtechniques. By choosingthe correct



rendering technique basedon its strengths and weaknessesit may be possibleto
reduce the geometric complexity of a model with very little or no lossin visual
accuracy The main focus of this dissertation is to provide a novel algorithm to
incorporate smooth renderingtransitions into a level of detail hierarcy.

Level of detail hierarchiesare powerful toolsto reducethe geometriccomplexity
of a scene.Part of this dissertationalsodiscusses novel simpli cation techniqueto
build a level of detail hierarchy for arbitrary polyhedral meshes.Typically meshes
are composedof triangles and quadrilaterals, but many modeling padkagescreate
mesheswith an arbitrary number of sides[26]. This dissertation descritesone way
to acquirea LOD hierarchy for sudh arbitrary models.

The presetted researt focuseson smaoth transitions betweenrendering meth-
ods in a speci c level of detail hierarchy. This researt concenrates on creating
smooth transitions in a ray tracing rendering system. Heuristics are created to
descrile when to transition betweenead method to allow for smooth animation.
Transitions in this system overcome common problems of ray tracing displaced
models, sud as scirtillation and aliasing. In addition, this researt preseits solu-
tions for ray tracing BRDFs and bilinear patches. Lastly, this dissertation preseits
a novel meshsimpli cation technique for arbitrary polyhedral meshes.

Chapter 2 descritespreviouswork in renderingand simpli cation. Algorithms
to generateand renderBRDFs aredescrikedin Chapter 3. Next, Chapter 4 explains
how to create redistributed bump maps and use them in rendering. Chapter 5
descrikes a the novel algorithm usedto ray trace bilinear patches. Chapter 6
presers a novel simpli cation sthemeusedto simplify arbitrary polyhedral meshes,
the construction of a progressie mesh,and a novel method to e cien tly ray trace
displacedprogressie meshes.Chapter 7 descrikesthe transition algorithms used
to transition betweenrendering methods and levels of detail. Lastly, Chapter 8

discusseghe results of the work, someconclusionsand possiblefuture work.



CHAPTER 2

PREVIOUS WORK

There has beenan extensive amourt of researt in view-dependert rendering
algorithms for computer generatedimages. This chapter descrikes work that has
beenpresened in meshsimpli cation for level of detail hierarchies, in bidirectional
re ectance distribution functions for e cient material rendering, bump mapping
(and its derivatives) for perceived geometrycomplexity and lastly, in displacemen
mapping for adding mesoscopidetail to existing modelsand meshes.The following

sectionsdescrike existing work in thesereseart areas.

2.1 Mesh Simpli cation
There are a variety of meshsimpli cation techniquesavailableto dewelop a level
of detail hierarchy. The following subsectionsdescrike a variety of techniquesused

for meshsimpli cation and their generaluse.

2.1.1 Decimation

Sdiroeder et al. descriked a technique called mesh decimation to perform
simpli cation of mesheg59]. Meshdecimation performssimpli cation by removing
vertices. Once a vertex (and indeed, its incident polygons) is removed a hole
is created in the resulting mesh. This hole is patched by a local triangulation
method. The meshdecimationalgorithm designatesnultiple passesver all vertices
until the desiredsimpli cation is achieved. Eadh passconsidersewery vertex for
removal basedon topology and local geometry Vertices are not moved during
vertex removals. This is a bene t of the algorithm becausequalities like texture

coordinates and normals may be kept intact for existing vertices.
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(&8 The original (b) A vertex is cho- (c) The hole is re-
mesh senand removed triangulated

Figure 2.1. MeshDecimation

Mesh decimation is often usedto remove extra vertices in highly redundart
meshes.Thesetypesof meshesare often createdfrom the marching cube algorithm.
Sincethe removal of a vertex that is duplicated by information from other vertices
is negligible, meshdecimation works well in theseernvironmerns.

A possibleexample of meshdecimation may be seenin Figure 2.1. While the
original meshdecimation shemedid not alter topology (in fact, it is a hard con-

straint in vertex placemen), Sdiroeder descrites a topology modifying technique

in [58).

2.1.2 Mesh Re-Tiling

Turk [67] described a method of creating levels of detail through meshre-tiling.
Turk createda new meshby creating new verticesvia a point repulsionalgorithm.
When these new points are nalized, a new meshis created which cortains the
vertices in the original mesh, and the vertices created by the point repulsion
algorithm. To arrive at the nal level of detail mesh, the original vertices are
removed from this mutual tessellation. A seriesof thesesimpli cations resultedin

a level of detail hierarchy.
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2.1.3 Vertex Clustering

Another meshsimpli cation technique is called vertex clustering. Vertex clus-
tering was rst presetted by Rossignacand Borrel [55]. In vertex clustering, a grid
is placedaround the model to be simpli ed. Eacd voxel (a cell in the 3D grid), may
therefore contain many vertices. Each vertex in the model is given an importance
rating basedon curvature and incident facesize. The simpli cation step occursby
collapsingall verticesin a voxel to the single most important vertex in the voxel.
If the voxels are coarse,then the simpli cation will be aggressie. Conversely if a
ne grid is used,very little simpli cation may occur.

A major advantage of this technique is that it operates without regard for
topology. As sud, vertex clustering can be usedto simplify models (or portions
of models) that other algorithms are incapable of simplifying due to topology
constrairts (such as boundariesand features).

Later, seweral works have beenusedto enhancethis vertex clusteringtechnique.
Low and Tan [37] extendedvertex clusteringusing oating cellsthat areinvariant to
transition (unlike the original vertex clustering approad). In this method, vertices
are ordered by importance and cells are generatedabout the verticesin order of
importance. This technique generallyprovideshigherquality resultsthan Rossignac
and Borrel's original vertex clustering algorithm. One drawbad to the technique
preseried by Low and Tan, is that it involves sorting the importance vertices.
This increaseghe algorithmic complexity to O(nlogn) as opposedto the original
complexity of O(n).

Luebke and Erikson [38] extendedvertex clusteringinto a view-depender hier-
archy. Their systemmaintained a list of polygonsthat are active and visible. This
list canbe usedto form a vertex tree of active vertices. The boundariesof this tree
can be cheded asthe view changesto allow for the collapseof verticesthat are no
longer visible or the expansionof verticesthat have becomevisible.

Lindstrom [33 extendedthe vertex clustering technique for out-of-core simpli-
cation with quadric error metrics [18]. This allowed for simpli cation of models

and mesheghat do not t in the core memory.
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(a) The original meshoverlayed with (b) Coarse vertex cluster simpli ca-
a coarsegrid tion

(c) The original mesh overlayed with (d) Fine vertex cluster simpli cation
a ne grid

Figure 2.2. Vertex Cluster Simpli cation

Figure 2.2 givesan exampleof vertex clustering on the samemeshas shown in
Figure 2.1. In Figure 2.2, se\eral clustering sizesare shonn to give the idea of how

voxel sizealters the simpli cation.

2.1.4 Multi-resolution  Analysis
Lounsbery et al.[35,36]shaved that givena subdivision mesh,a multi-resolution
represemation is possible. Eck et al.[14 extendedthis method and descrilked a

wavelet basedapproad to meshsimpli cation. Multi-resolution Analysis (MRA)
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provided a cortinuouslevel of detail by the useof wavelet coe cien ts. The work of
Eck et al. provided a method of creating a basemeshthat recursively subdivides
into the given mesh. The error in the reconstructed mesh can be given an error
bound unlike many simpli cation techniques.

The rst step in the procedureby Eck et al. is to partition the meshinto
a number of triangular regions (charts). Next, the chart cornersare identi ed.
Chart corners are the vertices along a chart boundary which are incidert with
more than two charts. Eck et al. provided a method of parameterizingead chart
separately Howewer, the chart parameterizationst togethercortinuouslyto de ne
a global parameterization. Lastly, starting with a triangulation formed by creating
polygons from chart corners,a new meshis created. The new meshis created
by splitting ead triangular faceinto four triangles in a Loop-like subdivision [34],
as showvn in Figure 2.3. New vertices are placed on the mesh surface basedon
the parameterization created above. Thus, a basemeshis created which may be
subdivided to form a meshof full resolution. Then, the full resolution model is

successigly simpli ed with a collection of wavelet coe cien ts.

VAV

(a) The original triangle (b) A single subdivision (c) A secondsubdivision

Figure 2.3. 4-to-1 Loop-like subdivision described by Eck et al.
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2.1.5 Progressiv e Meshes

Mesh optimization [25] attempted to produce a meshwith a smaller number
of vertices and edgesthrough the use of an energyfunction crafted to re ect the
concisenesand accuracy of the given simpli cation. In this mesh optimization,
Hoppe et al. optimized over a set of local transformations including edgesplits,
edgeswaps and edgecollapses. By constructing a mesh as closeto the original
meshaspossible,this technique wasableto createoptimum meshedhat de ne the
original meshwith lessvertices.

Hoppe usedthe idea of edgecollapsesto dewelop progressie mesheq23. Pro-
gressie meshegPMs) area cortinuouslevel of detail hierarchy in which geomorphs
may be usedto transform betweentwo levels. Given an initial meshM;, Hoppe
performeda seriesof edgecollapsesto createa basemeshM °. Edge collapsesare
chosenbasedon an energy function that takesinto accoun geometry and other
scalar attributes (sud as color) of the basemesh. By storing information at the
time of edgecollapse,Hoppe was able to create a seriesof meshesM ;M 1;::;M "
which are de ned by vertex splits.

Figure 2.4 shavs an example of a simple half-edgecollapse. (If a new vertex,
other than the endpoints of the edgebeing collapsed,may be createdin the edge

collapseoperation, it is often considereda full-edge collapse.)

(@ The original (b) Meshafter a half-
meshM; edgecollapse

Figure 2.4. Edge Collapse
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To perform a vertex split, someinformation about the removed vertex must be
stored. The stored information included the vertex position of the removed vertex
along with the incident polygons(or vertices) of the removed vertex. In Hoppe's
progressie meshespther scalarinformation and attributes werealsobe stored and
updated during a vertex split operation.

Lastly, Hoppe descrited how to perform desirable operations on progressie
meshesud asselectivere nement, progressie transmission,and geomorphs.Hoppe
also created a view-dependen selective re nement systemfor progressie meshes
[24].

Popovic and Hoppe[50]Jintro duceda format for storing and transmitting triangle
meshessimilar to progressie meshes. Instead of using a vertex split asthe dual
of an edgecollapsetechnique, Popovic and Hoppe introduced a generalizedvertex
split which is capableof topology change. They computed a cost (basedon the
energyfunction usedin progressie meshes)or ewvery pair of vertices, regardlessof
whether they are attached by an edge. A priority queueis then utilized to select
the bestuni cation of vertices.

Sander et al. also extended the progressie mesh by incorporating texture
mapping [56]. To allow progressie meshesto be textured mapped with minimal
texture deviation and stretch over all meshesin the mesh sequenceof the PM,
Sanderet al. createda method with many steps.

First, Sanderet al. partitioned the original meshinto charts. To partition a
meshinto charts, rst, setead triangle asits own chart. Then, mergeadjacer
charts basedon compactnessand planarity of the new chart that would be cre-
ated. Onceall the charts have beenformed, the chart boundariesare straightened
using a shortest path algorithm. A mesh separatedinto charts before and after
straightening is shavn in Figure 2.5.

The secondstepis to initialize the chart parameterizationsto minimize stretch.
Vertices along the border of a chart are arrangedin a circle of unit area. These

boundary verticesreceiwe parameterization of arc length equivalent to the propor-
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(a) Original boundaries

(b) Straightened boundaries

Figure 2.5. A meshseparatedinto charts.

tion of edgelength to the ertire chart perimeter. Interior verticesare parameterized
by minimizing a stretch metric.

The next step in creating texture mapped progressie meshesis to resizethe
chart polygonsbasedon texture stretch. Chart polygonsdescrike the areausedin
the texture map.

The model is then initialized for meshsimpli cation. Sanderet al. performed
the half-edgecollapsesvhich minimized texture deviation. This techniqueis similar
to the technique descriked in Section2.1.8. When all the half-edgecollapseshave
beenperformed,the progressie meshhasalsobeenformed. To allow texture maps

howewer, seweral more stepsare necessary
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Sander et al. performed chart parameterization optimization once the PM
simpli cation sequencehad beenadchieved. To do this, they slightly moved eath
vertex in all layersof the mesha small amourt in the parametric domainin random
directions. Once the texture deviation over all meshesis reduced, this step is
complete.

In the next step, chart polygonsare padked into the texture spaceto form a
texture atlas. Lastly, this texture atlas can be usedto sampleattributes from the
original mesh. A texture map can be created of the original meshgeometry with
shading. When rendered,the coarsesievel of the progressie meshgivesthe illusion

of being renderedwith full geometry

2.1.6 Simplication Envelopes

Cohenet al. deweloped simpli cation ervelopes[1(Q to generatea level of detail
hierarchy for polygonal models. In their work, Cohenet al. deviseda method to
generateo set surfacednsideand outside of a given polygonalmodel. They created
an o set meshby moving along vertex normals a distance inside and outside the
mesh. To avoid self intersection, the distance is decreasedn regionswhere self
intersection would occur (regionsof high curvature). In simpli cation ervelopes,
canbe modi ed to adiieve a desirederror bound during the simpli cation process.

Seeral simpli cation algorithms using simpli cation ervelopes are preseited
in the work of Cohenet al. Their rst algorithm arrangesverticesinto a queue
for removal. Then, the queueis usedto remove ead vertex via decimation. The
hole- lling algorithm usedby Cohenet al. is a greedyalgorithm. They claim that
results are comparableto an exhaustive algorithm.

In a global algorithm, Cohenet al. descriked a method to simplify surfacesby
removing triangles. They generatedan exhaustive set of candidate triangles out of
all verticesin a mesh. Many of thesetriangles will overlap oneof the o set surfaces
and can be discarded. Candidate triangles are then ordered by the number of
vertices covered by the candidatetriangle itself. Then simpli cation proceedsin a

greedyfashion. All triangleswhich overlap the candidatetriangle areremovedand a
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portion of the holeis lled with the candidatetriangle. Smallerholeswill still exist,
and are lled with the hole- lling processpresented in the rst algorithm. Then,
all candidate triangles which overlap acceptedand inserted candidatetriangles are

removed.

2.1.7 Quadric Error Meshes

Garland and Hedbert [18] produced a method of simpli cation using quadric
error metrics. Ead vertex is treated as the intersection of a set of planes. The
planesusedto de ne a vertex are the planesde ned by the triangles incidert with
the vertex. The error of any newvertex is then the sum of squareddistancesto this
set of planes. By describingthis formula in matrix form, Garland and Hedbert
were able to track the error at ead vertex without propagating all planesat ead
vertex.

A 4x4 matrix at ead vertex descrites the error of moving that vertex with
regard to a specic plane. Initially the error at ead vertex is zero. Simply, the
distancefrom the vertex to ead planeis zeroand thus their sumis zero. When a
vertex union occurs,a new vertex is created. The error of this newvertex is simply
the addition of the error matrices of both vertices.

As described earlier, this work hasbeenextendedby Lindstrom [33]. Lindstrom
combined work on vertex clustering with quadric error in order to produce out-of-

core simpli cation.

2.1.8 App earance Preserving Simpli cation

Cohen et al. [9] introduced a simpli cation method which is sensitive to ap-
pearance.Sanderet al. usedthis ideain texture mapping progressie mesheq56]
as mertioned earlier. Cohenet al. guararteed error boundsin their simpli cation
method. The simpli cation will not result in a screen-spaceleviation (in pixels)
greaterthan a userspeci ed error tolerance.

The method of Cohenet al. proceededas follows. First, create a parameter-

ization (if one does not already exist) similar to the method of Eck et al. [14].
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(@) The original (b) The meshafter (c) An overlay of (d) Vertices used

mesh simpli cation both meshes to compute maxi-
mum texture devi-
ation for an edge
collapse

Figure 2.6. Verticeschosento measuretexture deviation in appearancepreserving
simpli cation.

Using this parameterization, colors and normals are stored in texture and normal
maps. The mapsare chosento guarartee that ead vertex asits own texel (texture
elemen) with interpolation in non-vertex texels.

Next, Cohen et al. provided a method of simpli cation basedon texture
deviation. They de ned texture deviation as the distance from a point on the
input surfaceto a point on the simplied surfacewith the sameparameterization.
The maximum deviation for an edgecollapseoccurs along the boundariesof the
polygonsa ected by the edgecollapse(both before and after the simpli cation).
By computing the deviation at the vertices shovn in Figure 2.6, an incremenal
texture deviation can be calculated basedon the maximum deviation of eat edge
collapse.The verticesusedfor computing maximum deviation, include the vertices
in the meshbeforethe edgecollapse the verticesin the meshafter the edgecollapse,
and the intersectionof all edgesin the meshbeforeand after collapse(computedin
parametric spaceto guarartee intersections). Thus, the total texture deviation can
be computed through incremenal information. Then, choose edge collapseswith
minimal total texture deviation. Cohenet al. allowed full edgecollapsesin their

system, although Figure 2.6 shows a simple half edgecollapse.
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Figure 2.7. Displacing a triangular surfacealong vertex normals. Notice that a
completely di erent surfaceis formed.

2.2 Displacemen t Mapping

Displacemeh mapswere rst introducedby Cook [11] and Cook et al. [12]. They
cortinue to be an area of active researt in computer graphics. One formulation
for displacemeh mapsis now descriked. Given a surfaceand a 2D map of heights
(height elds), move ead vertex of the surfaceby the value in the heigh eld.
These are the types of displacemets usedin Sclaro and Pentland's work on
implicit surfacesand deformable objects [60]. Figure 2.7 shons a base surface
being displaced.

Pedersenlater descrited a displacemeh map which did not use normal o -
set [44]. Becausenormal o set displacemets may self intersect when the dis-
placemen is greater than the radius of curvature at the area of displacemen
Pedersen[44] descrited a method of displacing surfacesaccordingto a ow eld
(stored in a texture). Pedersenalso explainedthat local parameterizationsallow
for lesstexture deviation in a model. Due to this, Pedersencreatedthe idea of a
texture atlas. A texture atlas allows for local parameterizationswhich look up into
a larger global texture.

Pharr and Hanrahan[47]intro duceda method to ray trace displacemet mapped
triangles. In their work, ead point hasa maximum amourt it may be displaced.
This allows them to place all triangles into a 3D grid of voxels. Ead triangle is
placedinto the voxels in which it is located, along with all the voxels it may be
located in given any particular displacemeh As ray tracing is performed, it is

intersectedwith this grid. At ead intersectedvoxel, fully displacedgeometryis



21

created and cheded for intersection. When an intersection occurred or when the
ray exits the grid, the intersectiontest is completedfor that object. In athird step,
they discardedthe leastrecerly usedertries if the geometrycadeis full. Pharr et
al. [4g later extendedthis work to include generalray tracing e ects and geometry
to allow out-of-coreray tracing.

Smits et al. [64] introduceda method for ray tracing triangles. In their work, a
grid of triangular prisms is traversed. Ead grid cell cortains only onetriangle. As
in the work of Pharr and Hanrahan,whenan intersectionoccurs,or the ray exits the
grid, the intersection routine may stop. Unlike the work of Pharr and Hanrahan,
a ray may erter the samegrid cell more than once becausecell boundariesare
not necessarilyplanar. Also, a ray may leave the grid completely only to erter it
again. Despite thesedrawbads, Smits et al. have demonstratedthat their system
canrendera scenethat would have resultedin instantiating atrillion triangles and
on sceneswith high frequencydisplacemets.

Lee et al. [32 introduced a method to displace subdivision surfaces. They
simpli ed an original meshusing edgecollapsesaccordingto quadric error metrics
discussedabove. At intersection time, the simplied mesh undergaes Loop [34]
subdivision to the appropriate level. At ead level, the position and normal to the
displacedsurfaceis computed. In this way, the simpli ed meshmay have displaced
parameters. The method of Lee et al. was natural for compression,editing and
even animation. In the sameyear, Guskov [20]introduceda similar idea of normal
mesheausing the samemeshsimpli cation technique.

Wanget al. [68]intro ducedview-dependen displacemeh maps(VDMSs) in their
recent work. Unlike traditional displacemeh mapping, Wanget al. de ned a VDM
as a distanceinto the surfacealong the viewing direction. Thus, when rendering
the surface,the view direction and surface parameterization are the only values
necessary Howe\er, the light direction can alsobe takeninto accoun to compute
displacemen mapped surfaceswith shadavs. Wang et al. pushedthis process
further and computed a singular value decomposition on the view-dependen dis-

placemen map data. This allowed them to put the VDM into texture memory and
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Figure 2.8. This gure shows an example of how view-dependernt displacemen
maps are de ned and rendered. At the intersection betweenthe viewing direction
and the surface,the VDM is de ned asa distanced into the surface. When viewed
from the lighting direction, a di erent distanced, is computed. If the traditional
heigh eld displacemeh map value h is known, it can be usedto determineif a
position is indeedin shadav. Let | be the angle betweenthe lighting direction
and the normal direction. If d, is lessthan hseq | ), then the object is in shadaw.
Otherwise, thesetwo quartities should be equal.

to renderthem interactively on modern graphicsprocessor§ATI Radeon9700Pro
128MB graphicscard with a 1.4 GHz 768MB Pertium IV PC). Figure 2.8 displays

an exampleof a view-dependern displacemeh map.

2.3 Bump Mapping
Blinn [7] rst introduced bump mapping. In this method, the surfaceis not
actually displacedasin displacemeh mapping. Instead, the normalsare perturbed
to simulate the e ect of actually displacingthe surface. Normal perturbation was

de ned over a parameterized(in u and v) surfaceby Blinn asthe following:
N°= (N + D)3N + Dj (2.1)

where
D=((FuN Py F(N Py) (2.2)

P, and P, arepartial derivativesof the surface.Thus,N P, andN P, de ne
the tangert plane of the surface.F, and F, arethe partial derivativesof the bump
function F (u;v).

Figure 2.9shavs anillustration of normal perturbation through bump mapping.

As stated in Chapter 1, since bump mapping does not alter the geometry of the
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surface,silhouettesand self-acclusionare not accuratelyvisualized. However, bump
maps are accurate for shading surfacesaway from silhouettesand with a viewing
direction parallel to the original surface normal. They can be consideredas a
computationally lessexpensive method for rendering displacemeh maps.

It is possibleto usethe volumetextures by Perlin [46] asa cortinuousbump map.
The technique of Perlin avoided artifacts assa@iated with samplingtextures because
the surfaceis de ned globally asa function of position instead of parametrically at
discrete points.

Max [40 extendedthe work introduced by Blinn. In his method, the horizon
map, somebasic information is stored along with the bump map to accoun for
shadavs. To compute this horizon map, Max examinedead position of the bump
map. For ewery direction, a maximum value to the horizon can be computed.
During lighting, if the light direction is not above this horizon, then that point is
in shadaw.

Beder and Max [5] inverted a technique called redistribution bump mapping.
In their method, they createda bump-map whosenormals are not only dependert
upon a 2D texture, but also on a redistribution function. This redistribution
function is created to change the bump normals to statistically t the normal

distribution of a displacemeh map viewed under the same conditions. In this

Nx Py

Figure 2.9. Normal Perturbation for Bump Mapping
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way, at grazingangles,normalswhich should be occluded,are pushedupward, and
normals which are facing up, are pushedforward.

Peercyet al. [45 discussedardware for bump mappingin their work. The hard-
ware they descriked, requires only hardware necessaryfor Phong shading. Sloan
and Cohen[63]preserted an interactive method for renderinghorizon mapsin their
work. In this method, 2D texturing hardware is leveragedto allow interactivity.
Later, Forsyth [17]extendedthe work of Sloanand Cohento operateon 3D textures

for further simplicity and e ciency.

2.4 BRDFs

Bidirectional re ectance distribution functions descrilke how a surfacere ects
light and wereintroducedby Nicodenus et al. [42].

For a given point, the BRDF is typically descriked as a 5D function; the v e
dimensionsof a BRDF are the amourt of light re ected in a direction (two dimen-
sions) from an incoming direction (two dimensions)dependert upon wavelength
(one dimension). Often wavelength is dropped as inherert or part of albedo to
result in 4D BRDF functions. If we considerspatially varying BRDFs (a BRDF
which may changeover a surface), then the BRDF is technically a 7D function.
Section 3.1 contains great detail on the nomenclature of bidirectional re ectance
distribution functions.

BRDFs can be createdfrom real-world data [13, 69, 41, 31, 21], generatedfrom
micro-geometry[8 70, 2], or hand crafted to t a result [3, 43. Thesetechniques
will be discussedn the following subsections.

For physically plausible BRDFs, two important properties can be noted. First,
is Helmholtz's law of reciprocity. This law states the BRDF is independernt of
incomingdirection. Considera 4D BRDF (Ki; K,) with incoming lighting direction
K and outgoing lighting direction K,. The Helmholtz property must be satis ed by
the following equation:

(Ki;Ko) = (Ko Ki) (2.3)
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Energy consenation is the secondproperty satis ed by physically plausible
BRDFs. In this case,a BRDF cannotre ect morelight than it hasreceived. Thus,
for a surfacewith normal 1, for all incoming light directions in the hemisphere,

physically plausible BRDFs must satisfy the follow equation:
z
(Ki; Ko)(Ki R)dKi < 1;8K, (2.4)

allk;
The cosine(dot product) term may seemsurprising, but keepin mind the fact that

the integration is being performedover a hemisphere.

2.4.1 General BRDFs

In early illumination work, Torranceand Sparrav intro duceda physically based
model for a re ecting surface[66, 65]. In their method, the surfaceis treated
as a collection of micro-faceted perfect re ectors. According to Torrance and
Sparrow, experimertal results shaved that the predicted re ectance and the actual
re ectance are quite similar.

Phong [49 introduced one of the rst re ection modelsin computer graphics,
which has becomeknown as the Phong illumination model. Phong usedan ex-
ponertial cosineterm (angle betweenthe light and the normal of the object) to
descrike the fallo of specularre ectance.

Blinn [6] adapted the Torrance-Sparrav model to computer graphics. In this
work, he comparedthe Torrance-Sparrav model to Phong, shaving that the two
models are similar in many respects, exceptwhen lit from high anglesof incidence
(sudh as bad lighting). At high anglesof incidence,the Torrance-Sparrav model
often appearsmore realistic.

Cook and Torrance [13 introduced spectral componerts in renderingin their
work usingthe Torrance-Sparrav model. This madeit possibleto usespectral data,
compareresultsin the spectral domain, and to compute color shift of the specular
componert at grazing anglesdue to the Fresnelequation. The Fresnelequation
speci es the ration of re ected light dependernt on wavelength [16].

Kajiya [29] rst introducedthe idea of using an orthonormal frame basis(with

the normal as a principle axis) to exhibit anisotropy in a re ection model. Later,
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Poulin and Fournier [51]simulated scratcheson a surfaceasa collection of cylinders.
Thesecylindersarethen usedto computean anisotropicillumination over a surface.
Ward [69] provided a novel way to measureBRDFs using a hemispherical(half-
silvered) mirror. By taking an imageof a mirror, re ectance can be measuredfor a
variety of directions simultaneously Thus, the medanical devicewhich movesthe
light source,is much more simpleto create,which allows for fast capture of BRDF
data. Ward alsode ned a novel anisotropicBRDF model. He descrited anisotropic
BRDFs asa Gaussiant to measureddata. To renderhis method, healsopresered
a hybrid approat which usedtraditional Monte Carlo sampling (may have high
variance) conbined with a deterministic highlight calculation (lower variance).
Oren and Nayar [43] generalizedLambert's re ectance model in their work.
They generateda di use BRDF model which is dependen only on two variables
that descrike the surface. Thesevariablesare albedoand the standard deviation of
the surfacewhen mapped isotropically to a Gaussian( and respectively in their
notation). Their work is usefulin describinga wide range of di use surfaces.
Ashikhmin and Shirley [3] introduceda speci ¢ anisotropicPhongBRDF model
in their work. They createdan importance sampling probability density function
to samplethe specular componert of the BRDF e ciently and with low variance.
Their method consideredFresnelterms (using Sdlick's approximation [57]) and
separatedthe di use and specularterms into two distinct portions.
TheseanisotropicBRDF modelsare usefulfor renderingmetalsand other shiny
surfaceswith highlights that changewith viewing angle. Somemeasuringmethods
have beenintroducedin this section, howewer, other methods have beeninvened

for measuringBRDFs or generatingthem from other typesof formulations.

2.4.2 Generating BRDFs

Cabral et al. [8] shaved how to generatebidirectional re ectance distribution
functions from surfacebump maps. They usehorizon mapsto calculate geometric
attenuation basedon the geometry of micro-facets(a bump map). Another inno-

vation of their work included the use of sphericalharmonicsto encale the BRDF.
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B crea tebrdf (ndist)
f
for each
for each |
for each L
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return (B)

Figure 2.10. Computing a BRDF using a normal distribution.

Westin et al. [7(], useda similar method to produce BRDFs. Howeer, in their
work, they generateda BRDF by ray tracing a patch of the surface. This extension
allowed any surfaceto be usedin their method. Westin et al. used spherical
harmonics to encale the BRDF, as is usedin the work of Cabral et al. This
method producedthe rst unied approad to produce isotropic and anisotropic
BRDFs which obey physical properties required by BRDFs.

Beder and Max [5] introduceda method to produce multiple levels of isotropic
BRDFs. Their method allowed bump maps placed on top of bump mapsin a
marny leveled hierarchy. Their BRDF generation method is capable of handling
this bump mapped hierarchy. Beder and Max usednormal distributions in a 3D
table ( v; N') to constructthe BRDF. The basicalgorithm to constructa BRDF B,
with a specularPhongexponert of n, from a distribution dy for a singlebump map
isshown in Figure 2.10. Beder and Max separatedthe BRDF into two componerts,
specular and di use.

Recertly, Ashikhmin et al. [2] provided a method for generatingBRDFs basedon
micro-facets. They generateda BRDF basedon the fact that micro-facetnormals
have an underlying probability density function. They alsoassumedhat a micro-

facet only cortributes to the BRDF for a pair of directions if the facet is visible
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to both directions. In their method, shadavs are not treated rigorously, but a
practical and elegan solution for generatingBRDFs is preseted.

Heidrich et al. [22 introduced a method to include light scattering in the
BRDF. Given micro-geometry(a height eld), they precomputedthe point visible
in ewery direction for ead point. Now, the direct illumination for ewery surface
point (could use bump-mapping with an orthogonal projection from the light) is
computed. On a secondpass,for ead surfacepoint, look up the correspnding
visible point (from precomputedvisibility above). Given the correspnding point
and the correspnding point's out-going radiance (computed from direct lighting),
a onebouncelight scattering solution is obtained. With multiple rendering passes,
an arbitrary number of light scattering bouncescan be obtained. In their method,
Heidrich et al. producedBRDFs quickly from height elds and someprecomputed
texture-like information.

By viewing a BRDF as a product of positive factors, McCool et al. [41] were
able to produce BRDFs which can be stored in two 2D texture maps. They took
the log of the product of positive factors, which alters their method into a sum.
Given tted BRDF data and their product of sums(depender on two textures),

they producedthe following linear systemto solwe:

log( (Ki;Ko)) = log(p(ko)) + log(a(Ks + Ki)) + log(p(ki)) (2.5)

Here p and q represeted the textures to be usedin rendering. By forcing the
equationto be logarithmic, they forcedthe solution of the BRDF to be a product
of positive factors. McCool et al. then provided a method using multiple ren-
dering passingand compositing to render the BRDFs using hardware. Latta and
Kolb [31] later extendedthis method to include the global lighting computation in

the factorization.

2.4.3 Transitions between Rendering Metho ds
Kajiya [29]descriked a hierardhy of scalein his work on BRDFs. This hierarchy
of scalecortains three parts: the geometricmodel, surfacemapping, and lighting

models. Later, Westin et al. [70] introduced a similar hierarchy in which he
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(a) BRDF (b) Bump Map (c) Displacemen

Figure 2.11. Hierarchy of Scale

descriked BRDFs as mircoscale,bump maps as milliscale and geometry as object
scale. Figure 2.11shows an imageinspired by one preserted in the work of Westin
et al.

Beder and Max [5] introduceda method to transition betweenthe three meth-
ods at ead level of the proposedhierarchy of scales. These three methods are
BRDFs, bump maps and displacemetn maps, as shavn in Figure 2.11. To ensure
intensities are equivalert in the three methods, careful considerationin the con-
struction of ead is required. First, a BRDF is createdaccordingto the method of
Beder and Max which is described in Section2.4.2. The normal distribution used
in creating the BRDF is alsousedto dewelop the normal redistribution briey dis-
cussedn Section2.3. The normal redistribution changesthe intensity cortribution
of the bump map to be more consisten with the constructedBRDF. Lastly, instead
of calculating normalsfor the displacemet map, they usedthe bump normal in its
place. Thus all three methods are basedon the samenormal distribution.

Given that the three methods now have a consistem intensity cortribution, a
transition betweenthe three methodsis possible. To transition betweenbump maps
and BRDFs, Beder and Max simply interpolated betweenthe two methods in the
transition area. To transition between displacemen maps and bump maps, they

slowly allowed the surfaceto be displaced(asin a geomorph). Thesepartial bumps
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were usedin the transition areato compute a proper index into the redistribution
function to lookup and alter normals.

Now that transitions betweenthe three methods are complete,Bedker and Max
gave somethought to which algorithm is appropriate in which situation and where
transitions shouldoccur. They de ned atransition function onthreeinput variables
as shown in the following equation:

(3 cfS).

T(d; v) = m-

(2.6)

In this equation, d is the distancefrom the surfaceto the viewpoint, y isthe angle
between the viewing direction and the surfacenormal, is provided to prevert
instantaneoustransitions, f is the frequencyof the bump map, S is the number of
times a bump map is repeated over a surface,and c is a userde ned variable.
Beder and Max set four threshold values (e, e, es and e;) for the rendering
process.If T < e, renderusingthe BRDF only. If e, < T < &, transition between
BRDFs and redistributed bump mapping. If e, < T < &3, they renderedusing
their bump mapping technique. If e3 < T < g4, render using transitions between
redistributed bump mapping and displacemen mapping. Lastly, if T > e4, render

using a displacemeh map. Bedker and Max usedthe following set of values:

e = ]_; (27)
e= 03 (2.8)
e; = 03 (2.9)
and
e = 1 (2.10)

Largervaluesof d result in smallervaluesof T, which naturally shifts this transition
function towards BRDFs. Larger valuesof d result in smallervaluesof T also. As
the cosinemovestoward O,

In their work, Bedker and Max shoved imagesof their rendering systemalong
with a visualization of the transition function. Intensities were shovn to be consis-

tent amongthe three renderingmethods. Transitionswerealsoshown to be smooth.



31

The transition function operated asdesired,taking advantage of the strengthsand
weaknessesf eat approad. They did not demonstratehow to incorporate their
systeminto alevel of detail hierardhy, which is the primary focusof this dissertation.



CHAPTER 3

BRDFS

Bidirectional re ectance distribution functions (BRDFs) descrike how a surface
re ects light. BRDFs are traditionally 5D functions which descrile the propor-
tion of light from incoming directions scattered in outgoing directions basedon
wavelength. The wavelength dependency descrikes surfaceswhich re ect some
wavelengthsdi erently than others. For examplea surfacemay re ect blue colors
but not red. Most renderersremove this dependency (generally by moving the
dependencyto an albedo, as descriked below) and thus descrite BRDFs as 4D
functions. One can use this in the traditional rendering equation derived from
physics (formulated by Kajiya [30]) to descrile many surfaceproperties. One can
refer to related researb[16, 28 62] for further information on BRDFs and the
rendering equation. The following sectionsillustrate how to simplify the rendering
equationto ray trace a BRDF moree cien tly. Referto Table3.1for an explanation

of terms used.

3.1 Ray Tracing BRDFs

The rendering equation is descrited by:

Z
L(Ko) = | (Ki;Ko)L(Ki) cos i d i: (3.1)

allKj
This equationillustrates that the radiancelL in outgoing direction K, is equivalernt
to the integral. The integral is over all incoming directions K; and involves the
product of the BRDF  (Ki; K,) with incoming radianceL(K;). This should match

one'sintuition that the amourt of light in the outgoingdirection (L (K)) is the sum
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Table 3.1. BRDF Terms

Term Explanation of Term
Ki direction of incoming radiance
Ko direction of outgoing radiance
surface | The surfacehit by aray (from direction Kj)
L (K) radiancein direction K
A surfacenormal
COS | dot product of K; with A
solid angle
wavelength of light

n number of directionsto sampleincoming radiance
R4 di use albedo
Rs specular albedo
Ky fraction of surfacethat is di use
Ks fraction the surfacethat is specular
m number of de ned luminairesin a scene

i unique light iderti er
= direction towards a light
cos ? dot product of ~; with the light's normal

(Ki;K,) | BRDF - fraction of light from K; transmitted into K
A areaon a light (or surface)
3 hit position on a surface
%0 position on a light (with assaiated area4 A)
r distancefrom x to x°
s(x; %9 binary shadaving term betweentwo points
Le(R) useonly emitted light from luminaires
Ln(K) do not add emitted light from luminaires - re ected radianceonly
ambient | constart ambient term, indirect di use lighting
k number of directions to samplespecularincoming radiance
p(x) probability density function

of the amourt of light incoming from all directions times the fraction of light that

arrivesin the outgoing direction, given the incoming direction.

A full discrete solution to this problem would involve solving the integral in

Equation 3.1. To do this properly, radianceshould be sampledin all directionsk;.

In a path tracer, this meanssendingout rays in all directions. Use2 =nfor 4

where n represets the number of directions sampledby the path tracer. This is
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computationally expensive and not quite suitable for an interactive ray tracer. The
full discretesolution thus would appear as:
LK=" (RiRILR)cos 4 (32)
-
This solution follows one'sintuition about Monte Carlo techniques. A short dis-
cussionon Monte Carlo methods is given at the end of this section. The following
equationsshav simpli cations and enhancemets to this brute force method.

To allow adjustmert of the glossinessof a surface after BRDFs have been
created, seeral changesmust be made. First, separatethe diuse and specular
componerts into two independen quartities. Typically the constrairt, kg + ks = 1
should be enforced. For example,whenkg = 1 only the specularcomponert of the
BRDF will appear. This distinction allows a large range of surfacetypeswith only
two BRDFs. The following equation illustrates how to create the overall BRDF

from a specularand di use BRDF:
(Ki; l2‘0) = kd d (R'i;kvo) + ks S (R};Ko): (33)

This dissertation only dealswith the di use aspect of the BRDF. Thus, only
di use surfacesare discussedn the remainder of this section. Keepin mind that
many of the simpli cations may still be applied to specular BRDFs as well.

As descriked above, many renderersremove the wavelength dependencyaway
from the BRDF itself. The dependencyon wavelengthis replacedwith an albedo
R. A surfacemay have di erent diuse and specular albedoterms. The following

equation shaws the di use portion of the new BRDF equation:
(Ki;Ky) = kqRgq  4(Ki; Kp): (3.4)

The purpose of introducing these albedo terms is to allow a greater range of
surfaceswith only oneor two BRDF functions. Surfaceswith di erent specularity

coe cien ts and di erent albedoswill have vastly di erent appearances.
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Now, a variable 4 is createdto allow for future derivations to be more easily

comprehended.This substitution is:
d= ded d(m;Ko): (35)
Sofar, thesesimpli cations have not madethe ray tracing processany simpler.
The full solution now appearsas:

L®) =" (a+ ILR)cos 4 | (36)

i=1
The bene t gainedfrom this solution is that the BRDFs can be usedfor a variety
of surfacecolorsand glossinessA number of other simpli cations and assumptions
can be madeto allow for faster corvergencein ray tracing and path tracing.

The following equationdescritesa commonconceptualseparationin ray tracing:
L(ko) = Ldirect(ko) + I-indir ect(ko): (37)

The lighting from direct and indirect sourcesis separatedto allow faster corver-
gence. Explicit direct lighting can be solved more quickly than implicitly direct
lighting and is thus given its own treatment here.

The direct lighting on a surfacefrom multiple light sourcescan be de ned as:
z

Larea(Ro) = ((a)cos s xIL( ) ): (3-8)
This integral is over all points on all lights x° and involves a slightly di erent
integral than the generalizedrendering equation. The boolean shadaving term

s(x; x% descrikes whether the point on the light %°is visible from the given point

on the surfacex. 7 is the direction from the surfaceto the light descrited by:
¥ ox
ot (3.9)

The integral for explicit direct lighting is implemerted by:
X
Lairect(Ro) = (( a) cos is(%;x)Le( 7)4 ): (3.10)
j=1
For all lights m, sumtheir cortribution to luminance. In many ray tracers,L((C))4 ;
is storedaspart of the light. This is oftensu cient, but for complicatedluminaires,

more work is required.
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In a complexluminaire, an alternate formulation for 4 is used. This formula-
tion canbe seenin the following equation:

_ 4 Acos ©

4 =

(3.11)

4 A describes the area of light assaiated with a sampled point on the light. r
descrites the distance from % to x°. Depending on how lights are stored, 4 A
can be stored as part of the light source,or it can be computed at the time of
calculation. To compute cos  all light sources(including point light sources)
require information to descrike their normal direction. This fully describeshow to
compute direct lighting.
To compute indirect lighting, the integral must still be evaluated. This takes
on the form:
L ea(®) = ( )La(R)cos 4 (3.12)

i=1
Since direct lighting has been computed explicitly, images produced by the ray
tracer will be tend to be lessspotty. Also sincedirect lighting is computed, when
the integral is evaluated implicitly , the direct lighting componert must be omitted.
When rays are created,a booleanis assa@iated with the ray that descritkeswhether
the ray should account for emitted light, or ignoreit. For diuse surfacesin a
typical ray tracer, lessrays are necessaryto corvergeto a nal imageand solution
to the integral. Figure 3.1 showns how explicit direct lighting works in conjunction
with implicit lighting. Sincemost ray tracersterminate on purely di use surfaces,
direct lighting is important.

Computing the ertire indirect integral for di use surfacesis very ine cient.
Often in computer graphics, the indirect proportion of lighting a di use object is
appraximated by an ambient term. This ambient term is often described by a scalar

of the albedoRy of the surface. Simply, the indirect illumination is descrited by:
Lindir ecty = @ambient: (3.13)

In ray tracing, truly diuse surfacesdo not have re ected rays, which makesthis

approximation adequate. Howewer, in path tracing, this simpli cation removes
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Figure 3.1. Using explicit direct lighting.

someobject to object color bleedingand interactivity. Thus, the ertire rendering
equationhasbeensimpli ed to allow for faster corvergencein ray tracing and path
tracing of di use objects using BRDFs.

This solution is possiblethrough the useof Monte Carlo integration techniques.

The following equation descritesthe basisof Monte Carlo techniques:

z 12X g(x
g(x)dx = N B % (3.14)
Monte Carlo techniquesare usedto solwe the integrals above in a direct way.
4 encalesthe probability density function required by Monte Carlo techniques.
If4 = m then p(x;) may be the solid angle areaover a hemispherezi. This
matchesthe intuition that 4 = 27 which is stated above. For further information

about monte carlo techniquesin computer graphics, pleasesee[62] and [27].

3.2 Creating BRDFs
Beder [4] and Beder and Max [5] described how to generateisotropic BRDFs
from a displacemen mapped surface. To create this isotropic BRDF, Beder and
Max utilized a normal distribution createdfrom a displacedsurface.Givenanormal
distribution, they used Algorithm 2.10to generateseparatedi use and specular
BRDFs. This section provides a description about creating BRDFs from normal

distributions and clari es how to construct isotropic di use BRDFs from normal
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distributions. Section 5.2 descrilkes how to create a normal distribution from a

displacemen map using bilinear patches.

3.2.1 BRDF Description

Givena distribution of normalsfrom many viewingV and lighting L directions,
it is possibleto construct a bidirectional re ectance distribution function. Given a
viewing and lighting direction, this normal distribution dy describesthe fraction
of microfacet normals N oriented towards the viewing direction. Given a lighting
direction, the sum of the normal distributions over all viewing directions is one.
The normal distributions help descrile what portion of ead microfacetsis visible
to the viewer.

A BRDF descrikes the proportion of light from an incoming direction which
is re ected in the outgoing direction. Given a surfaceof di use microfacets,eadt
microfacet cortributes to the overall intensity of the surfaceas viewed from afar.
The albedoR is separatedout from the BRDF to allow for the sameBRDF to be
usedwith many albedos. This removesoneof the dimensionsof the BRDF problem.
This contribution canbe simpli ed asthe sum of the visible di use shadingof eah
microfacet. Take note that a facet will alsoonly cortribute the visible portion of
its di use shadingto the overall intensity of the surface.

With this formulation, it is possibleto createa BRDF by renderingmicrofacets
from alarge number of viewing and lighting directions. By shadingead microfacet,
it is possibleto compute the averageintensity of light re ected from the lighting
direction into the viewing direction. This is preciselythe de nition of a BRDF.
Howeer, rendering ead microfacetfrom all directions can be costly.

Instead of renderingthe ertire di use shadingof a surfacefrom many directions,
it is possibleto usenormal distributions. If eat microfacetis a di use surface,it
cortributes only the value of the cosinebetweenthe light and the normal of the
microfacetto the BRDF asseenin the rendering equation. Given the distribution
of normals visible from a given viewing direction, it is possibleto compute the

BRDF by simply adding the cortributions from the visible normalsat that lighting
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N

Figure 3.2. Normal distributions are comparedto visible microfacetsfrom a given
viewingdirection. The top imagehighlights the visible microfacetsfrom two viewing
directions. The bottom image highlights the visible normals from the sametwo
viewing directions.

direction. This is typically computed as a preprocessto avoid possibly large
summationsduring renderingtime. Sincethe normal distributions descrilke what
is visible to the viewer, they can be usedto descriked the proportion of visible
microfacets. By computing the intensity basedon visible normals, a BRDF is
obtained. This is crucial to understandingthe algorithm for computing isotropic
BRDFs descriked by Beder and Max. Figure 3.2 demonstratesthe that visible
normals are analogousto visible microfacets. The arrows pointing towards the
surfacerepresemn two viewing directions. The lines above the surfacein the top
image of Figure 3.2 demonstratethe microfacetswhich are visible. The viewing
directions are color coded with the visible microfacets. The arrows pointing away
from the surfacein the bottom image of Figure 3.2 represeh visible normals from

ead of the viewing directions and are color coded to the samedirections.

3.2.2 Creating BRDFs
Algorithm 2.10descritkeshow Beder and Max generatedisotropic BRDFs from

normal distributions. Algorithm 3.3clari es the assumptionsmadein the algorithm
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By crea tebrdf (dy)
f
for each
for each |
for each L

L=(v; v L)
V=1(v;0)
for each

for each y v

Bal vi t; v tl+ =(L N)dIN[v; ni N V]
return (B)g

g

Figure 3.3. Computing an isotropic di use BRDF using a normal distribution.

preseried by Bedker and Max by explicitly describing the lighting and viewing
direction. This algorithm constructsan isotropic di use BRDF B4 basedon normal
distributions dy computedfrom a displaced at patch.

Recallthat anisotropic BRDF is a BRDF which is constart over rotation about
the surfacenormal. In other words, if the azimuthal angle betweenthe light and
viewing direction remains constart, the BRDF doesnot change. The polar angle
is denotedby and descrikesthe distance down from the normal. By using only
an isotropic BRDF, the bidirectional re ectance distribution function is reduced
from a 4D function to a 3D function. This reduction in dimensionality leadsto
smaller table sizesand thus faster table lookups at runtime. Sinceonly isotropic
BRDFs are consideredthe normal distributions only needto be viewed from many

v directions. Thus a normal distribution lookup is denotedby dy( v n; N)



CHAPTER 4

BUMP MAPPING

Bump mapping is the processof perturbing surfacenormalsto give an object
the illusion of having a bumpy surface [7]. To create a system with smaoth
transitions betweenrendering methods, Beder [4] and Bedker and Max [5] created
a redistributed bump map with intensitiesthat statistically matchedthe intensities
in a displacemen mapped surfacewith the samebumps. This section discusses
how to createa redistributed map in detail. It providesa more thorough discussion

on how to generatetheseredistributed bump mapsand how to render them.

4.1 Constructing Redistribution  Functions

To eliminate intensity di erences betweena displacemen mapped surfaceand
a bumped surface,Beder and Max [4, 5] createthe redistributed bump map. The
redistributed bump map is a function which takesa perturbed bump normal and
perturbs it againsothat it will statistically match the distribution of normalsfound
in the displacemeh map.

In traditional bump mapping, the badk side of a bump is still visible at grazing
viewing angles. In a redistributed bump map, normals are modi ed by the redis-
tribution function sothat badk facing bumpsare not visible. The largestchallenge
in redistributed bump mapping is to create the function g which transforms a
perturbed bump normal into a redistributed normal. Let f denotethe distribution
of normals presen in a bump map. Let g denotethe distribution of normalswhen
viewed from a direction with polar angle . Giventhis, q is a function that takes
f to g for any regionR in the hemisphere of possiblenormals as shaovn in the

following equation:
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Z Z
f(;)dl = g(; )d: (4.1)
q(R) R

In a 1D example, Bedker and Max show that it is sucient to satisfy the

equation: . .
a(b) b
f(x)dx = g(x)dx: (4.2)
0 0
They alsoshow that if .
b
G(bh = g(x)dx (4.3)
0
and
Z o)
F(b = f (x)dx; (4.4)
0
then
G(b = F(q(b): (4.5)

This relationship o ers a constructive way to solve for the redistribution function

g(b) asshawn in the following equation:
g = F Y(G(D): (4.6)

The previousequationsdemonstratethe medanism usedto createthe redistri-
bution function. This sectionnow discussesn detail how to createa redistributed
bump map. SinceF (b) is alsoan integral, solving this systeminvolvessolving the
inverseof an integral.

The rst stepin creating the redistribution function, is to compute the normal
distributions from the displacedsurface. This is the samenormal distribution used
to construct the BRDF. Along with this distribution, the distribution of normals
in the bump map is alsorequired. By taking careful note of the above equations,
the integral over the bump map is the function which needsto be inverted.

First, it is necessarto expand Equation 4.1, sud that it liesin a form that is
more easily understood. Let f be a bump map normal distribution lookup of the

form: f( v; n; w~). Giventhis, the integral can be written as:

z,z

f(v; ; )sin()dd: 4.7)
0 0
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Becausesin( )d d will appear preciselythe sameduring the inverselookup, these

valuescan be safelyignoredin the algorithm. Thus, the integral is now written as:
zZ,z
f(v: ) (4.8)
0 0
Since the normal distributions are actually in a table based form and not an
analytical form, it is possibleto write the integral asa sumasshown in the following
equation:

X
fCvii ) (4.9)

j=0 i=0

Beder and Max suggestireating the inverseof this function astwo separatelD
table lookups. Thesetables are constructedin the following manner. First, given
a speci ¢ viewing direction y, createan 1D integral lookup basedon . Letn be
the number of entries in this table. Constructing an entry in the table is thus done
by the following equation:

X
(k) = fCv: i j) (4.10)
j=0 i=0
Thus, for all n , the integral from 0to  is computedand storedin (k).

The secondtable is actually 2D. This table is createdfor specic ; valuesand
cortains n values. To create this table, compute the following equation for all
inn andall inn:

x3
(s;k)= (v i« (4.11)

i=0
These two functions (k) and (s;k) are critical to computing the inverse

function. The next section, Section 4.2, descriles how to use these functions to

render redistribution bump maps.

4.2 Rendering Redistribution Bump Maps
The rst stepin rendering a redistributed bump map is to compute the per-
turb ed bump map normal asdescriked in Section2.3 Also, the readeris encouraged
to peruseBlinn's original work [7] for more detailed information on bump mapping.
Using the original surfacenormal N and two orthogonal tangert vectorsto the

surfaceu and v, an orthonormal basisis formed. The perturbed normal N, is
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broken into its , and |, componerts basedon position within this orthonormal
basis.

A simple method of cornverting a vectorinto and is basedon polar coordi-
nates. Howewer, Shirley and Chiu descrited a low distortion map betweena disk
and a squarein their work [61]. They alsoextend the map to the hemisphere.This
is the map from sphereto squarethat is usedin this dissertation. By mapping
vectors (viewed as points on a sphere)to a square,it is simple to use one axis of
the squareasthe componert and the other asthe componert.

Given ,, |, andthe direction towardsthe viewer v, it is possibleto compute

the redistributed , and ,. First, computer, using the following equation:

Xr X
p = a( vi i ) (4.12)
j=0 i=0
Take note that this is the normal distribution computedfrom the displacemeh map

and not from the bump map. Now computer; using the following equation:

XP
=" 9(v; i p (4.13)
i=0
It is now possibleto compute , and .. To nd , seard for the valuer, in the
1D table (k). The correspnding valueto this integral valueis ;. Analogously
seard for the valuer, in the 2D table (s;k) wherek is ;. The correspnding
value to r; in the 1D table denotedby (s; ) is . Using the squareto sphere
mapping by Shirley and Chiu, the redistributed bump normal is acquired.
This redistributed bump normal is usedin place of the original surfacenormal.
In this way the surfaceis not actually bumpy, but is shadedasif it were. Unlike
Blinn's original bump mapping, redistribution bump mapping changeswith viewing

angleto allow for more realistic intensities.
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DISPLA  CEMENT MAPPING

Displacemen maps are most often represeted by a eld of scalar valueson
a regular grid. As sud, displacemeh maps are naturally equivalert to a bilinear
patch. When usedto modify a surface,thesedisplacedpoints are often tessellated.
Howe\er, there are caseswhenray tracing the raw displacemeh map is desirable.
Thus, in the processof this researf, a more e cient technique for ray tracing
bilinear patcheshas beendewloped [54] and is discussedn this chapter. Bilinear

patch intersectionsare alsousedin the processof creating normal distributions.

5.1 Ray Tracing Bilinear Patches

Consider intersectionsbetween a ray and a bilinear patch; at rst glancethe
problem appears rather simple, howewer a naive approad reveals singularities.
Bilinear patches are a useful primitive that may be usedin ray tracing, sud
as in the work descrited by Smits et al. [64]. A more complete and graceful
formulation than previously presered ([1]) is shovn. Also, the work descriltes
and provides completeimplemenation details. Sourcecode is available online at:
http://www.cs.utah.edu/~r amseg/b p.

In ray tracing, the ray can be mathematically represeted as a parametric line

as shown in the following equation:
pt)=r+tg 8t O: (5.1)

Any point p alongthe ray can be expressedy a speci c t value correspnding
to the parametric distancealongthe direction vector ¢ from the ray origin . When

t = O the returned point is the ray origin. Likewise,t < 0 correspndsto points
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that lie on the line that passeghrough +, but are behind the ray origin +. Thus,
points alongthe ray arevalid whent 0.

Bilinear patches are formed as a combination of four possibly non-coplanar
points (Poo, Po1, Pro, Pr1)- The cortribution of ead point is described asa weighting
of the two parameters(u,v), sud that any point p can be represeted by the

following equationswith domain (u;v) 2 [0; 1}

plu;v)= (1 u)(l Vipio+ (1 u)vpor+ u(l  V)pro+ uvpn (5.2)

and

= uv(Prr Pro Port Poo) + U(Po  Poo) + V(Por  Poo) + Poo: (5.3)

The following variablescan be usedfor substitution:

a=pn P Pot Poo (5.4)
D= pro Poo; (5.5)
€= Por  Poo (5.6)
and
a= Buo: (5.7)

With thesesubstitutions, the bilinear patch equation becomes:
p(u;v) = uva+ ub+ ve+ @ (5.8)
where
(u;v) 2 [0; 1]2: (5.9)

To nd the intersectionof the ray and bilinear patch, the ray is setequalto the
bilinear patch:

-+ tg= uva+ ub+ ve+ @ (5.10)

where,t, u and v are the unknowns.
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The rst stepto solvingthe intersectionis to solwefor t, which givesthe following

equations:
t = (uvay + ub + vg + dy  ry)=q; (5.11)
t= (uvay + ub, + vg, + dy ry)=q (5.12)
and
t=(uva, + ub, + vc, + d, r,)=qg: (5.13)

The problem now has three equations and three unknowns. The unknown t
can be eliminated by setting the x and y equationsequalto the z equation and
factoring out u and v to give the following two equations:

uv(ag a.0) + u(bg ba)+ (5.14)
V(%  CG)+ (b )G (d; r)=0
and
uv(ayq aq)+ulbe bag)+vigg cq) (5.15)
+(dy ry)g (d; rz)g =0

The following variablesare usedfor substitution:

Al = &G ab; (5.16)
Bi = ba ba (5.17)
Ci = &4 CO; (5.18)
D: = (d g (dz r)o; (5.19)
Az = &G &0, (5.20)
B, = bhg baq; (5.21)
C: = g4 g (5.22)
and
D, = (dy ry)g (d; ry)q (5.23)

The equationsthen simplify to two equationsand two unknowns:

uvA;+uB;+vC;+ D;=0 (524)
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UvA, + uB, + VC2 + D, = 0 (525)

Equation 5.25is usedto solwe for u:

( vC; Dy)
= —" =% 2
(VA2 + B») (5:26)
Equation 5.24 can then be usedto eliminate u:
VC2 D2 VC2 D2
2 TAOWA + (——ZE——"%\B, + +D;=0: 27
(VA2+BZ)V1 (VA2+Bg)1 vCy 1=0 (5.27)
Obtaining a commondenominator and collecting like terms results in:
v? (A2C1 A1C2)+ (528)

v (AD1 A;D,+B,C; BiCy+
(Ble B]_Dz) =0

Equation 5.29is a quadratic equation in canonical form that we solwe as de-
scribed in [52]. Oncev is found, we solwe using equation 5.26to nd the corre-
sponding u value of the intersection point. Depending on the patch and the ray
howewer, the denominatorof Equation 5.26may becomezerofor avalid intersection.
We solwe this problem, by setting Equations 5.14 and 5.15equal before solving for
u. This givesa secondequationfor u:

_V(C:1 Cy)+ (D1 Dy

~V(A; A+ (B2 By) (5:29)

With thesederivations, we arereadyto run the actual ray bilinear patch intersection
algorithm.

Given a ray and a bilinear patch, the intersection point is computed using
Algorithm 5.1. The algorithm rst callsthe quadratic equationsolver which returns
zero, one or two solutions for v depending on the number of intersection points as
shown in Figure 5.2.

In Figure 5.2, a bilinear patch is being intersectedby a variety of rays. A ray
may completely miss the surface(as shavn by ray A), intersectthe surfaceonly

once(ray B), or intersectthe surfacetwice (ray C).
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doubleintersect (ray; patch)

f

doublev;  QuadraticSolver(Equation 5.29)
comment: i is the # of roots from Eqn 5.29

ifi=0
return ( false )
ifi=1

return (SOLVE(ray; patch;vy))
i=2
g r, =SOLVE(ray; patch;v,)
r, =SOLVE(ray; patch;v,)
if ry = false
return (rp)
else if r, = false
return (rq)
else
8.
Elf riit<roit
return (rq)
3 else
return (rp)

Figure 5.1. Ray Patch Intersection Function

For eat solution of v, wherev 2 [0; 1], the correspnding u and t valuesare
computed using Algorithm 5.3. Becausethe ray can intersect the bilinear patch
multiple times, we must accurately choose the correct intersection point. Our
algorithm choosesthe intersection point with the smallestt which is greater than
or equalto zero. This t value correspndsto the rst intersection betweenthe ray
and the bilinear patch.

Once the roots of the quadratic equation are determined, they are passedto
Algorithm 5.3, which computesthe u and t values.

Dueto the numericalinstability that may occurwhencalculatinga u valueusing
Equation 5.26,a secondderivation of u is formed by Equation 5.29. Algorithm 5.4
computesthe u value by choosing the largest absolute value of the denominators

of Equations 5.26 and 5.29. This approad ensuresthat the computation of u will
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Figure 5.2. Bilinear Patch Intersection Types

be stable. If u 2 [0; 1], then this is not an intersectionand we do not calculatet for
this (u; v) pair.

To calculate the t value, we calculate p using Equation 5.2. Given p, we then
use Equation 5.1 to solwe for t. Note that this approad is the sameas using
the equationsin Equation 5.13to computet. Becausethe formulation of the ray
equationforcesa division whensolvingfor t, Algorithm 5.5usesthe direction vector
componert with the largestabsolutevalue. Divisions by zeroare againimpossible

sincea direction vector of all zercesis invalid.

5.2 Normal Distributions
Normal distributions are usedin the construction of bidirectional re ectance
distribution functions aswell asin the construction of the redistribution function
for redistributed bump mapping. Becausethe normal distribution is so critical to
the creation of thesetechniques,the following sectionsdiscussthe construction and

normalization of normal distributions.
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bool SOLVE (ray; patch;v)
f

v 2 [0;1]
COMPUTE U(v)
% u?2[0;1]
EPomt p patch(u;v)
COMPUTE T(ray;p)
§§|f t O

return (u;v;t)
return ( false )
g

Figure 5.3. Solwe for all unknowns given ray, patch and v

double compute u(v)

f

doublea= vA, + B,

doubleb= V(A2 Al) + B, B;

if (jo jaj)
return (Y& C2)Ps Day
else

return (—<2-B2)

Figure 5.4. Computeu givenv

5.2.1 Creating Normal Distributions

To create the normal distribution, a displaced plane is rendered from many
viewing directions. Sincea at patch is used,the displacedportions can be easily
represeted by bilinear patches. Using the ray bilinear patch descriked earlier
provides an e cient method for constructing normal distributions. Algorithms 5.6
and 5.7 provide pseudaode to demonstratehow normal distributions are generated.

To actually create the normal distributions, this researb employs a simple
sampling strategy. The baseplane is uniformly segmeted into di erent bilinear
patches. For ead bilinear patch, a number of samplescan be chosen. The only

sampling strategiesimplemerted in this researt are regular and random. Based
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double compute t (] & p1)
f

doublet

if (o Jo) && jaj o))
t=(pPx rx)=q

else if (jo,j j%j)
t=(py ry)=q

else
t=(pz r2)=¢

return (t)

g

Figure 5.5. Computet givenray(r,q) and position(p)

dn crea te (bp

f
for each v
for each Ps
ray = crea te-ra y(Ps; v)
normal = intersect (ray;bp
dy (normal: ;normal:; ) = dy(normal: ;normal:; )+ 1
for each v
dy :normalize ( v)return (dy)
g

Figure 5.6. This algorithm demonstratesthe method usedto acquirethe normal
distribution.

on the sampling strategy, a position on the baseplane Ps is chosenand a ray is
red from outside the bounding volume of the bilinear patches. When the ray
intersectsthe surface,the normal is stored in the normal distribution. This stepis
repeatedfor many viewing directions. Algorithm 5.6 demonstrateshow the normal

distribution is created.

5.2.2 Normalizing Normal Distributions
Examining Algorithm 5.6, it is obvious that thesenormal distributions do not

follow the desirableproperties of a distribution. In this case the following property
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void normalize (void)
f

for each
t O
for each
for each
t t+du(ns Noov)
for each
for each y

du( N N v) dn(ns N v)=t
g

Figure 5.7. This algorithm demonstrateshow to normalize a normal distribution.

should be upheld by the normal distribution:

X X
8 v dv(;; v)=1 (5.30)

In simplerterms, this equationstatesthat for a givenviewing direction, the propor-
tion of visible normals, over all normals, should sumto 1. Algorithm 5.6 obviously
violates this criteria and thus a step for normalizing the normal distribution is
required.
The total number of visible normalst from a given direction  is descriked by
the following sum:
X X
t= dv( s v (5.31)
Thus to normalize the distribution for a given viewing angle  with t visible

normals, the following equationis used:
88dn(;; v)=dv(;:; v)=t (5.32)

Algorithm 5.7 demonstratesthe normalization routine descriked here.

A normal distribution construction routine has been descriked Normals are
examinedfrom many viewing directions and stored in a table. The table is then
normalizedfor ead viewing direction. Bilinear patchesare usedto ensureno bias

in the triangulation method of the height eld.



CHAPTER 6

MESH SIMPLIFICA TION

The nal piecenecessaryto createa fully view-dependert transitioning system
is a level-of-detail hierarchy. This dissertationusesmarny ideaspreseted by Sander
et al. [56], Hoppe [23] and Cohenet al. [9] to acquirelevel of detail hierarchiesthat
are dependent on appearanceand textures. In this dissertation, a di erent param-
eterization technique is used. Also, the nal parameterizationis not optimized in
a post process. Otherwise, the processof creating a progressie meshis similar
to the method presened in Sanderet al. This dissertation howewer utilizes the
technique for displacemeh mapsand other renderingmethods (other than textures
maps) which has not beendone before. A novel method of simplifying arbitrary

polyhedral meshesds also descriled.

6.1 Arbitrary Polyhedral Simpli cation
This sectiondescrikesthe techniquesnecessaryo simplify arbitrary polyhedral
meshesas presenied in the work of Ramseyet al. [53]. The simple stepsto this

method are:
1. Selectan edge
2. Create new vertex
3. Replacethe edgewith the new vertex

This researb strivesto give a simpli cation method which operateson mesheswith
polygonsof arbitrary number of sides. In this simpli cation method, the newvertex
is one of three vertices. The new vertex can be an endpoint of the edge(half-edge

collapse)or the averageof the two endpoint vertices (full-edge collapse).
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6.1.1 Edge Selection

The rst stepin this simpli cation techniqueis to choosean edge. The selection
method is basedon the deviation of the normalsin the resulting meshwhenan edge
is removed. Consideringan edgefor removal, create the new meshwhich would
be createdwith this edgecollapsed,and comparethe normalsin the new and old
mesh. If a polygon had normal n,; beforethe edgecollapseand normal n, after
the edgecollapse, nd the anglewhich this normal has rotated using the following
equation:

COS =n; Ny (6.1)

If the dot product betweenthe normalsof the correspnding polygonsin the two
meshess above a user de ned threshold , then the collapseis permitted. Using
a threshold near one, sudh as = 0:99, will eliminate polygonsthat are nearly
coplanar. Store the smallestdot product betweenany two polygonsasthe cost of
removing the edgefrom the mesh.

If vertex normals of the mesh are available, compute the polygon normal by
averagingthe normalsof the incident verticesof the polygon. Often, vertex normals
are not available and the polygon normal must be computed by other means. For
triangles, the normal is computed from a single cross product. In the caseof
guadrilaterals, a crossproduct of the diagonalsprovidesa su cient estimate. For
polygonswith more than four sides,the polygon normal is estimated by averaging
the crossproducts of ead pair of adjacen edgesof the polygon as shown in the
following formula:

11X
0o Vi 1 Vi) (Va1 W) (6.2)

|
using indicesmodulo n wheren is the number of edgesin the polygon. Note that

this resultsin exactly the samenormal that is computedfor a triangle, albeit with
more computation.

When an edgecollapseis performed, the polygonsaltered by the collapseare
taggedasaltered. This allows for a collection of independent edgesto be collapsed

before any edgesin altered polygons are considered. One can imagine this as
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a swep of edge collapsesthroughout the mesh. Once a sweepis computed, all
altered polygons are labeled as unaltered and another sweep may be performed.
This information is crucial to the edgeselectionprocessbecauset createsa set of
edgeswhich are not valid for simpli cation.

To selectan edge,a number of edgeswhich are valid for a collapseare randomly
selected. The number of edgesis dependen on a user-de ned value and can be
setto a percenage of the original meshes.For example,by seartiing 100%o0f the
verticesit can be guararteed that all edgecollapsesare consideredbeforean edge
selectionis nalized. After computedthe costof an edgecollapseon an appropriate
number of edgesthe edgewith the smallestangle (and thusthe largestcos ) is

chosenfor the edgecollapse.

6.1.2 Vertex Creation

The choice betweenhalf-edgeand full-edge collapsess madeby the userbefore
simpli cation occurs. This choice a ects the vertex creation process. During an
edgecollapse,edgesare collapsedinto a singlevertex. In this step, the new vertex
is created. For half-edgecollapses,the new vertex is one of the endpoints of the
edge. Very little work must be donein this situation. Polygonsincidernt with the
removed vertex, must simply be pointed to the other endpoint of the collapse. As
showvn in Figure 6.1, half-edgecollapsesa ect a smaller portion of the meshthan
full-edgecollapses.In a half-edgecollapse,the nal verticesstill lie at the original
vertex locations, which is usefulin maintaining parameterization.

In a full-edge collapse,a new vertex must actually be created. In this simpli -
cation method, the new vertex is always chosenas the midpoint of the edgebeing
collapsed.The new vertex will be incidert with all the polygonsincident with the
endpoints of the edgebeing collapses. Thus, any polygon which points to either
endpoint, must now point to the created vertex. Figure 6.1 shows that full-edge
collapsesa ect a larger portion of the meshthan half-edge collapses. Howe\er,
in general,full-edge collapsesresult in mesheswith better appearance,since eat

vertex must move lessdistanceto settle into its nal position during a collapse.
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Figure 6.1. The left imageshawsthe original meshwith an edgeselected(denoted
by the dashedline). The upper right shovsthe meshafter a half-edgecollapse.The
lower right image showvs the mesh after a full-edge collapse. Note that full-edge
collapsesgive a more certral vertex point but a ect more polygonsthan half-edge
collapses. Also note that the quadrilateral is not removed, but turned into a
triangle.

Since a new vertex is created, a new parameterization for that vertex must be
created. Although parameterizationis not consideredin the researb presered by
Ramseyet al.[53, it is simple to averagetheseparametervaluesaswell to allow a

cortinuous parameterization.

6.1.3 Edge Collapse

The last stepin the simpli cation processs performingthe actual edgecollapse.
Much of the work in this step is descrilked in the previous Sections,but will be
repeated here for clarity. Now that an edgehas been selectedand a vertex has
beencreated, the edgecollapseoperation can be performed.

The rst stepin the edgecollapseoperation is to actually changethe polygons.
All polygonsthat point to the endpoints of the selectededgeshould now be made

to point at the newly createdvertex. Note that in half-edgecollapseswe can make
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(a) Half-edge collapses (b) Full-edge collapses

Figure 6.2. Simpli cation on a real mesh.

all polygonsincident with the deleted vertex point to the vertex which was not
deleted.

The secondstepin the edgecollapseoperation is to mark all incidert polygons
with the newvertex asaltered. This alteration is usedin the edgeselectionprocess
to ewvenly simplify a mesh. In half-edgecollapses,only the polygonsincidert with
the removed vertex are marked as altered. In a full-edge collapse, all polygons
incidert with the endpoints of the selectededgeare removed.

The last step in the edgecollapseoperation, is to remove triangles that are
madedegeneratdn the edgecollapse.If a triangle hasoneof its edgescollapsed,it
should be removed. In a triangular mesh,two triangles are removed at eat edge
collapseasshown in Figure 2.4. In a meshthat cortains polygonswith an arbitrary
number of sides,polygonsare not necessarilyremoved during ead edgecollapse.
Instead, polygonscontaining more than three sides,simply have one lessside after
oneof their edgeds collapsed.An exampleof this is shavn in Figure 6.1. Figure 6.2

shows a real quadrilateral meshthat hasundergonese\eral edgecollapses.
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6.1.4 Vertex Splits

To allow for progressie transmission,cortinuouslevel of detail, and geomorphs,
vertex splits are necessary A vertex split is the dual of the edgecollapsingopera-
tion. They allow for geomorphso smaothly transition betweenmeshesat di erent
levelsof detail. They alsoallow for a smallbasemeshto be displayed or transmitted,
while slowly being updated for the information stored by the vertex splits.

When performing an edgecollapse,the information necessaryto perform the
vertex split is stored. This is more complicatedthan in a triangular mesh,because
polygonsmay be simplied or removed. The information stored in a vertex split

includes:
1. The 3D position of an endpoint v, of the edgecollapsed
2. The 3D position of the other endpoint v, of the edgecollapsed
3. The vertex id to which the edgecollapsedyv,
4. A list of polygonsincidert with endpoint v,
5. A list of polygonsincidert with endpoint v,
6. For ead removed polygon p, the vertex id which completesthe triangle

7. For eat polygon with edgev;;v, which was not removed, the cortext in

which the edgeexistedis necessary

The last step is necessaryto ensureproper reconstruction. For example,if a
polygon with vertices vs;V,; vi; Vs has undergonea collapseto becomevs; vg; Vs,
this step would store v4; v3 asthe cortext. This is doneto insert the edgein the
proper place, in the proper order, into the polygon. With this information, it is
possibleto completely reconstruct the original mesh. The information required is

the simpli ed coarsemeshand a list of recordsfor vertex splits.
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(a) The Venus model at full (b) 42 edge collapses are (c) 425 edge collapsesare
resolution comparedbeforean edgeis comparedbeforean edgeis
chosen chosen

Figure 6.3. The simplied Verus models have roughly 2000polygons. It should

be obviousthat the resultsfrom comparing42 edgecollapsesand 425edgecollapses
are quite similar. This obsenation is the basisfor cheking only a portion of the

meshbeforechoosing an edgefor collapse.

6.1.5 Results

In this simpli cation method, it is possibleto scanthe ertire mesh for the
best edgecollapse. Howe\er, it is only necessaryto view a subsetof possibleedge
collapsesbefore making a decisionon which edgeto collapse. Figure 6.3 givesan
exampleof a meshsimpli ed undertwo setsof thresholds. This gure suggestghat
the algorithm producessimilar results when the edgesto be collapsedare selected
from either a large or small set of candidates.

It is interesting to track the number polygonswith di erent number of sides
through the meshsimpli cation process.The crocodile surfaceconsistsof polygons
with up to twelve edges.Table 6.1 describteshow many polygonsof eah edgesize
were presemn at di erent points in the simpli cation process. It is interesting to
note that large polygonsare still presen in the nal meshasexpected.

The simple criteria for edgeselectionhas led to a meshsimpli cation method
which is highly e cien t and doesnot require a queuefor execution. When searting
one percen of the total meshfor a valid edge,the times for simpli cation that

were achieved are showvn in Table 6.2. By lowering the total number of edges
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Table 6.1. This table descrikesthe number of edgesead polygon cortains during
simpli cation. In this case,the crocodile meshis useddue to its interesting face
sizesand a threshold of 0.99 on the dot product test. The table descrikes the
number of polygonsin the meshof ead polygon size. The fully simplied mesh
cortains 26 polygonswith 12 sidescomparedto 64 12-sidedpolygonsoriginally.

Polygon Count

No. Edges| Original 10% 50% 70% Final
3 9331 10273 11412 10790 8930
4 12164 10721 6294 4678 2738
5 27 24 8 5 3
6 0 1 0 2 0
7 0 0 0 6 0
8 4 3 0 0 4
9 0 0 0 3 8
10 0 0 2 6 9
11 0 1 5 9 9
12 64 63 57 46 26

Table 6.2. This table descritkes mesh simpli cation times. Times include disk
accessand data structure creation. The secondcolumn descrikes the number of
polygonsin the original mesh. The third column descritesthe number of polygons
after simpli cation. In theseimages,one percen of the original total edgesare
searbed beforean edgeis chosen. A threshold of 0.99is used.

Model | Original | Simplied | Time(s)
Dragon | 871414 | 48584 42.900
Bunny 69451 6958 4.110
Crocodile | 21590 11695 3.670
Verus 4254 711 0.310

searhed before making a selection,thesetimes can be decreased.Howeer, since
eat simpli cation took lessthan a minute to execute,it was not necessary

An exampleof extreme simpli cation can be seenin Figure 6.4. In this gure,
the dragon model is displayed at full resolutionand at a simpli ed resolution after

marny half-edgecollapses.Featuresare presened even at this low level of detail.
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(a) The full resolution dragon model (b) A simpli ed versionof the dragon
cortaining 871,414polygons. model containing 48,124polygons.

Figure 6.4. The gures above give an example of simpli cation on the dragon
model. Notice that important featuresof the face, tail and even ridges along the
bad are still visible.

Figure 6.5showsthe crocodile model undergoingextremesimpli cation for two
di erent threshold values. Notice how more featuresare presened at the same

polygon court when using a higher threshold.

6.2 Creating Progressiv e Meshes
The stepstakento createa progressie meshfor usein the transition rendering
system are now descrited. Following the outline of creating a texture mapped

progressie mesh,this work proceedsin the following fashion:

1. partition the original meshinto charts basedon planarity and compactness

N

. straighten chart boundaries

w

. give eat chart a local parameterization

4. queueall possibleedgecollapseshasedon maximum texture deviation

(6]

. perform edgecollapses(includes updating the queueand storing vertex split

information) in a greedyfashionfrom the top of the queue

In the rst step, the original meshis partitioned into a group of charts. To

initialize the chart process,ead triangle is consideredas its own chart. Then,
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(a) Full resolution (b) = 0:95 (c) = 0:00
crocodile model

Figure 6.5. The simplied crocodile models have roughly 5600 polygons. The
two simpli cation methods were executedusing a di erent dot product threshold.
Notice how the tail and headhave more featureswhen using a higher threshold.

double planarity  (N¢;T)
f
double total 0
for each T;
total  total + A;(N. N;)
return (total)

g

Figure 6.6. A function to compute planarity

charts are mergedin a greedybasisbasedon a cost function. Ead chart has an
assaiated normal. During a chart merge,the normal of the two charts is averaged
to createthe normal for the new chart.

The cost function includes a term to include planarity and compactness.For
compactnessthe squareof the perimeter is used. For planarity, rst compute the
new normal N that would be usedfor the newchart. Then, for all triangles T; that
would beincluded in the new chart, sumthe product of the areaof the triangle A;
with the dot product of the chart normal and the normal of the triangle N;. This
algorithm would appear asshavn in Figure 6.6. The ertire costfunction is just the

sum of the planarity and compactnesdactors. The chart mergewith the lowest
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(a) Initialized chart (b) Original boundaries

(c) Straightened boundaries

Figure 6.7. A meshseparatedinto charts.

costis merged. A chart mergeshould not be allowed if the chart would not have at

least three chart cornersor if the chart would no longer have only one boundary.

This secondconstrairt existsto forcecharts to be topologically equivalert to a disc
which ensuresoetter parameterizationsin further steps. The chart mergingprocess
cortinuesuntil the number of charts, or the desiredsize of charts, is met.

Recall that chart corners are vertices that are incident with more than two
charts. Verticesincident with two charts are on the chart boundary, while vertices
incidert with just onechart belongto that chart exclusiwely.

Onceall charts have beenmerged,they will have jaggededges.Now, nd the
chart corners. For eat pair of chart corners,use Dijkstra's algorithm to nd the
shortestpath betweenthem. This traversalacrossmeshedgess usedto straighten
the chart boundaries. Figure 6.7 shovs an exampleof a chart initialization, results
of chart merging, and the results of boundary straightening.

The third stepin creatingthe progressie meshis to give ead chart its own local

parameterization. In this casewe usethe algorithm presened by Floater [15]using
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void parameterize  bound ar y (edge;i)

f

double perimeter 0

doubletotal O

double g

for each edge
e lengh(edge:vy; edge:w)
perimeter  perimeter + g

for each edge
vi:u Coipertioéagter 2)
ViV Sin(perti(?\tﬁaelter 2)
total e

g

Figure 6.8. Compute Boundary Vertex Parameterizations

the sameparameterization technique of Eck et al. [14] basedon harmonics.. The
rst stepin creatinga parameterizationis to createparametersalongthe boundary
of the chart.

The boundary parameterizationsare created about the unit spherein the fol-
lowing way. First, measurethe length of eath edgeand call it e. Now, sum the
lengths of all edges(total perimeter length) and call this p. Start with the rst
vertex vo and give this a parameterizationof 1; 0. Now, choosethe edgee, to which
this vertex belongs. This new vertex v; should be placedalong the unit spherean
arc length distance equalto the proportional distance of its edge. Thus, the new
vertex is an arc length distanceof 2 % away from the rst vertex. Keeptraversing
the boundary edgesin this way to compute a parameterizationfor ead boundary
edge. Figure 6.8 givespseuda@ode to compute boundary vertex parameterizations.

Howe\er, internal verticesstill do not have a parameterization. To acquirethe
parameterizationof internal vertices, createa sparselinear least squaresmatrix. In
this case,solve two systemsof equationsof the form Ax = bwherex isthe u andv
parameterizationfor which we are solving. The matrix A isan n matrix where
n is the number of verticesin the chart. Matrices x and baren 1 matrices. In

eath matrix, row i correspndsto vertex i of the chart.
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The chart is lled in the following way. First, initialize ewery ertry in ead
matrix to 0. For eath boundary vertex v;, insert a 1 into the A matrix at row i and
columni. Also, insert the u and v valuesof this boundary vertex into row i of the
b matrices.

For internal vertices, more work is required. For ead internal vertex, the
following procedure is used to compute its parameterization. The rst step is
to write ead vertex as a weighed linear conbination of its incidert vertices. To
do this, we usethe mean value coordinates [15]. For a vertex v, the weight of an
incidert vertex v; is de ned by:

_ tan( i(v)=2) + tan( i 1(v)=2)
- Vi v

wi (V) (6.3)

where ;(v) is the angleat v in the triangle denotedby the three points v; v;; Vi1 .
Sincethe sum of the weights shouldbe one, it is reinforcedin code by dividing eah
weight by the sum of the weights as shown in the following equation:

w; (V)

wi(v) = Wi (V)

(6.4)

Secondly we enter the weights into matrix A where appropriate. For example,
given the weight w; of the rst incident vertex v; of the internal vertex v, we must
insert this into the matrix A in the appropriate location. One catch is that incidert
vertex v; is not vertex v; of the chart. So,alookup in the list of chart verticesmust
be done. Thus, v; may be index i. in the chart. If the internal vertex v is at index
i; of the chart, w; is insertedin row i; at columni,.. Lastly, sincematrix b cortains
a0 at row ij, insert 1 into matrix A at row i; and columni;. Figure 6.9 gives
pseudaode for the ertire parameterization matrix creation process. To acquirea
parameterization at ead vertex, the two systemsAx = b are solved for x. Then,
vertex v; will have the parameterization given by x; in the two solution matrices.
Figure 6.10 shavs the parameterization of a chart throughout the simpli cation
process.

Now that ead vertex in the chart has a parameterization, it is possibleto

compute the cost of making a half-edge collapse. The cost of making an edge
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void matrix-setup (chartc)
f
comment: A::j refersto row i, columnj of matrix A

inti  c:number-of-vertices
Vertexv  c.vertices
for each v;
if v;:isboundary
Al 1
i vu
b:i viv
else
w FloaterMeanValue(v;; v;:incv)
Al 1

for each incy;
int | c:lookup(incv;)
Airj Wi

Figure 6.9. Setup the two systemsof matricesAx = b

collapseis equalto the maximum texture deviation of making that collapse. The
maximum texture deviation technique preseted in the work of Sanderet al. [56]is
used. The work of Sanderet al. built upon the appearancepreservingsimpli cation
work of Cohenet al. [9].

Cohenet al. [9] described the points which will have maximum texture deviation
after oneedgecollapse.Thesepoints lie alongthe original verticesand at the inter-
sectionof edgeswhenthe original meshand the simpli ed meshare overlayed. The
intersection test actually occursin parameter spacefor e ciency and guararteed
intersections. Figure 2.6 gives an example of vertices which would be tested for
maximum texture deviation.

To compute maximum texture deviation, the deviation at ead vertex is mea-
sured. To compute the texture deviation at a vertex, nd the parameterization
(u; v) of the point in the original mesh. Now, nd the 3D point at this point in the
original and simpli ed meshes.The texture deviation is the distancebetweenthese

two points.
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(a) Parameterizedwith full meshge- (b) Parameterization after 50% of to-
ometry tal vertex splits have beenperformed.

(c) Example parameterization on the
fully simplied mesh.

Figure 6.10. A chart which has undergoneFloater parameterization at various
levelsin the simpli cation process.

A cost for a half-edgecollapsecan be computed. For e ciency, compute the
cost for removing every half-edgecombination in the mesh. When organizedin a
gueue,a greedyapproad to simpli cation canbe performed. After an edgecollapse
howewer, somevertices no longer exist and the cost of removing some half-edges
must be changed. So, for an edgecollapse(va;Vp) ! Va, remove all nodesin the
gueuewhich refer to v, and v,. The vertices which are incidert with v, and v,

must alsobe removed from the queuebecauseheir neighborhood hasbeenaltered.
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Nodesmust be added badk to the queue. After the edgecollapseis performed, all
the half-edgecollapsespossiblemust be addedbadk to the queue. Thesehalf-edge
collapsednvolve the incidert verticeswith v,. Thus, all half-edgecollapsesossible
which include the incident vertices of v, are added bad to the queue. Note that
this will automatically insert the half-edgecollapsescontaining v,, soinserting the
collapsescontaining v, is redundart and unnecessary

Now that the medanics of using the queuein the meshsimpli cation process
are complete,simplifying the meshis now possible. Simply, make the simpli cation
with the leastcost. The half-edgecollapseto be usedin the simpli cation is located
at the top of the queue. After the collapse,update the queue as necessaryand
repeat. When the queueis empty, no more simpli cations are possible.Figure 6.11
shows a simpli ed meshdivided into charts and shaded. The gure alsoshaows the

samesimpli ed meshwhentexture mapped.

6.3 Ray Tracing Displaced Progressiv e Meshes

Interactive ray tracing reliesheavily on an underlying accelerationstructure to
maintain renderingspeedand e ciency. This sectiondiscusseshe work necessary
to maintain somee ciency in ray tracing while using a displacedlevel of detalil
hierardhy. This technique was designedprimarily to work with the progressie
mesh createdin Section 6.2, but it may be possibleto extend the work to other
level of detail hierarchies.

This researb usesdiscrete levels of detail. The progressie meshis used to
create mesheswith a varying number of polygon sizesfor more e cien t rendering.
Discrete levels of detail are more desirablein a ray tracing framework, becausehe
construction of the accelerationstructure does not require additional information
to include the dynamically changing mesh.

Sincethe progressie meshconstruction useshalf-edgecollapsesthe verticeson
the fully simpli ed meshare guararteedto alsolie on the fully detailed mesh. This

is useful becausea single bounding volume can be createdfrom the detailed mesh.
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() A simplied meshdivided into charts.

(b) A simplied meshapplied with a texture map.

Figure 6.11. Meshsimpli cation using charts.

This bounding volume is usedin accelerationstructures to determine if the mesh
needsto be intersectedby the current ray.

To computethe bounding volumefor a displacedprogressie mesh,this researt
makesuseof the maximum and minimum possibledisplacemeh When computing
the bounding volume for the mesh, ead vertex is also displacedto its maximum
and minimum values. Thus, if the bounding volume is not intersected,no triangles
at any level of detail of the meshwould be intersectedby the ray. Now that a

bounding volume exists for the mesh object, it is possibleto create the discrete
levels of detalil.
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A number of meshes at varying levels of simpli cation are chosen. Generally
thesen meshesare evenly spacedin polygon court. Mesh M, correspndsto the
fully simplied meshand meshM, correspndsto the fully detailed mesh.

An accelerationstructure is created around eady mesh, M. As triangles are
inserted into this accelerationstructure, careful attention is given to include the
maximum and minimum displacemets along ead vertex. This createsa volume of
spacewhich ead triangle occupies. A completediscussionof ray-tracing accelera-
tion structures can be found in An Introduction to Ray Tracing [1]. This researt
usesa simple 3D spatial partioning algorithm to createthe accelerationstructure
around eat mesh.

As the user moves about the scene,the distance betweenthe cameraand the
meshmay change. Typically, asthe cameragetscloserto the object, a moredetailed
meshis used,but di erent transition functions may have di erent behavior. When
a new meshis required by the transitioning algorithm, the mesh object simply
points to the accelerationstructure of the newly requestedmesh. In this way, very
little processingtime is requiredto switch betweenlevels of detalil.

When the bounding box of the meshis intersected,the intersection routine is
simply passedto the accelerationstructure of the appropriate level of detail of the
mesh. Then, the intersection proceedsthrough the accelerationstructure until an
intersectiontest with a triangle is required.

Sincetriangles may be displaced,more information is required for ead triangle
than in a typical ray tracer. Sincedisplacemets occur along vertex normals, the
vertex normals are required. Also, sincethe displacemeh amourt is a lookup into
a 2D texture-like table, the u;v parameterizationis also required information for
ead triangle. Sincethe progressie meshconstruction usesparameterization,these
valuesare usedaslocal coordinatesinto the displacemeh map.

Typically, displacemeh mapsare de ned at a ner resolution than that of the
mesh. This is why displacemeh maps often instantiate millions of triangles in
typical scenes. In this researf, we use a Loop-like 4-to-1 triangle subdivision

shemeto re ne existing meshesfor usein displacemeh mapping. Given n levels
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of subdivision, ead intersectedtriangle test must actually intersect 4" triangles.
Thusif there is no subdivision, only the giventriangle is intersected. If thereare v e
levels of subdivision ead triangle is subdivided into 1024triangles. Algorithm 6.12
demonstratesthe recursive subdivision routine descrited above. This algorithm
should make senseexcept for the hit:df term. This term is used by one of the
transition algorithms descriked in Chapter 7. Figure 6.13 is an accomparing
diagram to the algorithm. This gure demonstratessome of the calculations in
the subdivision routine and illustrates the location of the points descriked in the
algorithm.

When subdividing small triangles, it is possibleto createa triangle small enough
that numerical precisionrendersthem uselessBad triangles are taggedto prevent
further subdivision. This makesray tracing displacedtriangles more e cien t.

At this time, this researb doesnot addressintersection accelerationof subdi-
vided triangles. The reader should refer to Direct Ray Tracing of Displacemen
Mapped Triangles by Smits et al. [64] for further information on e ciently ray

tracing displacedtriangles.



void displa ce-intersect (ray; hit; P; U;N;level)
f

if level ==

return (inter sect(Pg; Py, P¢))

Point P., = (Pa+ Pb)=2

Point Uy = (Ua + Ub)=2

Vector Ng, = ((Na + Np)=2):normaliz &)

Point Py = (Pa + P.)=2

Point Up. = ((Up + Uc)=2)
Vector Ny = ((Np+ N¢)=2):normalize()
if level ==

Pa= Pa+ No dmap(Uy) hit:df

Poe = Poc+ Npe  dmap(Usg)  hit:df
intersect(Pa; Pap; Pac)
intersect(Pap; Po; Poc)
intersectPac; Pog Pc)
intersect(Pac; Pab; Poo)
else

Pa; Pab; Pac; Ua; Uab; Uac; Na; Nab; Nac; |eve|

displa ce-intersect (ray; hit;
displa ce-intersect (ray; hit;
displa ce-intersect (ray; hit;
displa ce-intersect (ray; hit;

Pab; Pb; Poc Uab; Up; Upe; Nan; Np; Nipg; level
Pac; Poc Pe; Uac; Upes Ug; Nac; N Ne; level
Pac; Pab; Poc; Uac; Uab; Upe; Nac; Nap; Npc; level

Figure 6.12. A recursiwe subdivision triangle intersectionroutine.
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S

Na Nab

(a) The original meshbeing subdivided. (b) The middle subdivided triangle be-

ing subdivided.
Nac
Pac
4%3 Phc
Naac
Npc
Pab
/Pa /Paab l
N
? Naab N ab

(c) The bottom left subdivided tri-
angle being subdivided.

Figure 6.13. Demonstrating subdivision calculations on an original triangle and
a triangle which was already part of a subdivision.



CHAPTER 7

TRANSITIONS

Thus far, this dissertation has discussedBRDFs, redistributed bump mapping,
and progressie meshes. In this chapter, the methods to transition between ren-
dering methods and between geometriclevel of detail are deweloped. While some
implemertation details on how to usethesetechniquesare cortained in previous
chapters, this chapter descrikes,in detail, how to transition betweenthesemethods.

In Section7.1, transitions betweenthe discrete LOD are discussed.Rendering
transitions are discussedn Section7.2. This sectionalsodescritesa changein the
displacemen map techniqueto allow it to work with the current transition function
scheme. Lastly, Section7.3 discusseshe transition function, motivatesits use,and

provides details about how the function works.

7.1 Geometric Level of Detalil

Se\eral discrete levels of detail are created from a progressie mesh. Since
progressie meshesare appearancepreserving, it becomespossibleto transition
immediately when the transitioning routine requiresa new level of detail.

As the user moves about the scene,the distance betweenthe cameraand the
meshmay change. Typically, asthe cameragetscloserto the object, a moredetailed
meshis used,but di erent transition functions may have di erent behavior. When
a new meshis required by the transitioning algorithm, the mesh object simply
points to the accelerationstructure of the newly requestedmesh. In this way, very
little processingtime is requiredto switch betweenlevels of detail.

When the bounding box of the meshis intersected,the intersection routine is
simply passedto the accelerationstructure of the appropriate level of detail of the

mesh as directed by the transitioning function. Then, the intersection proceeds
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through the acceleration structure until an intersection test with a triangle is
required.

If the changein geometriclevel of detail occurswhile polygonsoccupy lessscreen
spacethan a pixel, then little visual lossof accuracyoccursasdesired. Section7.3

descrikes, in more detail, whento transition betweengeometriclevels of detail.

7.2 Rendering Transitions

Beder and Max [4, 5] descrite how to transition betweendi erent rendering
methods. The three rendering methods consideredare: bidirectional re ectance
distribution functions, redistributed bump maps and displacemen maps. Thus,
the two transitions consideredare BRDF to bump and bump to displacemen
Transitions are handled in the sameway asthe method of Bedker and Max. The
previouschapters have discussechow to ray trace eat of thesemethods, and thus,
it is possibleto compute an intensity along a ray for any given rendering method.

Givenan intensity from oneof the renderingmethods, the rst intuitiv e method
of transitioning betweenrendering methods is to simply interpolate the intensities.
In fact, this is the method proposedby Beder and Max to transition from a BRDF
to a redistributed bump map.

Intensity interpolation fails when transitioning between bumps and displace-
merts becausethe geometryis actually changingin a displacemeh map. Beder
and Max introducethe ideaof a partial displacemeh In this method, the geometry
is slowly displacedto its full height during the transition. Figure 7.1 showvs a
displacemen map at se\eral di erent partial displacemets. This givesthe proper
geometryduring the transition period.

Due to the changein visible heighs during partial displacemety more work is
required to compute the proper intensity during a transition betweenbumps and
displacemets. Figure 7.2 givesan exampleof how the visible normals changewith
bump heigh.

Let t be the fraction of the overall displacemen usedin a partial displacemen

The redistribution function modi es normals so that they statistically match the
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(a) No Displacemern (b) 50% Displaced (c) Full Displacemernt

Figure 7.1. This imageshownsdierent levelsof partial displacemets. The height
of the displacemenh changesduring the transition betweenbumps and heighs.

/NN

<

Figure 7.2. This gure demonstrateshow visible normals change with bump
heigh. Notice that the bottom imagehasmorevisible normalswhich point straight

up.

visible set of normals as computed from the displacemeh map. Beder and Max
showv that a new viewing angle \ can be computed which has the sameset of
visible normals in the fully displacedsurfaceas \ doesin the partially displaced

surface. \ is computedby the following equation:
w = arccofcot( )=(1 t)): (7.1)

Sincemany math libraries do not have arccotand cot functions implemerted, recall

that cotis 1=tan. Usingtan and arctan,the equation becomes:
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Vector newnormal ( v;t; Np)
f

w arctan(tan( v)(1 t))
NS F ( w;Np)

N¢ F(v:ND

g

Figure 7.3. An algorithm to compute appropriate normals from a partially
displacedsurface.

w = arctan(1=(1=(tan( v)=(1 1t)))): (7.2)
This further simpli es to the very simple equation:
w = arctan(tan( ,)(1 t)): (7.3)

At t = 0 the redistributed bump map is used. Thus, ast approadhesO,
become<loserto . Ast approadesl howewer, the algorithm becomesvery close
to full displacemen At this point y becomescloseto 0 as expected.

Thus, to shadea partially bumped surface,the following algorithm is used. First
compute . Secondly modify the bump normal Ny, usingthe inverseredistribution
function, F ! with . The inverseredistribution function is createdthe sameway
as the redistribution function F is createdin Chapter 4. The only di erence is to
switch the bump function f for the displacemen distribution g when creating the
tables and performing lookups. At this point the normal N should be the sameas
if renderedfrom the at patch. Now apply the redistribution function to N2 from
the viewing direction  to accomplishthe proper normal N¢. The algorithm to
shadea partially bumped surfaceis shown in Figure 7.3.

This completesthe discussiorof transitioning betweenrenderingmethods. When
aray intersectsthe surface,the transition function is calledto selectwhich method
to use. The transition function T(d; ) selectsone of the v e following rendering
methods: BRDFs, redistributed bump maps, displacemet mapsor one of the two
transitions.

Sincethe ray must rst intersectthe surfaceto call this transition function, it

becomesdi cult to construct a systemwith traditional displacemen maps. One
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AN ATH

(a) Positive Displacemerts

T

(b) Negative Displacemeris

Figure 7.4. Forcing displacemefn mapsto cortain only negative displacemets.In
(a), displacemets from the surface\push" the surfaceinto small bumps. In (b),
all displacemets are shifted down by the maximum displacemeh The bumpsstill
look the same,but the technique is di erent.

solution is to tie the transition function to an accelerationgrid. Sincethe transition
function usedin this work is dependernt upon the viewing direction  de ned in
the spaceof the normal of the surface,it becomesdi cult to completely tie the
transition function to an accelerationgrid. Also, sincemany accelerationstructures
are basedon somethingother than a grid, it is perhapsbetter to de ne a di erent
method of gracefully solving this complication.

A displacemeh map is typically de ned as a scalar distance along a vertex
normal. It is possibleto force the displacemen to be ertirely positive or ertirely
negative. Given a displacemen map with a positive maximum displacemen of

maxg, translate all displacemen valuesd(i; j) by the following equation:
d(i;j) =d(i;j) maxg: (7.4)

If the maximum displacemen value is negative, this translation will still work but

is not necessaryFigure 7.4 demonstratesthe e ect of this changeon a surface.
Sinceall displacemets are now de ned into the surface,a transition function

may decideon the renderingalgorithm to useafter the ray intersectsthe surface. If

a displacemen or a partial displacemen is required,anewray is red to determine
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if the displaced surfaceis still intersected. If it is not, ray tracing proceedsas

normal.

7.3 Rendering Transition Functions

Bump mapsare most accuratewhenthe viewing angleis parallel to the surface
normal. Silhouettes and object occlusion are two errors in bump maps. Redis-
tributed bump mapssolwe the object occlusionerror while displacemeh mapssolwe
both problems. Along the object silhouette, it therefore becomesdesirableto use
a displacemeh map. Howewer, when the spatial frequency of a feature exceeds
the Nyquist limit (one half cycle per pixel), the BRDF should be used. It becomes
obviousthat the renderingtransition function shouldthusbe afactor of the distance
d to the cameraand the anglebetweenthe object normal and the viewing direction

v (this is perpendicular at the object silhouette).
Beder and Max [4, 5] de ned the transition function as:

1=d D

T(d; )= W

(7.5)

In their transition function, d is the distance from the camerato the surface,
is the angle betweenthe viewing ray and the surfacenormal, and D is a variable
which takesinto accourt userinput, c, the frequency of the bump map, f, and
the number of times the bump map is propagatedover the surface,S. Thus D is
de ned as:

D=cf S: (7.6)

This equationshowvsthat D is a userde ned variable which is depender upon the
bump map. In this dissertation, D is usedas a purely user de ned variable for
simplicity.

As descritedin Section2.4.3,Beder and Max de ne a group of threshold values
that descrike which algorithm to use basedon the transition function. They set
four threshold values(e;, e, e;s and &) for the renderingprocess.If T < e, render
usingthe BRDF only. If e, < T < &, transition betweenBRDFs and redistributed
bump mapping. If & < T < e3, they renderedusingtheir bump mappingtechnique.
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If e < T < &4, renderusing transitions betweenredistributed bump mapping and
displacemen mapping. Lastly, if T > g4, renderusing a displacemeth map. Beder
and Max used the following set of values: e, = 1, = 03,63 = 0:3; and
e; = 1. Thus, the rendering method usedis basedon T(d; ). The rendering
method selectedby T(d; ) is illustrated by:

: BRDF if T(d; ) < 1.0
% BRDF-Bump Transition if 10 < T(d;) < 03
Method = Bump if 03 < T(d; ) < 03
% Bump-Disp Transition if 03 < T(d; ) < 10
' Disp if T(d; ) > 10

where Bump implies redistributed bump mapping and Disp implies displacemen
mapping.

Now that the transition function is de ned and a description about which
algorithm should be usedin which situation, examining the behavior of the tran-
sition function will further demonstratewhen ead algorithm is used. Figure 7.5
demonstratesplots of various inputs to the transition function T(d; ) dewloped
by Beder and Max [5, 5] and usedin this dissertation. The graphsin Figure 7.5
demonstratethe transition function for changing .

In Figure 7.5, when 1=d is greater than D, the transition function is always
positive for changing values. Since the transition function usesredistributed
bump mapping or displacemetn mapping, whenT(d; ) > O, the transition function
will always useredistributed bump mapping or displacemeh mapping when 1=d >
D. Also notice that when 1=d < D, the transition function is always negative.
This meansthat the rendering method will always use BRDFs or redistributed
bump maps. As d increases,the transition function decreases.Figure 7.5 also
demonstratesthe e ect of changingthe D parameter. Notice that if Dy is lessthan
D, the transition function is always greater. This meansthat asD getslarger, the
transition function choosesBRDFs at smaller distances. Recall that the value of

T(d; ) completely decidesthe rendering method.
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7.4 Geometric Transition Functions

Luebke et al. [39 descrike a level of detail method basedon distance ranges.
Let M, be the most detailed meshin this case. Mesh M, is the most simpli ed
mesh. Givenn levels of a meshto choosefrom, and a rangeof distancesr; to r,, 1,
usethe most detailed meshM, if d< ry. If ry < d< r,, useM,. Analogously if
ri 1 <d<rj,useM;. If d> r, 1, the most simplied meshM, is used. In this
way, the level of detail to useis basedon the distancefrom the camerato the mesh.

Sincediscrete levels of detail are used, the erntire meshmust change basedon
the distancefrom the camerato the object. This preserts a problem becausesome
portions of the meshmay closerthan others. The solution to this problem is to
compute the distanced from the camerato the cerroid of the object. While this
is not exact for eat location on the mesh,it provides a method of using a single
meshfor a single viewpoint.

The rangesr; to r, ; can be modi ed to take into accourt the fact that the
closestpossibledistanceto the meshmay not be the certroid. Let the maximum
distance from the certroid of a meshto the surface of the meshis m. A new
distance, d° can be usedto compute the level of detail. This new distance d° is
simply:

d®=d m: (7.7)

This modi cation is conserative. It always usesa level of the mesh which is
equal to or larger (in polygon court) to the meshrequired by the original level
descriked by Luebke et al. They explain that usingthe distanceto the point on the
object nearestthe viewer is the best solution, but this requiresa rendering passor
additional computation and is thus not ase cient asthe modi cation usedin this
dissertation.

The construction of thesedistancerangesr is often done empirically. However,
sincethe screenspaceprojection of an object is proportional to 1=d, it makessense
to usethis in the construction of the distanceranges. When the screenspacearea
of a polygon is half the size of its full areain mesh M, a mesh with half the

number of polygonscould be used. This is possiblebecauseeat polygon would
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then have roughly double the area of a polygon in the fully detailed mesh M;.
Figure 7.6 demonstrateshow it is possibleto construct distance rangesbasedon
this information.

When the camerabecomesrery closeto the object, it is possibleto usea smaller
level of detail. This occurswhenindividual trianglesmay occupy all of screenspace.
If a triangle occupiesthe majority of screenspace,the focusis no longer on the
macro-structure of an object. Focus shifts from the details of the object to the
details of its surface,sud as a displacemeh map. Sincesimpli ed versionsof the
progressie meshcan still be displaced,it is possibleto usethe simpli ed version
to acquire an accurate depiction of the displacemen map. Figure 7.7 illustrates

which level of detail is usedat various distances.

7.5 Combining Transitions

The rendering transitions operate seamlesslywith transitions in the geometric
level of detail hierarchy. Through the useof an appearancepreservingsimpli cation
method, transitions between the levels of detail occur with little loss in visual
accuracy Notice that both rendering transitions and geometric transitions are
proportional to the 1=d, whered is the distancefrom the view to the surface. This
distanceis computed by the certroid for geometry transitions and on a per pixel
basis for rendering transitions. Notice that the transition methods can improve
e ciency at many distancesaway from the surface,including when very closeto

the object.
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(b) Here,d = 1. Notice that asD gets larger, the algorithm is forced towards
BRDFs.

Figure 7.5. These plots demonstrate the e ect of dierent variables in the
transition function. IncreasingD forcesthe transition to use BRDFs more often.
As the cosinedecreasesthe renderingalgorithm is pushedtoward the extremes.
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Figure 7.7. This graph demonstrateswhich level of detail is usedat eadt distance.
Note that simpli ed meshesover alarger domain of distancethan the fully detailed
mesh. Also note that whenthe viewpoint becomesrery closeto the surface,a more
simpli ed meshis used.



CHAPTER 8

RESUL TS, CONCLUSIONS AND
FUTURE WORK

8.1 Results

The normal distributions usedfor the algorithms displayed in this chapter are
stored in tables for N, N and V of sizes31, 31 and 31 respectively. Since
redistributed bump mapping involves computing seeral integrals over the nor-
mal distribution, the table size of normals a ects redistribution bump mapping
computation time. Equation 4.12and equation 4.13are usedin the redistribution
function. Increasingthe size of the normal distribution tables increasesrendering
times. Decreasingthe size of the normal distribution decreasesenderingtime at
the costof visual accuracy As future work, it would be possibleto precomputethe
integralsto allow for singletable lookupsinstead of the calculation of the integral.
Howeer, increasingthe sizeof V increasesvisual accuracy especially at grazing
angles. Sincethe normal distribution is renderedfrom many di erent V directions,
increasingthis table sizeincreasegreprocessingtime linearly. IncreasingV in the
tables improvesthe quality of the BRDF rendering while increasingpreprocessing
times. The table sizeswere chosenprimarily due to low preprocessingtimes (less
than 3 minutes for imagesshavn here), and that we detected very little visual
inaccuraciesdue to the table sizes.

The redistributed bump map stores the redistribution function in a table
of size1000and a table of size 1000x1000. The inverseredistribution function
usesthese samevalues. Thesetable sizeswere used becausethey resulted in the

sameerror as solving the inverse function directly. The redistribution function
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doeschangewith angle and appearsmore plausible than a simple bump map. To
generatethe redistributed bump map and remove somealiasing, sometimesit is
necessaryto averagethe normal distribution bins. The redistribution functions
presered in this chapter usea simple box Iter of width 3 to ensureno aliasing
within the function.

The imagesin this sectionusea subdivision level of 5 for displacemeh mapping
unlessotherwisestated. This meansthat for ead triangle in the original mesh,1024
triangles are createdand intersectedfor the displacedsurface. Sinceno acceleration
structure is createdaround theseextra triangles, this naturally hampersrendering
e ciency. This is one areathat could great improve performancein the system.
Figure 8.1 demonstratesthe di erence when changingthe subdivision level. Notice
that the di erence in rendering time betweentwo di erent subdivision levels is
roughly a factor of four. This is becausdour times asmany trianglesareintersected
at ead increasein subdivision. All imagesare computed on 10 600 MHZ MIPS
R14000Processors.Computation times re ect imagesizesof 180by 180pixels, but
they scalelinearly with imagesize.

The discrete level of detail progressie meshusesswitch points similar to that
showvn in Figure 7.7. In other words, use the simplest meshif d < :100. Use
the full meshif 0:100<= d < 1:25. Usea meshwith 80% of the polygonswhen
1:25<= d < 1:66, 60%if 1.66 <= d < 2:50, 40% when 250<= d < 5 and 20%

otherwise. This is demonstratedmore clearly as:

8
Moo if d < 0:100
§ M 100 if 0100 < d < 1:25
_ Mgo if 1.25 < d < 166
FOD= 2 Mg if 166 < d < 250
% Mg if 250 < d < 500
Moo if d > 500

where M, designatesa meshwith 20% of the polygonsof the original meshM 1q.
Using v ediscretemeshegjave very little visual error. Using more meshesllowsfor
more minor changeswhenthe level of detail changesat the cost of greater memory
expense.Usinglessmesheslsousedessmemorybut causeghe transitions between

meshedo be moredrastic. Figure 8.2demonstratesa changebetweense\eral levels



(a) Subdivision level 1
creates 4 triangles per
original triangle. This
imagecompletedin 0.41
seconds.

(b) Subdivision level 2
creates 16 triangles per
original triangle. This
imagecompletedin 1.02
seconds.

(c) Subdivision level 3
creates64 triangles per
original triangle. This
imagecompletedin 3.43
seconds.
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(d) Subdivision level (e) Subdivision level 5
4 creates 256 trian- creates 1024 triangles
gles per original trian- per original triangle.
gle. This image com- This image completed
pleted in 13.04seconds. in 51.48seconds.

Figure 8.1. Changing Subdivision Level

of detail. When the level of detail decreasesesspolygonsare used. One thing to
look for at a changein level of detail, is a changein object shading. Changesin
object shadingis a visual cuewhich candistract a viewer whenthere is a changein
level of detail. Notice that the object shadingin the imagesof Figure 8.2 changes

very little for ead pair of images.
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Figure 8.3 demonstrateschangesin the level of detail hierarchy and rendering
methods as the user moves towards an object. In theseimages,greenrepresets
the full displacemen should be usedas showvn in Figure 8.3(a). Blue represets
redistributed bump mapping, while red represets the BRDF. In areasof transition,
a slov gradiert betweentwo colorsis prese. The imagesin Figure 8.3 simply
demonstrate when eat rendering method is used and the quality of rendering
transitions. Theseimagesalso demonstrate the di erence in rendering times at
various positionsin the mesh.

A complete comparison of rendering times (in seconds)of eathy method at
various viewpoints is shovn in Table 8.1. The fully detailed LOD corresmpnds
to the full detail of the mesh. A 5000 polygon three holed torus meshis usedfor
thesemeasuremets. The displacedLOD times correspnd to a subdivision level
of six, which meansthat 4096 polygons are intersectedper polygon in the mesh
before subdivision. The simplied meshcorains 446 polygonsor roughly 9% of
the polygonsin the fully detailed mesh. Theserenderingtimes were processedn a
single 600 MHZ R14000processor.Notice that ead level of subdivision generally
increasegenderingtime by a factor of four as expected. At further distances,the
speedup over displacemeh mapsis signi cant. Howewer, when closeto the object,
the displacemeh map is still used. Howeer, the transition systemadiieved over a
four times speedup over the fully detailed displacedmesh. Figure 8.4 demonstrates
the meshfrom the three viewpoints preserted in Table 8.1, as well as the e ects
of changing the user parameter D in the transition function. As D is increased,
simpler renderingmethods are used. Contrariwise, asD decreasesmore expensiwe
renderingmethods are used. In Table 8.1 times for a displacedmeshof subdivision
level 2 (16 triangles per triangle in the mesh)and subdivision level 3 are given.

Figure 8.5 demonstratesthe two transitions methods with a di erent bump
function. It is important to notice that the transition function is behaving as
desired. Along the silhouettesof the object, displacemeh mapsare usedmore often.
Also, redistributed bump mapping is usedmore often when the angle betweenthe

view and the surface normal is parallel. This is the desired behavior that one
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Table 8.1. Renderingtimes per frame in seconds.Cameraposition is denoted by
e.

RenderingMethod e=(0,0,1) e=(0,0,10) e=(1.1,0.2,0.34)
Fully Detailed LOD 0.33 0.11 0.38
Fully Simplied LOD 0.40 0.11 0.38
Displaced Detailed LOD 6.54 1.34 10.75
Displaced Simplied LOD 5.25 1.08 7.12
Displaced Detailed LOD 24.95 5.09 41.52
Displaced Simplied LOD 19.48 3.93 26.93
BRDF 0.40 0.11 0.45
Bump Map 0.42 0.11 0.48
Redistribution Bump Map 3.70 1.40 3.99
Transition System 3.70 1.33 9.31
Transition System 3.70 1.33 31.28

should expect from the method. When closeto the object, the bumps modify the
silhouette of the object as expected.

Lastly, Figure 8.6 demonstratesall three methods from a single viewpoint.
Notice that geometry is displaced when close to the viewpoint and along the
silhouette. At anglescloserto the viewpoint, redistributed bump mapping use.
Lastly, when further away from the viewpoint and along the silhouette, BRDFs
are used. Notice the smaoth transition from displacemets (green)to redistributed
bump mapping (blue) and from redistributed bump mapping to a BRDF (red).

While geometriclevel of detail has beenexaminedthoroughly, very little work
has been completed in the area of rendering transitions. This dissertation suc-
cessfullydemonstrateshow to conbine a geometriclevel of detail framework with

rendering transitions to allow for a renderingwith great e ciency.
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(a) Transition between 4446 polygons and (b) Transition between 3446 polygons and
3446 polygons 2446 polygons

(c) Transition between 2446 polygons and (d) Transition between 1446 polygons and
1446 polygons 446 polygons

Figure 8.2. Demonstrating transitions between se\eral levels of detail. Notice
that there is little lossin visual accuracy Imageson the left have more polygons.
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(@) d= 0:55,t = 4:88 (b) d= 0:79,t = 5:27

(c) d= 0:94t = 0:59 (d) d= 1:18t = 0:46

(e)d= 194t = 0:24

Figure 8.3. Moving away from an object results in changesin level of detail
hierardchy, rendering methods and renderingtimes. d represets the distance away
from the cameraand t represeis renderingtime in seconds.
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(@ D = 1.0 at e=(0,0,1) (b) D = 3:0 at e=(0,0,1)
(c) D = 1.0 at e=(0,0,10) (d) D = 0:3 at e=(0,0,10)
(e) D = 1.0 at e=(1.1,0.2,0.34) (f) D = 1.3 at e=(1.1,0.2,0.34)

Figure 8.4. The e ects of changingthe userde ned parameterD in the transition
function. As D is increased,the algorithm is shifted towards BRDFs. As D
decreasesdisplacemen mapping is more likely to be used.
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(a) Partially Displaced

(b) BRDF Along the Silhouette

Figure 8.5. Renderingtransitions on a bumped surface. These gures simply
show the transitions betweeneadt method. Notice that displacemets (green)in
(a) and BRDFs (red) in (b) are retained at silhouettes.
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Figure 8.6. All v e rendering methods. Green represets displacemeh maps,
blue represets redistributed bump mapsand red represets BRDFs. The gradierts
betweenthe colorsshownsthe transition renderingregions. Notice that the algorithm
stays greenand red for a longer period of time along silhouettes.
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8.2 Future Work

There aremany techniqueswhich arenot presened in this dissertation. Shadavs
are completely excluded. It may be possibleto include Max's horizon maps [40]
alongwith a BRDF which takesshadaving into accour to include this feature.

The BRDFs presetted in this dissertation are isotropic. Howewer, many heigh
elds are not, which would create anisotropic BRDFs as well. Likely, computing
the BRDF for the fourth dimensioncould solve this problem. Aliasing and other
artifacts may have to be considered(as they are for redistribution functions), but
anisotropic BRDF generationis a direction of future work.

Also, many surfacesare not simply di use. By allowing for specular BRDFs
and objects, a larger classof objects can be modeled, including metals and plas-
tics. Incorporating other rendering techniquesand surfacetypesis also an area of
future researb. Subsurfacescattering, translucency uorescence,and other global
illuminations schemesmight be possibleto incorporate into this e cien t method of
rendering transitions by using the expensiwe techniques (subsurfacescattering) at
closedistanceand a BRDF when further from the object.

While ray tracing is not conduciwe to cortinuous levels of detail, it is possible
to usethesemore e ciently in other rendering systems. Selecti\ve re nement can
be usedto further the view-dependen rendering of the object and thus reduce
polygon court even further. Hoppe [24] descriked how to use selective re nement
and geomorphson a progressie meshand sud a method could be useddirectly in
this system.

A dewlopingareaof researt is the bitexture. In bitextures, an object's coloris
de ned for all lighting and viewing directionsin a parametric domain. This makes
bitextures a 6D function. It becomes/D whendependert upon wavelength. Meth-
odsfor e cien tly storing, computing and usingfull bitextures are still forthcoming,
but incorporating them into this researt is an ideafor future researb.

Perhapsthe mostinteresting ideafor future work is to include this researt into
other rendering engines.Graphics hardware processorsare growing more powerful

at an extremerate and may renderingalgorithms are being ported or transformed
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to operate on this hardware. It is likely that view-dependen displacemets could
be combined with hardware bump maps and BRDFs to implemert this researt
in a hardware framework. Level-of-detail hierarchies also naturally t into this
ervironmert.

Implemerting an interactive displacemeh mappingtechniqueis critical to using
this systemin a completely interactive ervironmernt. Howewer, using charts to
drive simpli cation can assistin other forms of ray tracing environmerts. In a
distributed ray tracer, eat processorcould be responsible for all triangles in a
given patch. Patches should cortain a large number of polygonsto make this a
reasonabledistributed ray tracing technique for triangles.

A large amourt of future work remainsfor this dissertation. This dissertation
provides a complete and thorough examination of ead algorithm preserted. The
researb demonstratesthat a systemcan be implemerted to e ciently transition
betweenrenderingmethodsin a level of detail hierarchy while maintaining little loss
in visual accuracy BRDFs and renderingtransitions supplemen the large amourt
of triangles that must be createdfor an e cient displacemeh mapping technique.
This dissertationimplemerts a systemwhich usesappearancepreservingtechniques
(BRDFs, bump maps) in a geometriclevel of detail framework. A novel method
of intersections between a ray and a bilinear patch has been descrited, as well
as a method for simplifying arbitrary polyhedral meshes.The processof creating
normal distributions from bilinear maps,and creating redistributed bump mapsand
BRDFs from normal distributions has beendescribed in detail. This dissertation
hasalsodescrited the processof renderingredistributed bump maps, BRDFs, and

displacemenh mapped progressie meshes.
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