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1 Introduction

Advances made in computer technology contributed to the development of computer networks,
which connect computers allowing them to directly share data. The rapid technology growth has
made omputer networks both powerful and ubiquitous. Users of networks now have the capability
to span the globe and discover desired information by making contact with another com puter in the
blink of an eye. The global network can be viewed at two separate levels: the Local Avea Network
(LAN) and the Wide Area Network (WAN).

The LAN includes the nearby computers to which you are connected without leaving a given
area. "The LAN might span the com puters in a single building, for example. The WA N is a collection
of LAN=. Multiple LANs interconnected often over vast distances allowed users of different groups
to comiminicate, and thus gave birth to the capahbilities of the Internet.

When discussing data transfer over 8 LAN or WAN, terms such as bandwidth and latency are
frequently mentioned. The bandwidth of & connection is the amount of data that can be passed
along a communication channel in & given period, often measured in bits per second. The latency
is the time that it takes for & packet of information to traverse from the sender to the recelver,

The networking of computers has spawned an explosion of new applications. Email, online
shopping, Napster, instant messages, and internet banking are but a few of the side-effects of
compiter networks. As higher speeds are attained, the envelope of new ideas is opened and new
applications are ereated. One such new application is mown as Grid Computing.

Grid Computing [2] is an emerging technology that allows computations being performed at
distant locations to cooperate. For example, ocean modeling researchers at UNH might want to
couple their ocean simulation with an atmeosphere simlation executing at the National (keean and
Atmesphere Administration faclity in Boulder, Colorado. In the real world, the ocean and the
atmosphere inHuence each other, so it is highly desirable to have models for the ocean and the
atmosphere cooperate to better represent the complexities of our earth's environment.

If both models were run at the same site, then smaller models (or coarser models) might need
to be run to fit both models into the computer facilities available at one site. Grid Computing
allows the com puter resources at two sites to be coupled, thus enabling both models to execute at
a larger size (or finer grain] than might otherwise be possible. Therefore, from one one viewpoint
Grid Computing supports the coupling of applications, and from another viewpaint it supports the
coupling of computing resources.



Grid Computing utilizes & WAN to allow distant applications to commminicate with each other.
A key problem facing Grid Computing researchers is to effectively utilize the large bandwidth
available in today's WANs. If the connecting network cannot be fully otilized then the coupled
applications may need to wait for data to arrive over the network, This may severely limit the
rate at which the coupled applications can exemte. Attacking this problem was the foous of this
research,

Transmiszion Control Protocol (TCP) is most commonly nsed for a relisble communication on a
WAN because it is a connection-oriented protocol. The definition of a connection-oriented protocol
is that it requires aclmowled gments to be sent upon the reception of each packet of information.
As a result the protocal is dependent on the latency of the network, and a WAN exhibits large
latency. For every packet of information sent across the WAN, the TCP application must wait for a
response from the receiver. This means that with every data transfer, twice the latency time passes
before more information may be sent. In the situation of high latency, the TCP application is idle
for long periods between sending information and, therefore, is unable to utilize the potentially
large bandwidth of the WAN.

TCP uses a “sliding window™ to maintain reliability and maximize the bandwidth usage. This
is a dynamic method that sends out different sized blocks of information depending on the delay,
loms of packets, or other factors of the network, The “window™ refers to the size of the block of
un-acknowled ged packets that have been transmitted. The original data stream is therefore broken
into a series of data cells or windows, which are sent sequentially over the network, A response is
required before the window will “slide™ down to cover the next section of the unsent data stream,
then transmission may procesd. The period between sending these windows of information across
the network is messured. Changes in this measured latency time result in changes of the size of
the window for the next block of information. Longer time periods inspire smaller windows and,
similarly, lower latencies create larger windows. In this way the dynamic capahbilities reduce the
need to resend large amounts of lost data if there is congestion on the WAN and data is not received.

Other protocols, such as User Datagram Protocol (UDP), allow for quicker communication
over the netwark because the acknowledgment messages are not utilized. These protocols are not
dependent upon the latency of the netwaork and provide quicker data transfer speeds. This, however,
is not a solution that can be used by Grid Computing applications becanse there is no assuranoe
that all the data sent is actually received.

Therefore this praject fomsed on finding techniques to improve the bandwidth utilization of
Grid Computing applications that use TCP. My thesisis that utilizing multiple physical connections
to implement one logical connection will increase the performance in the WAN data transfers.
This paper reports the observed effects of using multiple TCP connections in Grid Computing
applications.

2 Background Information

2.1 Utilizing Multiple Sockets

A TCP socket (connection) established over the WAN suffers from a high packet loss rate. Conse-
quently, the actual aggregate TCP throughput utilized by a high performance application will be
significantly less than the total end-to-end capability of the network. The problem occurs because
TCP considers the caloulated packet loss rate to be a result of network congestion; however, over
the WAN other factors such as intermitbent havdware faults will cavse packet loss. The dynamic
features of TCP's aliding window will reduce the amount of packets sent out despite the netwaork
being empty. The use of parallel TCP connections allows an application to reduce the negative
effects of the misinterpretation of packet losses by the TCTP congestion control algorithm, Multiple



parallel TCP sockets will decrease the data transfer times because they are often not overloading
an already congested network, but rather exploiting the extra end-to-end bandwidth that the first
TCFP socket is unable to utilize,

The slow-start algorithm is TCP's method of controlling the amount of data that is sent with
the intention to maximize the bandwidth. It inreases the size of the sliding window linearly until
the packet loss rate reaches a threshold. At this point it mts the window size in half. This creates
a saw-tooth pattern of the utilized bandwidth over time. Multiple parallel TCP sockets will all
suffer from the same packet loss rates; consequently, producing similar saw-tooth patterns when
the network is not congested. If the performance graphs of n parallel sockets are combined into a
conceptual single socket, the teeth of the saw-tooth pattern will mateh up. This conceptual single
socket has an increased rate of recovery from a loss event compared to an actusl single sacket, from
one Maximmm Segment Size (MSS8) per successful transmission to n times M55, Multiple sockets
working in parallel are able to increase bandwidth usage quicker than a single socket when the
network is not congested.

When the network is congested multiple parallel TCP sockets will still benefit WAN transfors.
After performance extensive experiments, University of Michigan researchers concluded that the
negative offects of packet loss for a set of n simultaneous connections is magnified by a factor of
. The overall performance with the n connections was still an improvement over the single socket
case, despite the increased packet loss on the connections. The results also show a threshold for
the number of sockets that network can sustain, A konee in the performance curve forms as more
parallel sockets ave added to the network. The additional sockets beyond the given threshold do not
improve aggregate TCP performance, but often will perform worse than fewer sockets. Inereasing
the amount of connections working in parallel for a data transfer will not be able to better utilize
bandwidth if a bottleneck in the network becomes congested.

Multiple parallel TCP sockets are sble to incresse an application's utilization of end-to-end
bandwidth of the WAN. By Hooding the network with many meore TCP packets than a single TCP
socket application, the program is able to increase its performance. The increased MSS afect de-
scribed above in the saw-tooth pattern aids the WAN applications when competing against other
applications. Becanse the use of parallel TCP sockets increases recovery rate, hosts with longer
HI'Ts (Round Trip Time) are able to compete on 8 more fair basis with small KT TCP connec-
tions for bandwidth in netwaork bottlenecks. Therefore, when competing against LAN applications
the use of multiple parallel connections on the WAN is both beneficial and justifiable. However,
competing single socket WAN applications will suffer at the same bottleneck. In this case the use
of Quality of Serviee (QoS) may be implemented to assure that each application is awarded the
proper amount of bandwidth, When the multiple parallel TCP connections competes with other
WAM or LANM applications, each should have a fair chance to achieve the best performance possible

during congest ion.

2.2 TCP Buller Sizes

Further research performed by Jegou [3] implements the parallel TCP sockets for communication
over the WAN for a visualization application. This research consisted of varying the sizes of the
TCP send and receive buffers, as well as comparing their performance with different numbers of
parallel connections. The application sent data that was used to produce a visual that would change
in time based upon caleulations made by the sender. These tests considered the effects of sharing
the processor time between data transfer and data computation. The results exhibibed similar knees
in the performance graphs as in the previous research, including drastic losses of 1) and 2% when
the requested through put eceeeds the network capacity. For this reason Jegou concluded that the
best values for the TCP buffer sizes and the number of sockets is dependent upon the network



throughput and latency, as well as the application's needs.

2.3 Padico

Other researchers investigated improving data transfer speeds over different types of networks
for a newly released Grid Computing platform, Padieo [1]. This research performed studies over
Myrinet and SCI networks. The purpose of Padico was to design an open integration framewaork
that manages several simultaneous middleware and runtimes such that they efficiently share the
network resourees of a computational grid.

The Padico researchers ereated an efficient design for commminication over the different types of
LANs. The performance using Padico over these different LANs was similar to the performance of
the middleware and runtimes running individually on the same networks, Padico's overhead is not
observable in the bandwidth or latency results. Experimentation of Padico shows that both mid-
dleware and runtimes are capable of exploiting similarly high levels of performance, despite adding
an extra level of overhead. Padico's performance levels also show that middlewares acheive roughly
the same levels of performance as the tested runtimes, sweeping away any prejudices concerning
the performance of the tested middleware. The results of Padico's performance over LAN shows
exeellent bandwidth utilization.

This final research is of interest, because it is the environment in which my experimentation was
done. Padico's communication performance levels over the WAN still suffers from low performance
and will be the forus of this paper.

3 Implementation

3.1 Stand-Alone Client-Server Application

My research involved two different applications. The first was a stand-alone client-server program
that was used to provide a control for the experiments. The server utilized a select call to service
each of the multiple comnections established., The cdient side broke the total amonnt of data into
smaller clmnks and transmitbed these in a round-robin fashion on the connections. Initialization
packets established the connection parameters such that the server would be able to properly
rearganize the data. In addition to providing a contral for the experiments, this application was
used to debug any network or design issues.

3.2 Padico-Based Client-Server Application

The second application made slight modifications to the stand-alone program by using certain
features of Padico. My intent was to discover optimal values for different variables when comumm-
nicating via Padico over the WAN.

Padico Task Manager (PadicoIM) is the runtime of Padico. It is designed to offer the same
interface to different networks and allow multiple middlewares to effectively coexist in the same
process, Padico u-Kernel (Puk), TaskManager and NetAccess are the three modules that together
compose PadicoTM.

The modules each maintain & different saspect of Padico. Puk dynamicall y load s different binaries
to different nodes of a duster ar a parallel computer participating in a grid system. Puk is able
to load, start, and unload modules on the node. The TaskManager module manages the threads
running on the node. The TaskManager handles system calls to ensure there are no blocking
processes a8 well as provides hooks to polling loops to prevent competition between threads. The






