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ABSTRA CT

The computational requiremens imposedby cellular telephory standardsneces-
sitate more performancethan is currertly available on embeddedprocessors.The
problem will persistin the future since algorithmic complexity is growing faster
than Moore'sLaw. The additional challengeto embeddedprocessorss how to meet
theseperformanceneedsunder stringent energybudgets. The rapid rate of change
in cellular telephory requiremerts motivatesthe creation of newarchitectureswhich
are also exible. Achieving high-performanceand exibilit y within a limited power
budgetis a di cult task.

The traditional approad for applications requiring both high-performanceand
low power is to employ dedicatedintegrated circuit solutionsfor compute intensive
componerts. In areaswhere applications ewlve rapidly, exibilit y is also an im-
portant factor, and a generalpurposeor embedded processorapproad has often
beenusedfor this reason. Moore's Law scaling has allowed embedded processors
to becomemore powerful. This improvemert is insu cien t for portable computing
and comnunication devicesthat increasinglyemploy rapidly ewlving, sophisticated
and power hungry signal processingechniques. Moreover, theseprocessorsncur a
signi cant overheadin terms of power and areacomparedto specializedhardware.
This is causedby excesdlie areabeing consumedfor cortrol functions which leaves
insu cien t resourcedor data path executionduties.

These problems motivate the investigation of an alternative approad. In this
dissertation, the approad is to trade programmingcomplexity for e ciency in order
to reducehardware complexity and explicitly cortrol the comnunication resources.
The ideais to designa processorwith a recon gurable data path where special
purposecomputational pipelinescan be dynamically establishedthat resentle data

ows found in the dedicated circuit solutions. These pipelines can be instantly



recon gured to support a new processingphase. By executingthesealgorithms on
dedicatedpipelines,signi cant energysavings and performanceimprovemert is pos-
sible. Flexibility is achieved by ne-grained program cortrol of the comnunication
betweenthe pipeline stages.

The main cortribution of this work is a low power exible architecture for
adaptive cellular telephory (ACT) algorithms. The architecture is exible enough
to e ciently support diversealgorithms. The e ectivenessof the design,in terms
of power, exibilit y, and performance,is evaluated on algorithms taken from the
wirelessdomain and genericDSP kernels. ACT is within one order of magnitude
of the energy-delg product of an application speci ¢ integrated circuit and three
to four orders of magnitude more e cient than a low power enmbedded processor

implemertation.
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CHAPTER 1

INTR ODUCTION

Future mobile cellular telephory terminals will needto support higher data
rates, full motion video and multimedia applications, and a variety of wireless
standards. They must also be energye cient and exible, have a low time to
market, and be low cost. Flexibility and low time to market require the use of
programmableprocessordor the implemenation of the increasingly sophisticated
digital signal processingalgorithms, especially those oriented toward the wireless
domain. Low power, on the other hand, requires the use of a more dedicated
solution. Hence,there is a direct conict betweenthe requiremerts of exibilit y
and low power.

The computational requiremens imposedby cellular standardshave increased
exponertially sincethe introduction of the rst-generation (1G) wirelesstelephory
devices. This is due to the increasedcomplexity of algorithms usedto reduce
the bit error rate (BER) and to enablemore e cient useof the wirelessspectrum.
Thesealgorithms requiremore performancethan is currertly available on embedded
processors.The problem will persistin the future sincealgorithmic complexity is
growing faster than Moore's Law [116, 96, 42].

Userswill bene t from future wirelesscomnunications systemsonly if mobile
terminals can operate in seeral or even all di erent wirelessstandards. Mobile
terminals intrinsically needto be connectedanytime and anywhere. Another major
problem in these mobile computing devicesis power dissipation. Mobile devices
are typically poweredby batteries. Although algorithmic complexity hasincreased
exponertially, battery capacity hasmanagedto improve by only 1.03per year [97].

Researb in energye cient circuits has beenextensive. One important tech-

nological innovation was the transition from NMOS circuits, which su ered from



cortinuous static power dissipation, to CMOS. CMOS has beenadvancing along
an exponertial path of shrinking device dimensions,which increasesboth device
density and speed. Recetly, power dissipation has emergedagain as a major
concerndue to leakage currerts. Power dissipation due to leakage is one of the
fundamenal problemsthat will ultimately restrict scalinggainsin the future.

To provide adequate performancewhile meeting power constraints, designers
typically useApplication Speci c Integrated Circuits (ASICs). ASICs, dueto their
high level of functional specialization, are very e cient in terms of area, power,
and performance. Howewer, ASICs lack exibilit y and the high designcostsand
lengthy design cycles are problematic in the rapidly ewlving cellular telephory
domain. Digital signal processordDSPs) and generalpurposeprocessorGPPSs),
on the other hand, are exible but lack the processingpower necessaryto meet
the real-time processingrequiremerts of new third-generation (3G) standards. In
addition, GPPs and DSPsare both signi cantly lessenergye cient than the ASIC
approad. Thus,the trade-o0 is between exibilit y and power e ciency. Flexibility
requiresan architecture that is generalenoughto support di erent algorithms with
di erent requiremerts in term of computation and storage. Low power, on the
other hand, necessitatesn architecture that is more customizedto the exactneeds
of a particular algorithm or a particular domain.

Recon gurablecomputing technologyusing eld programmablegatearrays (FP-
GAs) as computing devicesis one option. Although this technology provides the
required exibilit y and performance,it lacks the necessarenergye ciency. Hence,
these devicesare mostly deployed in environmens where power dissipation is not

as critical asthat of mobile devices.

1.1 Objectiv es and Contributions
Traditionally dierent wirelessbasebandalgorithms were designedseparately
and optimized more or lessindependen of eah other. Algorithms with high
computational complexity wereimplemerted using ASICs. Lesscompute-irtensive

algorithms, on the other hand, wereimplemenrted on a DSP processor.



The main goal of this dissertationis to dewelop a programmablecoprocessorfor
wirelesstelephory algorithms that will remove the needfor ASICs. The coreof the
researb is to shav how to designan energy-e cient processorthat provides per-
formancecomparableto that of a dedicatedsolution while retaining the exibilit y
to support multiple algorithms or multiple phasesof a complexalgorithm.

The key in designinglow power, high-performance,and exible devicesrelies
on nding opportunities for customization for a particular domain. ldeally, cus-
tomization will allow oneto changean architecture to benet a set of applications
while maintaining the exibilit y to run other applications. There are a myriad of
architectural decisionsto be made when designinga processor,including memory
con guration, fetch and decale logic, the number of functional units, and register
les. Eadch decisioncan have a big e ect on the level of performance,power, and
exibilit y. These decisionsdepend on the algorithmic characteristics. Wireless
algorithms aredominatedby smallregularloopsthat consumea largefraction of the
executiontime and dissipatedpower. They alsoexhibit an abundanceof data-level
parallelism(DLP), instruction-level parallelism (ILP), and address-leel parallelism
(ALP). By exploiting the existing parallelismand executingtheseunderlying kernels
on optimized processingelemens that can executethose kernels with minimum
energyoverhead,signi cant energysavings can potertially be gained.

The main cortribution of this dissertation is a low power, high-performance,
exible architecture for the wirelessdomain called ACT (adaptive cellular tele-
phorny). The architecture represets a middle ground between generalenbedded
processorsand ASICs. The designrelies on a cluster of homogenousprocessing
units connectedby a exible comnunication fabric. Power and performanceare
achieved by the ability to createcustompipelinesthat resentle data o wsfoundin
ASIC solutions. Flexibility, mearwhile, is achieved by ne-grain program cortrol of
the interconnectionfabric. The ne-grained cortrol permits changingthe data ow
in the pipelinesto e ciently adapt to di erent algorithms or to di erent stages
in the samealgorithm. This dissertation also employs distributed cortrol as a

way of reducing dissipated power in the cortrol circuitry. To show the bene ts of



this approad, a Verilog implemertation of the ACT architecture was designedand
ewvaluated on a variety of algorithms taken from 3G wirelessbaseband,voice over
IP, typical DSP algorithms, and kernelstaken from the MPEG decaler.

1.2 Dissertation Outline

Chapter 2 givesan introduction to low power CMOS design,including a sum-
mary of the sourcesof power consumptionin CMOS circuits as well as design
techniquesto reducethem. The chapter alsodiscusseshe metrics usedto compare
the energyconsumptionand performanceof di erent designs. Chapter 3 preseits
a detailed review and brief analysis of the di erent techniques usedin the im-
plemertation of programmableprocessordor digital signal processingalgorithms.
Chapter 4 reviews the basic principles of wireless commnunication systemsand
addressewarious topics that provide the basebandfunctionalities of a 3G wireless
system. Moreover, this chapter descrikesthe properties of digital signal processing
algorithms that can be exploited in the designof a low power processor.Chapter 5
introducesthe ACT architecture. This includesa detailed descriptionof the features
and aspects of the architecture. In order to illustrate theseconcepts,it will also
discussthe mapping of di erent wirelessalgorithms onto the architecture. Chap-
ter 6 discusseghe single instruction multiple data (SIMD) function units (FUSs)
implemertation and its e ect on power and performance.Chapter 7 introducesthe
data cortext switching technique andits e ectivenesdn enhancingthe performance
of a set of algorithms where loop-carried-de@ndenciesare presen. Chapter 8
evaluatesthe ACT architecture in terms of power, performance,and exibilit y on
the suite of wirelessalgorithms. The results are comparedto implemenations of
the samealgorithms implemerted on ASICs and a low power embeddedprocessor.

Chapter 9 preseits conclusionand suggestions.



CHAPTER 2

LOW POWER DESIGN

The needto support mobility, seamlessoaming, and portability of hand-held
devicesplacesse\ere restrictions on size and battery power consumption. Even
though battery technology hasimproved over the years,energystoragecapacity has
managedto increaseby only 1.03per year[97]. Assumingthis slow pacecortinues,
low power circuit and architecture approadeswill be mandatory to support future
sophisticatedand power hungry digital signal processingapplicationsin the mobile
domain.

CMOS technologieshave beentraditionally usedfor circuit designwhere low
power pro les are essetial. Applications that have had to meet this requiremern
include hand-held calculators and integrated sensors. Howeer, low power design
recerly hasbecomethe mostimportant factor in high-performancedesignsaswell.
One reasonis the emergenceof battery-powered portable systems,sut as pagers,
cellular telephones,personalaudio equipmen, and laptop computers. The other
reasonis the increasedparasitic power componert causedby decreasingntegrated

circuit sizes.

2.1 Power Dissipation in CMOS
Power consumptionfor CMOS circuits hasan active componert and a parasitic
componert. Active power is the power consumeddue to charging and discharging
of capacitors. Parasitic power is due to short circuit and leakage currens. Al-
though power due to leakageis becomingincreasinglysigni cant, active power still
dominatesin current 0.13 m technology A formula for averagepower is given in

equation 2.1.



I:)avg = I:)active + I:)shortcir cuit T I:)Ieakage (2-1)

2.1.1 Activ e Power

Activ e power consumptionis due to the charging and the discharging of circuit
capacitancesasillustrated in Figure 2.1. This gure shavsa simple CMOS inverter
consistingof two transistorstypes: NMOS and PMOS asshavn in Figure 2.2. When
the input signal is low, the PMOS transistor is ON and the NMOS transistor is
o asillustrated in Figure 2.3. In this state, the output capacitor will charge up
to the supply voltage Vq49. When the input goes high, the PMOS transistor in
Figure 2.4 will turn o and the NMOS transistor will turn on. This will discharge
the output to ground. If we call the averagenumber of rising transitions during
one clock cycle, f the clock frequency and C, the output capacitance,the active

power dissipation can be descriked by equation 2.2:

Paciive = C. V3 f (2.2)

2.1.2 Short Circuit
The previous section assumedthat all of the charge drawn from the power
supply is collected by the output capacitances.This situation can happen only if

both transistors changestate instantaneously For real circuits, the input signalwill

Vdd

Vin

Figure 2.1. Charging capacitance



Figure 2.2. NMOS and PMOS transistors

Figure 2.3. PMOS ON

have nite rise and fall times. During this transition there is a small period of time
whenboth transistorsare partially conducting. Thereforecurrerts will o w directly
from power to ground asshown in Figure 2.5. This parasitic short-circuit [104,127
currernt is wasted energy

The averageshort-circuit current increaseswhen the rise and fall times of the
input waveform are slov due to large C.. The value of C, may be large due to
long wires or due to the needto drive large transistors that receiwe the signal. The
process-leel solution of usinghigh threshold voltage (Vi) devicesand circuit design

styles that ensurerapid rise and fall times alleviatesthe se\erity of the problem.



Figure 2.4. NMOS ON

Figure 2.5. Short Circuit

At the architecture level, on the other hand, very little can be doneto solwe the

problem.

2.1.3 Leakage Curren t

Ideally, CMOS circuits dissipate no static power sincein steady state there is
no direct path from V44 to ground. Howeer, there are three other leakagecurrert
componerts [76, 31, 23, 135. Power dissipation due to leakageis speci ed in the
following equation:



I:)Ieakage = (I diode T I subthr eshold T Igatel eakage) Vdd (23)

| giode 1S the current that o ws through the reverse-biaseddiodes formed between
the di usion regionsand the substrate. | suntnr esholg IS the currernt o wing through
transistors that are nonconducting. Equation 2.4 shavs how the subthreshold
leakagecurrent dependson threshold voltage and supply voltage:

Vdd

_Vih
| subthreshold = K1 W e™ (1 eV ) (2.4)

In the above equation K; and n are experimertally derived; W is the gate width;
and V is the thermal voltage. At room temperature, V is about 25nv, increas-
ing linearly as temperature increases. Equation 2.4 suggeststwo ways to reduce
| subthr eshoid-  First, onecanturn o the power supply, which meanssetting V44 to
zero. Second,one can increaseVy,, which can dramatically reducesthe speedas

illustrated in equation 2.5.

f (Maa ~ Vin)

Vi (2.5)

where variesbetweenl and 2.

| gateleakage 1S the currert that is causedby carriers tunneling through the gate
oxide. This currernt increasegexponertially asgateoxide thicknessis reduceddueto
processscaling. Gate leakageis expectedto be comparableto subthresholdleakage

for a 65nm process.In this process,Jeakagepower is likely to exceedactive power.

2.2 Low Power Design Techniques
This dissertation usestransistor-level circuit simulations to evaluate the archi-
tectural options outlined later in the dissertation. Thesesimulations considerthe

short circuit and the leakage componerts of power consumption. Howeer, since
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there is not much that canbe doneat the architecture level, this researb is focused
ertirely on architectural solutionsto reduceactive power consumption.

Active power, as shovn in equation 2.2, dependson three parameters: supply
voltage, capacitance and switching activity. In the following sections,we will study
the e ect of these parameterson energy consumption as well as discussenergy-

e cien t designtechniquesand their e ect on theseparameters[13], 61, 13,98, 93].

2.2.1 Voltage Scaling

Supply voltage scalingis an e ective meansof P,y Optimization becauseof
the nonlinear dependenceof P,y e and Vyg asseenin equation 2.2. Supply voltage
is limited by timing constrairts and increasedeakagecurrents. Equation 2.6 shows
the delay ty of a CMOS inverter. The performanceof a circuit inevitably degradesf
the supply voltageis reducedwhile the threshold voltage remainsat the samelevel.
This problem can be overcomeonly by scalingboth supply and threshold voltages.
Low threshold voltages causeexcessie leakage power consumption, as discussed
in Section2.1.3. This meansthat aggressie supply and threshold voltage scaling
ewertually leadto an optimal balancethat minimizestotal power consumption. If
the voltagesare scaledbeyond this balancepoint, power consumptionwill increase

due to exponertially rising subthresholdcurrerts [117.

C.  Vud

ty =
T K(Vag Vi)

(2.6)

where variesbetweenl and 2.

2.2.2 Reducing Capacitance
Active energy consumptionin CMOS circuitry is proportional to capacitance.
Therefore,minimizing capacitancewill decreasesnergyconsumption. Equation 2.7

shows that C, can be divided into three componerts:
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Cio Is the input capacitanceof the fan-out gates. It is the sum of the gate
capacitanceof the logic gateswhich receiwe the signalasshown in Figure 2.6. Gate
capacitanceis proportional to the areaof the gate, which is equalto the product of
the transistor width and the channellength. C, is the driver-di usion capacitance
in the sourceand drain. C,, is the wiring capacitance.For a parallel plate capacitor,
Cw is equalto C,p, plus Ciringe. Cpp is proportional to the areaof the wire. The
fringe term dependsweakly on geometrywhich for 0.18 m technologiesis about 40
fF/m. Wires today are often taller than they are wide, and will grow even taller
to reduce resistanceas technologiesscale. At minimum pitch their side-to-side
capacitancesare a signi cant and a growing portion of the total. Capacitanceis
thus better modeled by four parallel-plate capacitors as shavn by Horowitz [89].
For deep submicron technologies, C,, is the most dominant componert and the

hardestto estimate.

2.2.3 Power Supply Shutdo wn
Shutting down the power supply reducesboth active and static power dissipa-
tion. This is the most e ective way to save power in idle modules. To be able

to apply this technique seeral conditions have to be met. Powering down and up

Receivers gate capacitance

Driver diffusion
(source/drain) capacitance

wire ¥

Capacitance
AN

Figure 2.6. Capacitanceestimation
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will result in transient noiseand voltage dropsin a carefully designedpower supply
grid. Thesee ects must be adequatelyshieldedto avoid functional failure. Since
it takes sometransition time beforethe supply voltage stabilizeswhen a module
is turned on, this technique is useful only if the module transition time is greater

than the idle time.

2.2.4 Clock Gating

Since CMOS power consumption is proportional to the switching activity
power consumption can be reducedby clock gating one or more logic blocks when
there is no work to be done. Clock gating is a technique that isolates activity
happeningin one part from being visible in other parts by enablingor disabling a
clock signal.

Figure 2.7 shaws the traditional approad of creating a register bank with an
enableinput to multiplex the input of the registers. If the register must hold its
value, its output is fed badk into the data input through a multiplexer. Since
the register is clocked all the time whether the data have changedor not, there
will be continuous power consumptionin the registerand in the downstream logic

connectedto its output.

Figure 2.7. Load-enabledregister
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Usinga gatedclock asshown in Figure 2.8[118],the signalthat would otherwise
cortrol the multiplexer cortrols the gate. If a part of the processoris not needed
for a given operation, the clock signalto that part is removed. Inserting clock gates
does not presen the sameinterferenceto the designas power supply shutdown.
Reduction of up to 80% of the total power consumption can be achieved through
aggressie clock gating [35].

Clock gateddesignsasshawn in Figure 2.8, may not work correctly if delays and
spikesare presem on the enablesignal sinceundesiredadditional clock edgesmay
be generated. The problem is typically resoled by additional circuitry as shawvn
in Figure 2.9. The additional latch is addedto suppressspikes and syndironize
delayed enablesignals[35]. The useof additional gatesin the signal path will also
increaseclock skew and reducethe maximum adhievable clock frequency For low

power designobjectivesthis is seldoma seriousissue.

2.25 Pipelining and Parallelism

Pipelining is a standard technique for increasingthe overall speed of a circuit
by introducing clocked latches between stagesof combinatorial logic. Figure 2.10
illustrates this strategy. Pipelining splits an operation into substages.This allows a
subsequen operation to start beforethe prior operation completes.This increases

the throughput by a factor equalto the total number of pipeline stages(N).

Figure 2.8. Clock gating
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Figure 2.9. Clock gating with latch

Delay T

R

Delay T/2 Delay T/2

Figure 2.10. Pipelining

To adiieve the samethroughput asthe unpipelined design,the supply voltage
can be decreasedby N in order to decreasethe active power consumption by
N2. Pipelining, howewer, incurs someoverhead. The pipeline registersintroduce
overheadin terms of area, power, and delay. Each register must be clocked on
ewvery cycle which increasesswitching activity and the capacitive load on the clock
network. In overly pipelined designs,registersand their correspnding clock trees

areresponsiblefor anincreasinglylargefraction of the total power dissipation[133].
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The idea of using parallelism is to allow more operations at a slover speed
to adiieve the sameoverall performance. This createsan opportunity to reduce
V44 Which savespower. By increasingthe parallelism by a factor N (Figure 2.11)
the frequency could also be decreasedby the samefactor to achieve the same
throughput. The main drawbadk of these techniques is that they both require
more area. Sinceleakage power is dependen on area, thesetactics will needto be

carefully considered.

2.2.6 Wire Locality

Wire locality is an architectural strategy that can be usedto reducethe total
capacitanceand power consumption of a target design. Signalsare generatedand
used locally in terms of their physical location since the further a signal has to
travel, the higher the interconnect capacitance. Communication betweendi erent
modules in a processorrepresets a large fraction of the total dissipated power.
Experimerts [94] have demonstratedthat 10%to 40% of the total power may be
dissipatedin buses,multiplexers and drivers. This can increasedramatically for
systemswith multiple chips due to large o -c hip bus capacitances.

Partitioning the systemor algorithm into spatially local clusters ensuresthat

the majority of the data transfers take place within the clustersand only rarely

Delay T

Delay 2T

Figure 2.11. Parallelism
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betweenclustersasshavn in Figure 2.12. The result is that local busesare shorter

and more frequenly usedthan the longer highly capacitive global buses.

2.2.7 Algorithms

Power consumption can be signi cantly decreasedat the algorithmic level by
reducingthe number of operations neededto compute a particular function which
minimizesthe total number of switching activities. One must considernot only the
total operation court but also the types of operations required by the algorithm.
Accessedo memoriesand register les can also be expensiwe in terms of power.
Therefore, algorithms which minimize not only operation court, but also memory
accesseare often more amenableto a low power implemertation.

Algorithms that implement the same function sometimeshave widely vary-
ing word length requiremerts. Dierent lIter structuresimplemerting the Aven-
haus[11] bandpasstransfer function may require di erent word lengthsto achieve
adequateprecision. The word length can vary widely from a minimum of 13to a
maximum of 23 bits [29]. Implemerting the algorithm with the minimum number
of bits will reducepower consumption.

Replacing multiplication by a constart with an equivalert sequenceof shifts
and additions is another examplewherealgorithm transformation can decreasehe

total dissipated power. A common casearisesin array addressexpressionscom-

a) global bus b) local interconne

Figure 2.12. Locality of reference
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monly formedin loops. The compiler usesa strength reduction transformation [67]
to replacethe sequenceof multiplies with an equivalert sequenceof shifts and

additions.

2.2.8 Data Representation

Another architectural decisionthat canimpact power consumptionis the choice
of data represetation. In making this decision,the designertypically has se\eral
di erent alternatives from which to choose: e.g., xed-point vs. oating-p oint,
sign-magnitudevs. two's-complemet)y and unencaled vs. encaled data. Ead of
thesealternativesinvolvesa trade-o in accuracy easeof design,performance,and
power. The most obvioustrade-o involvesdecidingupon a xed- or oating-p oint
represemation. Floating-point implemertations are e cient when a large active
rangeis required. Fixed-point techniquesrepreseh a oating-p oint number in an
integer format with an implicit decimal point to divide the integer and fractional
part. Thetrade-o isthat xed-p oint represemations su er from areduceddynamic
range. Floating-point alleviates the active range di culties at the expense of

increasedhardware complexity, higher latency, and higher power consumption.

2.3 Metrics

A suitable metric is neededin order to comparethe merits of di erent designs.
Previously, the main goal of digital designhas beento deliver the highest possible
performanceat the expenseof area and power. Since power is increasingly the
limiting designfactor, this practice is no longer viable. Many enbedded proces-
sorssud as PDAs and cell phonesrequire both high-performanceand low power
consumptiondue to battery limitations. The semiconductorindustry hasrecerly
shifted its priorities and made power an important designissuein today's deep
submicron technology [14]. One of the rst proposed power e ciency metrics
wasthe enemgy_per_operation [23], which is alsoknown asthe power-delayproduct
(Figure 2.13). This metric represets the performanceachieved per watt. The

metric could be represeted as follows:
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Figure 2.13. Power versusdelay

Energy = Powerggve Delay = : = C. Vi (2.8)

Notice that the frequencyterm (f) has been canceledfrom the equation. The
energy-delg product (E) is the averageenergy multiplied by the computation
time requiredto completea particular task (Figure 2.14) and is represeted in the

following equation:

C. Vi

f (2.9)

Energy Delay =
E is consideredto be a better metric [40] becausedesignersmay trade increased
delay for lower energy Howewer, sinceE / V2 andt/ 1=V, E canbe potentially
minimized by simply turning down the supply voltage at the expenseof perfor-
mance. Rabaey[95, 91] hasshown that the E  product is relatively at for devices
with supply voltages variations between 1.5 and 5.0 volts. For real devices,E
varies between (+/-)30% over a reasonablerange of voltage. The main reasonfor
sud high varianceis that modern processorsare using aggressiely scaledsupplies.

Another metric isE 2 [21], which to a rst-order approximation is independen

of voltage. A chip that is better than another chip with E 2 will have higher
performancethan another chip at the sameenergy The drawbadk of this approah

is that it inherertly givesmore weigh to delay instead of energy
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Figure 2.14. Energy versusdelay

The results of this dissertation presened in Chapter 8 use both E and E
as metrics sincethey are both more appropriate for energy constrains embedded
systemsdesigns. E makes sensefor systemslike the Intel XScale processorthat
stressenergye ciency over performance.E is more appropriate for systems,like
ACT, that valuesboth performanceand energye ciency. E ? is likely a better
choicein evaluating high-performanceprocessordesignswhich placea higher value
on peak performance.E 2 is not usedin the evaluation of the ACT designdue to

the focuson both performanceand energye ciency.



CHAPTER 3

PR OGRAMMABLE PROCESSORS FOR
DSP APPLICA TIONS

This chapter is divided into two sections. The rst section covers various
architectural classi cationsthat can be usedto di erentiate programmabledigital
signal processors.t alsoprovidesa comprehensie description of the fundamertal
characteristics of thesearchitectures. The secondsectiondiscusseshe computing
platforms that are targeted for currernt and future generationsof wirelessmobile
handhelddevices.The overall purposeof this chapter is to characterizethe advan-
tagesand limitations of these existing approadesin programmabledigital signal

processaors.

3.1 Arc hitectural Classi cations

The most popular computer architecture taxononmy was de ned by Flynn in
1966[33]. Flynn proposeda classi cation sdhemebasedon the number of streams
that ow into a processor. The streams can be of two types: instructions and
data. The number of streamscan be either multiple or single. Four conmbinations
of data and instructions streamswere de ned: singleinstruction singledata, single
instruction multiple data, multiple instruction singledata, and multiple instruction
multiple data. Howewer, as more work was done on computer architecture, Flynn's
taxonomnmy provedtoo coarse[60, 105]sinceit did not take into accoun the internal
structure of a processor. Hence, various authors have used Flynn's taxonomy
as a basis of their own taxonomy by adding extra parametersto subdivide the
categories[111 30, 107]. Even though Flynn's taxonomy ignoresa number of

details, it is still the most widely usedtaxonomny.
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This sectiondiscusseghe energye ciency and performanceof di erent archi-
tectural approatesin terms of the basic architectural models de ned by Flynn's
taxonomy. This evaluation alsoconsiderswo other important architectural models
that arerelewvant to the researb conductedin this dissertation, namely Very Long
Instruction Word and Superscalararchitecture. Thesetwo models are signi cant
becausehey represeh a progressionbetweenthe singleinstruction singledata and

multiple instruction multiple data models.

3.1.1 Single Instruction Single Data

Singleinstruction single data (SISD) is a traditional computer architecture in
which ead arithmetic instruction initiates an operation on a data item taken from
a single stream of data elemens. The familiar von Neumann machine belongsto
this category Instructions in this architecture are executedsequetially but may
be overlapped by pipelining. Operationsin di erent pipeline stagesare separated
using pipeline registers.

Pipelining signi cantly improves instruction throughput since, ideally, a pro-
gram is executedin sud a manner that one instruction is completed ewery clock
cycle. Situations called hazards prevent the next instruction in the instruction
stream from being executedduring its designatedclock cycle. Thesehazardsare
dueto data and cortrol dependenciedbetweeninstructions or cortention for shared
physical resources. Ideal pipeline performanceis degradedwhen hazards occur.
The e ects of dependencyhazardscan be mitigated by forwarding techniques. In
deeppipelines,the extra pipeline registersand correspndingly deeger clock trees
and data forwarding (bypassing)betweenpipeline stagesaccourt for an increasingly
large fraction of the total power dissipation [68, 77, 115,133. The registerslatch
their inputs unconditionally, even when input data does not change, and thus
consumesigni cant power.

SISD processorsssueonly oneinstruction at atime. Increasedperformancewill
result if multiple independen instructions can be issuedin eat cycle. Multiple

issue architectural approad increasesthe performanceof uniprocessorsin terms
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of the number of instructions executedsimultaneously so asto further exploit the
instruction-level parallelism (ILP) which exists among the madine instructions
of a program. Whereaspipelining decompsesinstruction executioninto seeral
stages,the multiple issuemethod permits seweral instructions to be executedin
parallel pipeline stages. Processorghat employ this technique are called multiple
issue processorsand comein two avors: static and dynamic. The di erence is
whether the ILP is detecteddynamically at run time by the processoror statically
at compile time. In the static method the compiler createsan instruction from
multiple independent instructions. The result is a very long instruction word or
VLIW architecture. The dynamic approad is called superscalar.

In supersalar processorgl12 43,90, 64, 66,41,5, 39 multiple instructions are
fetched from the instruction cade ewery cycle. The instructions are then decaled,
chedked for dependenciesyenamed,and deposited in an instruction window. The
instructions wait in the instruction window for their operandsand functional units
to becomeavailable. Hardware cortinuously monitors the dependenciesbetween
instructions in the window and selectsappropriate instructions, possibly \out-of-
order" for parallel execution. The hardware responsible for creating the window,
monitoring dependencedetweeninstructions in the window, selectinginstructions
for execution from the window, and providing data operandsto the instructions
is referred to as issuelogic. This logic is one of the most performance-critical
components in a superscalarprocessor.

To increaseparallelism further, speculative techniqueshave beenimplemerted.
Speculation techniques allow instructions to executeearlier, basedon the predic-
tions, beforeactual information about dependencie®r latenciesis available. Among
thesetechniquesare branch prediction, memory-degndenceprediction [134, and
latency prediction [136. Speci cally, load hit speculation predicts the accesgime
of load instructions. This allows instructions dependert on a load to issueearlier,
without having to wait for actual hit status. For any form of speculation, some

meansof recovery is requiredin caseof a misprediction. On a branch misprediction,
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the processoipipelineis ushed and the correct path instructions are fetched from
the instruction cade.

With all theseoptimizations, a more generallimitation of superscalarprocessors
is limited ILP. Hennessy[45 considersa four-issue PowerPC processorwith six
execution units. In principle, it should be able to managefour instructions per
cycle. In practice, it managedo fetch about that many but canonly commit about
1.25per cycle. It is fairly clearthat a lot of work is going into gaining very small
improvemerts.

VLIW madines use a di erent approad from dynamically scheduled super-
scalarto exploit ILP. In this architecture, all data dependenciesand sdeduling,
which are donein hardware, are left to the compiler. This approad signi cantly
simpli es the hardware and thus reducespower consumption. The ability of the
compilerto work with a large window of candidate operationsis alsoanother clear
advantage of thesestatically stheduled macdhines.

VLIW madinesalsohave their drawbadks. Sophisticatedcompilertechnologies
areneededn orderto take advantage of the parallelism. Moreover, it is not possible
at compiletime to idertify all possiblesourcesof pipeline stalls and their durations.
Someof theseconditions can only be resohed at run time.

VLIW madinescanbedivided into two categoriesuni ed and clusteredVLIW.
In a typical load/store uni ed VLIW architecture, operationsuseonly registersas
operand sourcesand destinations. Load and store operations specify transfers of
data betweenregistersand memory This macdine, shavn in Figure 3.1, includesa
number of function units, a multip orted register le, and a bypassingnetwork which
needscomplexcortrol logic to enablefast forwarding betweenthe functional units.
The large multip orted register le and bypassnetwork hamper the scalability of the
processor.This problemis exacerbatedwith the advanceof VLSI technologies[56,
89]. Clustered data paths of VLIW architecture improve on both issues. In a
clusteredVLIW madine (seeFigure 3.2) the register le is split into se\eral register
les (RFs), eath RF has fewer registersand ports. The smaller partitioned RFs

have lower accesdime, occupy smaller area,and dissipatelesspower [137,102].
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While cluster VLIW madines alleviate the register le problem, power is still
an issuesincemost of the operationsrequire register le accesses.

Cluster machinescanbe divided into two categories.In the rst, the register le
clusteringis architecturally invisible and the compilerassumes uni ed register le
space.In the secondthe register le partitions are architecturally visible. The rst
option requireshardware support to stall the processomwheneer the data must be
moved betweencluster partitions. This approad is problematic. Hence,in most of

cluster VLIW madines, the register le partitions are architecturally visible.
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3.1.2 Single Instruction Multiple Data

In cortrast to pipelining and multiple issuestechniques, data-lewvel parallelism
(DLP) also can be exploited to leveragethe amourt of work performed by an
individual instruction. This approad is generally implemerted in the form of
Singlelnstruction Multiple Data (SIMD) architectures. SIMD processorsasshownn
in Figure 3.3, wereinitially designedto addressshort vector applications. In these
processorsa singleinstruction cortrols the functionalities of group functional units
(FUs). The data path of these processorsis divided into two units: the vector
unit and the scalar unit. These processorsachieve high-performanceon vector
applications by mapping the vector onto multiple FUs. WhereasVLIW processors
primarily improve ILP by exploiting DLP, SIMD architectures directly reduce
instruction width by applying a singleinstruction directly on multiple data.

The SIMD tactic can also be usedon FUs rather than processingelemetts to
exploit subword parallelism [70]. Subword parallelism is a technique that enables
the full use of word-orierted data paths when dealing with lower-precisiondata.
In this technique, the FU can be seenas a collection of small parallel processing

elemertts. This type of architecture, alsocalled SIMD extensions started appearing
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Figure 3.3. SIMD processorsdasic model
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in microprocessorawith HP's MAX2 and Sun'sVS extensions[48]. Sincethen, the
market hasseemmultimedia extensiongMMX) [55],MadMax [48],and AltiV ec[34].

3.1.3 Multiple Instruction Single Data

This macdine has many processingunits, all of which execute independert
streams of instructions. The only known example of this unusual madine is
the C.mmp built at Carnegie-MellonUniversity. This MISD macine category
exists due to the basic nature of the Flynn taxonomy. MISD madinesinherertly
must broadcastdata to multiple processors.Broadcastingis both slov and power

consumptive. Thesedefectsmake MISD a poor choicein practice.

3.1.4 Multiple Instructions Multiple Data

As processorgyet faster, it becomesharder to speedthem up, both in terms of
designe ort and manufacturing cost. The amourt of ILP that can be extracted
from an application is also reating a point of diminishing returns. The cost of
extracting the ILP is not proportional to the increasein performance. A cost
e ective way to improve performancebeyond the uniprocessoris by connecting
multiple microprocessorgogether.

Multiple Instruction Multiple Data (MIMD) allow many processingelemerts to
perform di erent operationson di erent data. The architecture represets the area
that is the focus of most of the recent dewelopmerns in parallel architecture that
have taken place. In this architecture, as showvn in Figure 3.4, ead processorhas
its own set of instructions which are executedunder the cortrol unit local to eah

processor.

3.2 Pro cessors for Digital Signal Pro cessing
Applications

3.2.1 GPPs
General Purpose Processorg GPPs) are an ideal platform for applications for

which exibilit y is the main issue. Howewer, the cost of this exibilit y is signi cant
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Figure 3.4. The basicMIMD model

overheadin terms of areaand power comparedto a dedicatedsolution. Every com-
putational step requiresfetching and decaling an instruction from the instruction
memory, accessingthe required operands from the data memory and executing
the speci ed computation on a generalpurposefunctional unit that is designedto
perform a wide variety of computations. All of these activities involve accessing
large, certralized memories; performing calculations using a large, complex data
path; and driving heavily loaded wires. As a result, a great deal of energy is
consumed. Also, Moore's Law scaling of current GPPs will be insucient to
keepup with the energyand performancerequiremens of rapidly ewlving wireless
commnunication applications[42, 92].

Bose [20, 19 investigated the use of GPPs for pure software de ned radio
(SDR). SDR [78, 79 is an emergingtechnology in which a large portion of radio
functionalities sudh as the intermediate frequency (IF) stage, bit stream process-
ing, modulation/demodulation, and sourceprocessingare performed by software
running on generalpurposehardware. SDR is a way of implemerting multimode

terminals that operatein di erent frequencyrangesusing di erent interfaces. New
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servicesand advancedsignal processingechniquessud asadaptive antennascanbe
implemerted and tested easily with the SDR approad. The recon gurability and
reprogrammability properties allow thesealgorithms to be downloadedon demand
and intelligently adapt radio interfacesto di erent applications and ervironmerts.

In his thesis, Bose descrikes a framework for the dewelopmen of a software
radio using a GPP. Recettly, Vanu Inc. introducedthe rst hand-held software
radio. Their prototype consistsof an XScale-basedHewlett-Padkard iPAQ PDA,
running an embedded Linux operating system as well as Vanu's software radio
technology running on the iPAQ. The vanu's software implemerts the required
signal processingfunctions [126. The current device supports only FM radio
services. The algorithms in the FM radio require far less computation than is
requiredin 3G cellular telephory standards.

Recerly, IBM [51] announcedthe IBM cell processor[87, 65]. The cell pro-
cessorshown in Figure 3.5(a) consistsof a general-purppse POWERPC processor
core connectedto eight special-purpose DSP cores. These DSP coresare called
synergistic processingelemerns (SPE) and are self-cottiained statically sdeduled
SIMD processors.The main objective of the cell designis to reducethe massie
amourt of cortrol logic that exists in today's high-end processors. This cortrol
logic takesa lot of die spaceand addspipeline latency in return for extracting extra
parallelism from the code stream. As shavn in Figure 3.5(b), IBM has eliminated
the instruction window and its cortrol logic in favor of adding more storagespace
and more executionhardware. Each SPE cortains a 128 kilobytes of local storage
(LS) instead of caches, and most of its arithmetic instructions operate on 128-bit

vectors consistingof four 32-bit elemerts.

3.2.2 DSPs
Products that include someform of digital signal processinghave grown dras-
tically over the last decade. Most of the applications on these deviceshave hard

real-time requiremerns.
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A real-time systemis onein which the usability of the computations depends
not only upon the logical correctnessof the computation but alsoupon the time at
which the result is produced.

DSPsaresimilar to general-purpseprocessorsbut they are optimized for signal
processingalgorithms. In fact, their architectures have beenmostly shaped by these
algorithms. Many signal processingapplications, for instance,cortain corvolution-
like algorithms, meaningthat two operandsat a time must be cortinually multiplied
and then accunulated. This has motivated the inclusion of hardware support for
a fast, single-cyclemultiply-accumulate unit (MAC).

Sincetheir introduction, DSP architectures have beenclassi ed into three cat-
egories.The rst generationwas designedaround the eighties and had a Harvard
architecture with separatedata and program bussesas well as separatedata and
instruction memories. Many processorsonly supported xed point operations,
sud asthe TMS320C10from TexaslInstruments and the ADSP-2101from Analog
Devices. The primary computational resourcesn theseprocessorsare divided into
data memory addressingand computational data path sections. Data memory
addressingusesan addressgenerationunit (AGU) composedof an addressregister
le and addressarithmetic logic units (ALU) which support various addressing
modes. The data path is composedof a register le, a multiplier, an ALU, and
other functional units sud as a barrel shifter for arbitrary shifting of data values,
and an add-compare-select-stor@init to acceleratethe main operation found in
Viterbi decding.

The secondDSP generationwas introducedin the early nineties. It provided
features, sud as pipelining, multiple ALUs, and accunulators [82]. The result
was signi cant performance improvemen comparedto their predecessorsvhile
maintaining a level of software compatibility. Examplesof this secondgeneration
are the TMS320C20from TexasInstruments, and the DSP56002from Motorola.
To further increasethe performanceof DSP processorsthe operational concurrency
had to be increased. In the third generationof DSPs, this has beenadieved by

adopting a VLIW approadt [28, 88 123 113. An exampleof commercial VLIW
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processorss the Texasinstruments C6000family. The data path of the C6000
family shavn in Figure 3.6is divided into two idertical clusters. The designprovides
two register le data crosspaths. The crosspaths, 1X and 2X, allow functional
units from one side to accessan operand from the register le of the other side.
This accessan be performed simultaneously while the other side'sfunctional unit
is using operandsfrom its register le. Ead register le is connectedto the cade
with a 32-bit bus. Eadh cluster has four functional units that are usedto perform
both data and addresscalculations.

The latest member of this family is the Tl C64x[123,124. The performanceof
the TI C64x hasquadrupledthe number of million multiply and accunulations per
second(MMA CS) when comparedto the Tl C62x. The architecture of the C64xis
divided into two clusters,similar to that of the C62X. The C64x s typically usedin
cellular basestation applications due to the enhancedperformance. To be able to
handle many usersat the sametime, two coprocessordave beenadded. Theseare
the Viterbi coprocessor(VCP), and the turb o coprocessor(TCP). VCP and TCP

make the C64x a very attractiv e solution for base-stations.
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Another VLIW madine that resenblesconvertional DSP processordy dividing
resourcesinto memory addressingand data path sectionsis the StarCore [113]
as shown in Figure 3.7. The addresspath has two addressALUs and one bit
manipulation unit. The data path has four functional units. Each of these units
cortains a multiply accurnulate unit, a bit manipulation unit, and an exponert
encaler. The architecture can fetch six instructions per cycle and has a 5-stage
pipeline rather than the 11-stagepipeline found in the C62x. The main benet
of the shorter pipeline is the reducedpenalty in instruction cyclesassaiated with
branches.

In somerecen GPP and DSP processors SIMD instructions have beenused
as multimedia extensionsto the basicinstruction set of the processorin order to
improve performancefor multimedia applications. SIMD extensionstend to have
their own computation and register units that residecloseto the standard integer
unit. The registersare typically 64 to 256 bits in length and can hold subwords of
width 8, 16, or 32 bits. Computation kernelsare vectorized, and their processing

occurs in the processorSIMD unit. The XScale architecture [54)], for instance,
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provides 64-bit versionsof MMX and streaming SIMD extensions(SSE). Someof
the DSPs,which include SIMD units, are 3DSP'sUniPHY [3], Altiv ec[34], and the
Sandblasterdesignedby SandBridge Tednologies[108].

DSP processorsaimed at high-power infrastructure sud as 3G base-station
applicationswerealsodesignedoy Analog Deviceq9], e.g.,the ADSP-TS101Swhich
is alsoknown asTigerShark. The chip architecture canbe viewed asa conbination
of VLIW and traditional DSP. It is capableof a peak of six instructions per cycle.
At a 300MHzclock rate, the ADSP-TS101So ers 1.8 GFLOPS and 2.4 GMACSfor
16-bit xed-p oint operations. The ADSP-TS101So ers a complete set of on-cip
featuressudt asa large 6-Mbit internal memory, a 14-dannel zero-overheadDMA
engine,and 1.8Gbyte/s of I/O throughput. The processothasthreeinternal 128-bit
wide internal busesproviding a total memorybandwidth of 14.4Gbytes per second.
It also has dual compute blocks, eat of which can handle multiple xed-p oint
valuesor single oating-p oint valueswithin its 128-bit wide registers. This means
that the TigerSHARC DSP can adiieve up to 8x 16-bit or 4x 32-bit (xed or
oating-p oint) MACs per cycle. This type of parallel operation is often required
for signal processingapplications. There are also two independen integer ALUSs,
which are typically usedfor calculating addresses.

Since power is a major concernin portable devices,di erent processorsand
platforms are designedto target theserequiremens. The C5500family has been
deweloped for power aware portable devicessud as cell phones. Devicesfrom
this family are available in three variants: C5502, C5509, and C5510. At 400
MHz, the performanceis 800 MIPS, which is v e times faster than the previous
C54x generationand dissipatesone-sixth of its core power [129. The C55x DSP
core featuresthree 16-bit data read buses,two 16-bit data write buses,one 32-bit
program bus, and six 24-bit addressbuses. Another feature of the C55x is its
support for variable-length instructions basedon a new byte-addressingstheme.
The instruction length may be 8, 16, 24, 32,40, or 48bits. The instruction fetch size
increasedrom 16 bits to 32 bits. Texasinstruments deweloped a separateOMAP

family that is basedon the C55x. Initial OMAP family members operated at a
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maximum speedof 204MHz. BerkeleyDesignTednology[16]evaluatedthe general
signal processingperformanceof an early OMAP chip, the OMAP1510, versusthat
of Intel XScale-basedPXA255. The OMAP1510 includesa 200 MHz C55x core
and a 175MHz ARM9 core. The signal processingbendimark executiontimes are
similar to those of the 400MHz PXA255, whenthe signal processingcode executes
exclusiwely on the C55x. This performanceis insu cient for the computational
requiremens of 3G wirelessstandards. The new OMAP2420 processoris a single-
chip processorthat supports many cellular standardsand supports many modem,
chip-set, and air interfaces. It includes an integrated ARM1136 processor(330
MHz), a Tl TMS320C55X¥M DSP (220 MHz), graphicsaccelerator,and an imaging
and video accelerator. This chip hasa separateASIC acceleratorfor every compute

intensive application componert.

3.2.3 Recongurable Computing

Recon gurable computing systemscombine recon gurable hardware with soft-
ware programmable processors. These systemsallow the userto con gure some
part of the hardware for di erent applications [26, 106, 4, 6]. Di erent parameters
are usedto characterizethe designof a recon gurable hardware. Some of these
are granularity and recon gurability. Granularity refersto the data size of opera-
tions. Bit-level operations (gatesor look-up tables) are ne-grain, but coarse-grain
granularity implies operations on word-size data, using ALUs. Recon gurability
can be static if the executionis stopped during recon guration, or dynamic if the
recon guration proceedsin parallel with execution.

Morphosys[109], illustrated in Figure 3.8, is a parallel recon gurable system
designedto speedup generalpurposeintensive applications. It is a combination of
a GPP with a 2D array of coarse-grainrecon gurable cells. The GPP is usedas
a cortrol processor.The recon gurable cell (RC) array consistsof an 8x8 array of
identical RCs. Eadch RC incorporatesa 28-bit ALU, a 16x12-bit multiplier, a shift
unit, 16-input and 8-input multiplexers, a 16-bit register le, and a 32-bit context

registerto store the current cortext word.
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The SIMD computation model of Morphosysmakesit t very well for appli-
cations that exhibit SIMD parallelism. RCs are also very coarse-grained,thus
increasingthe power due to wasted resourcedor applications that require smaller
data paths.

Piperend [25] is a coarse-grainedcoprocessorfor streaming multimedia. The
chip includes a pipeline of stripes, ead stripe holding computing elements and
registers. It usesa programmabledata path that supports virtualization of hard-
ware pipelines. The primary di erence betweenthe virtual and actual data path
is that the virtual path cortains an arbitrary number of pipeline stages,whereas
the chip contains precisely 16. This allows the implemertation of a large logical
con guration on a small pieceof hardware through rapid recon guration.

The piperend stripe cortains 16 computing elemeits, ead of which comprises
an 8-bit ALU with preshifting carry logic and a le of eigh 8-bit registers. The
carry and shift logic allow all of the elemelts in a stripe to be grouped together to
provide awider data path. The internal registercontents are moved by the hardware
from onestripe to another. Global bussesspanall pipeline stagesto support data
insertion and bypassing. At 120 MHz, Piperend executesa 40-tap lter at 41.8
million samplesper second. Operating at 33.3 MHz, the power dissipation of an
FIR Iter [58]with 15to 20tapsrangesbetween600and 700mW in .18 m process.

The Pleiades,shovn in Figure 3.9, project at UC Berkeley[4, 128 72] focuseson

an architectural template for low power, high-performancemultimedia computing.
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Figure 3.9. Pleiades

In the Pleiadestemplate, a general-purppsemicroprocessoris surroundedby a
heterogeneousarray of autonomous,special-purposesatellite processors All proces-
sorsin the systemcommunicate over a recon gurable commnunication network. The
satellite processorsare special purposeprocessors.Theseprocessorsare optimized
to executespeci c tasks sud as MAC or discrete cosinetransfer (DCT). Hence,
the Pleiadesdesignmethodology targets a very speci ¢ algorithm.

REMARC (Recon gurable Multimedia Array Coprocessor)[80] is a recon g-
urable acceleratorthat is tightly coupledto a MIPS-II RISC processor. It is
composedof an 8x8 array of 16-bit nano processors. Each nano processoruses
its own instruction memory in conjunction with a global program courter. This
architecture closelyresenblesa single-dip multipro cessor.The data path of a nano
processorconsistsof an ALU, a 16-eriry data RAM, an 8-ertry register le, and
special purposeregisterssud asdata input registersand data output registers. All
functional and storageunits are 16 bits wide.

PADDI-1 (Programmable Arithmetic Device for DSP) [24] consistsof clusters

of eight 16-bit wide arithmetic executionunits. The clusters are connectedto a
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certral crossbarswitch box and have an 8-word static SRAM. The interconnect
is organizedin two levels: a 3-bit global bus to broadcastinstructions to eat
executioncortroller; theseinstructions are decaled locally in the secondlevel into
a 53-bit instruction word.

The Chameleonsystem[22] introducedthe CS2112recon gurable comnunica-
tions processorshowvn in Figure 3.10. This systemis composedof a number of tiles
connectedby recon gurable data paths. Eadh tile cortains a cortrol logic unit, a
number of load/store memory units, and a number of data path units. The system
delivers high-performance.Howeer it was designedfor basestation algorithms for
which power consumptionis lesscritical than in the handset,which is the focus of
this dissertation.

Fine-grainedrecon gurable architectures are designsthat stressthe use of bit
serialdata paths sud asthosefoundin eld programmablegatearrays (FPGA) [10,
134 69, 8]. FPGAs can be programmed by the user to perform the desired

functionality. There are many programming possibilities. Antifuse technology
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Controller |Processar (Controlle K ! ! !
T T T TILE A ‘ TILE A ‘ TILE A ‘ TILE A

\ 128 bit RoadRunnerBu$ / | | |
Config DMA TILEB | TILEB | TILEB | TILEB

System / ! ! :
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Figure 3.10. Chameleon, rst generation
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can be programmedonly once. Flash-basedsystemscan be programmedse\eral
times. SRAM-baseddevicescan be programmeddynamically. SRAM-basedis the
dominating technology sinceit allows very fast, unlimited systemreprogramming.
FPGAs consist of an array of con gurable logic blocks (CLB), routing channels
to interconnectthe logic blocks, and 10 blocks that provide the interface between
the padkage pins and the CLBs. A CLB can cortains somelookup tables (LUT),

muxes,and latches,though the exact cortents are againdependern on the family of
FPGA in use. A typical LUT consistsof four inputs, which allows it to implemen
any Booleanfunction of up to four variables. LUTs canalsobe con gured and used
as small random accessnemories[134]or as a shift register.

FPGAs have se\eral disadwvantages. They are slow to recon gure. Dynamic re-
con guration, on the other hand, meansthat part of the FPGA canberecon gured
while the FPGA is running. Newertheless this is a complicatedprocessand cannot
be done in one cycle. They also have sacri ced interconnect and logic elemen
speedfor generality. Thesedevicesare usefulfor bit manipulation of data that can
be found in applications sud as encryption and bit coding [7]. The architectures
are not optimized for word width manipulation due to the large areaoverheadfor
routing signals. FPGAs are not particularly power e cient becausehey usemore
transistors in order to provide programmability. The areaand power overhead of
the interconnectare similarly substarial.

Traditionally, FPGAs have beenusedfor prototyping designsand for applica-
tions where power is not a big concern. Xilinx and Altera are the two biggest
suppliersof FPGAs. Someof their products are Vertex, Vertex 11, Apex 20k, and
ApexIl.

3.2.4 ASICs

Architecturesfor wirelesssystemshave traditionally beendesignedo meetreal-
time requiremens, t onalimited die area,and operatewithin alow power budget.
Theseconditions are usually met by implemerting compute-irtensive operationsin

an ASIC [44, 17, 75, 53]. ASIC designis both expensiwe and time consuming. It
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takes many morths for an ASIC to be designed,veri ed, fabricated, and tested.
ASICsalsosu er in that even minor ewlutionary changesin the application invoke
another ASIC designcycle. In the rapidly ewlving wirelesscommnunication space,
thesedefectsare se\ere.

Despitethe ASIC disadwantages,many companiesrely on ASICs for their wire-
lessdevices. An example of a commercialwirelessproduct that usesan ASIC is
the TMS320TCI1x. This chip usesthe TCI100, a DSP along with two tightly
coupled coprocessorsthe TMS320TCI110and the TMS320TCI120[53]. The two
chips are usedfor compute intensive algorithms found in 3G wirelessreceivers and

transmitters.



CHAPTER 4

WIRELESS COMMUNICA TION SYSTEMS

Wireless commnunication has becomea ubiquitous part of modern life, from
global cellular telephonesystemsto local and even personal-areanetworks. This
chapter beginswith a review of wirelesscomnunication systemsand then discusses
in detail the third-generation (3G) wirelesssystemwhich represets the motivating
application areafor this dissertation. Sincewirelesssystemsare ewolving to support
di erent types of applications sud as video coding, the chapter closeswith a
description of someadditional DSP algorithms which are particularly important
for future mobile handsets. The purpose of this chapter is to understand the
requiremens of thesealgorithms and usethem asa feedbak in the processomdesign

process.

4.1 Intro duction

The rst cellular systemsweredeployedin Scandinaia in 1981and werefollowed
by similar systemsin the United States. They provided voicetransmissionthat was
basedon an analogsdieme. In 1990,the secondgeneration(2G) wirelesssystems
were introducedand consideredto be the rst digital cellular systems.In addition
to better voice quality, data serviceswith user bit rates up to 9.6 Kbit/s were
supported.

The 2G systemsweredivided into di erent categoriesdependingon the medium
accesstechniques that were used. The most common ones were time division
multiple access(TDMA), frequency division multiple access(FDMA), and code
division multiple access(CDMA). TDMA allows usersto transmit on the same
radio frequencywithout interfering with ead other by allocating one or moretime

slots for ead user. TDMA demandssyndironization amongthe users. In FDMA,
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the total bandwidth (W) is divided amongN simultaneoususerssud that eat user
is allocated a channelwith a bandwidth of W/N. In practice, eat useroccupiesa
bandwidth slightly narrower than W/N sothat interferencebetweenchannelswill

be acceptablein a systemusing realizable Iters, which have a frequencyresponse
that doesnot go to zeroabruptly outside the channel bandwidth. A combination

of TDMA and FDMA hasalsobeenusedto allow an ewven larger number of users
accesdo the available spectrum.

CDMA isdierent from TDMA and FDMA in that it doesnot allocate userslots
basedon frequencyor time. CDMA userstransmit simultaneously usingthe ertire
spectrum all the time using spreadspectrum [11Q 27]. Spreadspectrum is a means
of transmission where data occupy more bandwidth than is necessary Various
techniquescan be usedto spreadthe signal. Direct-Sequencespreading(DSS) is
the bestknown spreadspectrum technique, andit is usedin the application targeted
in this dissertation. In this technique, eat useris assigneda unique pseudo-mber
code (PN) which spreadsthe signal'sbandwidth asshown in Figure 4.1. The clock
rate of the spreadingcodeis known asthe chip rate. The chip rate of the PN codeis
usually much higher than the userdata rate. The ratio of the chip rate to the data
rate is calledthe spreadingfactor (SF). The PN codesare chosensothat they have
low cross-correlations Multiple userstransmit simultaneouslyon the channel. This
createsinterferenceand all interferewith ead other, but eadt receiwer correlatesthe
received signal with the appropriate code. Becausethe cross-correlationbetween
di erent PN codesis very small, signalsfrom other usersappear as noise.

To support high-speeddata rates and to be able to provide multimedia services
anytime and anywhere, the international telecommunications union radio de ned
a family of systemsfor 3G mobile telecomnunications called IMT-2000. The 3G
provides data rates up to 2 Mbits/s for short distance tranmission, 384 Kbits/s
for pedestrians,and 144 Kbits/s for vehicular users. The serviceso ered by the
3G systemscan be divided into di erent classesthe main di erence amongthese

classess how delay sensitiethe tra c is. Voice,videotelephory, and videogaming
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Figure 4.1. Direct-sequencespreading

are delay sensitive. Email, short messageservice,and downloading are not delay
sensitive.

The two main standards in the IMT-2000 family are the Universal Mobile
Telecomnunication System (UMTS) and Cdma2000. Both systemsuse CDMA
astheir medium accesgechnique. Sincethe computational complexity and type of
operationsin thesestandardsare similar, the following sectionswill only descrike
the algorithms in the UMTS standard.

4.2 Comm unication System

Figure 4.2illustrates atypical radio systemconsistingof a transmitter, receier,
and a channel. One of the distinctiv e featuresof a mobile radio channelis multipath
propagation, in which the receiwed signal consistsof multiple re ected, di racted,
and scattered componerts, as well as a direct line-of-sigh component. Since all
the componerts travel di erent distancesand encourter di erent re ections, their
received phasesare di erent. Depending on the relative phases,the signals can
reinforceor cancelead other. Cancellationcausedading. As the receiwer is moved,
the receiwed signal power undergaesvariations, resulting in a fading envelope that
can be measured. The di erence in path length between multipath componerts
causeshem to arrive with di erent delays. This phenomenoncausesintersymbol

interferencewhenthe delay di erence is signi cant in relation to the symbol period.
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To understand the functionalities of the 3G wirelesstransmitter-receiver pair,
a generictransmitter-receiver is illustrated in Figure 4.3. Theseinclude a source
encaler, channel encaler, a digital modulator, a demadulator, a channel decaler,
and a sourcedecader.

Sourceencdling is usedfor data compression. Channel coding is a data pro-
cessingtechnique that is usedin digital communication and data storagesystems.
In sudh systems,errors can occur randomly; channel coding is applied to correct
theseerrors. In this technique, redundart synbols are transmitted together with

the data. Moreover, in orderto conbat bursty errors, the data are often interleaved
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Figure 4.3. Functional block diagram of a wirelesstransmitter-receiver pair
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in the channel encaling process. Interleaving spreadsan error burst more evenly
for a block of data.

A digital modulator works asaninterfaceto the comnunication channel. It con-
verts the channel bits into a sequencef channel synbols which are then forwarded
to the A/D corverter and the radio frequencyfront end. This front end performs
up-corversion of the analog signal to the designated frequency band. Similar
operations are performed at the receiwer side. The data processingin the source
encaler/decoder, channel encaler/decoder, and digital modulator/demodulator is
typically referredto asbasebandprocessing.The type of algorithms employed dur-
ing basebandprocessingvariesamongdi erent systems.In the following sections,

the algorithms usedin the 3G wireless(UMTS) basebandprocessingare discussed.

4.3 3G Wireless Baseband
Figure 4.4 illustrates a block diagram of the receiver usedin 3G UMTS mobile
devices[1]. The transmitter, on the other hand, hasbeenomitted sinceits compu-
tational complexity is much lower than that of the receiwver. As shavn in the gure,
oncethe data are received by the antenna, they passthrough a band pass lter
(BPF) that selectsthe desiredradio frequency (RF) channel. The RF spectrum
in the downlink ! has a frequencyrange between 2110MHz and 2170MHz. The
output of the Iter isthen corverted down to an intermediate frequency(IF) that is
approximately 270MHz. The desired5MHz channelis Itered by an IF band-pass
Iter. The IF signal is then mixed with the xed local oscillator frequency to
produce the zero IF basebandin-phaseand quadrature (I and Q) signals. These
signals are then fed to the analog-to-digital converter that is usually running at
four, six, or eight times the bandwidth. The output of the A/D corwverter is sen
to the basebandunit, Figure 4.5, for further processing44|.
Figure 4.5shavsasimpli ed block model of mostcomputeintensive elemerts [96,
42] of the receiwer's basebandprocessingunit. In this gure, the signalis rst

Itered using a Root-Raised Cosine lter. The purposeof the root-raised cosine

1The transmission direction from basestation to mobile devices
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Figure 4.5. Functional diagram of the most computeintensive receiver algorithms

Iter is to reducethe inter synbol interference. Subsequetty, the signal is fed
to the rake receiver and to the searder. The searder provides an estimation of
the multipath delays which are usedby the rake receiwer to resole di erent path
signals. The signal is then sen to the turb o decaler for error correction. These

algorithms will be discussedn detail in the following subsections.

4.3.1 Digital Filtering

Typically, Finite Impulse RespnseFilters (FIR) aretypically usedin baseband
signal processing.The discretecornvolution equationthat descrikesthe behavior of
a causal Iter is shavn in equation 4.1, where x(n) represets the sampledinput,

h(n) represets the lter's impulseresponse,and y(n) is the ltered output.
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N1
y(n) = h(k)x(n k) (4.2)
k=0

The direct-form and transpose-form structures are most commonly used to
implemert FIR Iters. The direct-form structure is illustrated in Figure 4.6. The
structure consistsof a collectionof N-stageshift-registerswith asseiatedtap-weight
coe cients h(n), multipliers, and adders. The shift register simply updates its
output once per sample period, using the value of the input as its new output
value.

The transpose-formis illustrated in Figure 4.7. The lter is seento have the
sameimpulse responseand complexity. Although both direct FIR and transpose
FIR producethe sameoutput and exhibit temporal and spatial concurrency their

throughput may vary depending on the underlying architecture.

4.3.2 Rake Receiver

The rake receier is usedin both UMTS [46]and CDMA2000 [63] systems.The
rake input signalis de-spreadedy multiplying it by the uniquely assigned®N code
usedat the transmitter. This operation removesthe desireddata signal from the
interfering signals. To illustrate how a data signal can be detectedin the presence

of signalsreceived from other users,considerthe following equation:

Unit Delay (Register)

]
414

DD D

:

Figure 4.6. Direct-form structure
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Figure 4.7. Transpose-formstructure

X
r(t) = si(t) PN;(t) (4.2)

i=1
where N is the number of usersin the system, s (t)=I ;(t)+j*Q ;(t) is the input

signal, and PN;(t) are the pseudo-cdesfor s(t) usedat the transmitter. If r(t) is

multiplied by PNy(t), the resulting output is given by

X
PNi(t) r(t) = PNy(t) si(t) PN;(t) 4.3)
i=1

si(t) PNi(t) PNa(t) + sp(t) PNa(t) PNy(t)+

ra(t)

S3(t) PN3z(t) PNg(t) +

Becausethe cross-correlationbetweenPN;(t) and PN; (t) (j=2,..,N) is very small,
the results due to theseterms are virtually zero.

Due to the multipath propagation possibility, the receiver has a number of
ngers as shown in Figure 4.8 that individually processseweral multipath compo-
nerts. The outputs from the di erent correlators are then combined to achieve
improved reliability and performance. The number of correlators varies between
two and six depending on the number of multipath componerts. The multipath
sarcher illustrated in Figure 4.5 detectsphaserelationshipsin order to determine
the number of multipaths andtheir assa@iated delays. Thesetwo parameterscortrol

the number of ngers and the length of the delay betweenthem.
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Channel estimation is used to extract a set of channel parametersfrom the
received signal. Theseparametersare usedto weight ead path, depending on its
strength, in the maximal ratio combining block shavn in Figure 4.9.

Algorithmically, the correlation operation usedin eaty nger of the rake receiver
is a complex multiplication and addition betweenwords and bits as illustrated in

the following code:

From From Channel
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land Q |
@ K>_<)
; AN
¥ ! ‘ !
Delay) ‘
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K4
Generator Maximal Ratio
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Figure 4.9. Block diagram of a RAKE receiwer
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for (i=1;i<SF;i++)
R1fi]+j R2[i]+ = (I[i1+] Qi) (PN1fiJ:real+j PNL1[i]:im)

The correlation is multiplication intensive. Howewer, sincethe PN1 codesin
a CDMA systemare a seriesof plus or minus ones, the multiplications become
additions and subtractions. Hence,when choosingprogrammablehardware devices
for the implemertation of algorithmswith thesecharacteristics,it is moreimportant
to concettrate on the performanceof the ALUs than that of the multipliers.

Sincethe primary function in both multipath seart and channel estimation is
correlation, the nger correlator is represetativ e of the algorithmic needsof the
full RAKE receiwer.

4.3.3 Turb o Decoder

Turbo coding is an algorithm usedin 3G wireless cellular standards for its
outstanding error correction capabilities[2]. The algorithm involvestwo symmetric
encale and decale modules. The UMTS turbo enader is a parallel concatenation
code with two constituert encalersand oneinterleaver asillustrated in Figure 4.10.
The encaler generatesa data stream that consistsof two independerily encaled
data streamsand a singleunencaled data stream.

The turbo decoder structure is shavn in Figure 4.11. The turb o decaer consists
of two Soft-Input Soft-Output (SISO) decaers. An SISO decaler is capable of
computing a posteriori likelihood ratio (LLR) that indicates the probability that
a bit is 0 or 1. The calculation of this probability can be decommsedinto the
calculations of three parameters[13d, namely forward, badkward, and branch
metrics. The rst decaler operateson the received data, the parity bits, and the
LLR output at the seconddecaler, in order to determineits LLR output values.
The seconddecaler works in a similar way on the interleaved data and the second

parity bits. Each iteration is computed after ead run of both decalers.
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Figure 4.11. Block diagram of the turb o decaler

The iteration canbe stoppedwhenall errorsare correctedor whena prede ned
maximum number of iterations is readed. As the number of iterations increases,
the bit error rate (BER) decreaseshut the latency and energydissipationincrease.

Ultimately, the turb o decaler producesits outputs by making hard decisions
basedon the soft output valuesgeneratedduring the iterations.

Many algorithms have beenimplemerted in the SISO decaler. Max-Log-Map
is the most usedbecauseof its low bit error rate (BER) despiteits computational
requiremens. The Max-Log-Map is a trellis decaling algorithm [125]. The Viterbi
alsousesa similar approad [37]. The trellis diagram is simply a 2D state diagram

with a horizontal time axis and a number of statesin the vertical axis. Figure 4.12
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illustrates two time steps of the trellis. The ow graph has been reorderedto
emphasizethe buttery structure, which is a graphical method of showving two
Add-Compare-Selec{ACS) operationsinvolving the forward and badkward metrics
(also called the state metrics) and the branch metrics.

The algorithm primarily consistsof four computational parts wherethe branch
metrics, forward metrics, badkward metrics, and the LLR extrinsics are calculated.
Theseparametersare calculated as follows:

The branch metric loop computesand storesthe branch metrics, also labelled
gamma, for all branchesin the trellis. The gammas,calculated in the following

eqguation, are symmetrical and have biasedvalues:

(k) = 05 ( (k) +s(k) p(k))
u(k) = 05 ( (k) + s(k) + p(k))
aa(k) = 10(k)
oo(K) 11(k)
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where ®(k) are the extrinsics, s(k) are the input systematics,and p(k) are the
parity bits.

In the forward metric loop, the trellis is swept in the forward direction in a
manner similar to the Viterbi algorithm [62]) and the state metric alpha for eat

node in the trellis is calculated as follows:

o(k) = max( o(k 1) ook 1); i(k 1+ (k1)) HO

1(k) = max( o(k 1)+ ok 1); sk 1) 1ok 1)) H (k)
2(K) = max( s(k 1)+ 1ok 1); s(k 1) oa(k 1)) H (k)
s(k) = max( s(k 1)+ qu(k 1); 7(k 1) oo(k 1)) H (k)
a(k) = max( ok 1)+ qn(k 1); «(k 1) oolk 1)) H (k)
s(k) = max( 2(k 1)+ 1ok 1); sk 1) oa(k 1)) H (k)
6(k) = max( 4(k 1)+ oi(k 1); s(k 1) 1o(k 1)) H (k)
7(K) = max( s(k 1) ook 1); 7(k 1)+ wu(k 1)) H (k)

H (k) is the normalization factor of the forward metrics. Two techniquesare used
to determinethe valuesof H (k). The rst usesthe maximum value of the forward
metrics over all statesat ead trellis stage. The secondassignsan arbitrary state
metric sudh as o(k) to H (k). In this dissertation,we usethe secondoption because
it simpli es the computation [74, 49].

In the backwad metric loop, the trellis is swept in the badkward direction, and
the state metric beta for ead node in the trellis are computed. The normalization
factor H (k) is equalto (k). Basically the only di erence betweenthe forward
and badkward metrics calculationsis the direction of the recursion:

o(k) = max( o(k+ 1)  oo(k); a(k+ 1)+ 1(k)) H (k)
1(k) = max( o(k+ 1)+ 11(k); a(k+ 1)  oo(k)) H (k)
2(k) = max( 1(k+ 1)+ ou(k); s(k+ 1) 10(k)) H (k)
3(k) = max( 1(k+ 1)+ 10(k); s(k+ 1)  ou(k)) H (k)
a(k) = max( o(k+ 1)+ 10(k); e(k+ 1)  o0u(k)) H (k)
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s(K) = max( o(k+ 1)+ o1(k); e(k+ 1) 10(k)) H (k)
s(K) = max( s(k+ 1)+ 11(k); 7(k+ 1) 0o(k)) H (k)
7(k) = max( s(k+ 1)  oo(k); 7(k+ 1)+ 11(k)) H (k)

Finally, in the output extrinsic or Log-Likelihood Ratio loop, the extrinsic infor-
mation is determinedfrom the di erence of two branchesthat are asseiated with

the input bits 0 and 1. The extrinsics are calculated as follows:

max0 = max( ofk]+ 4[k+ 1]+ 11[K]; 1[k]+ o[k + 1]+ 11[k]) (4.4)
max1l= max( o[k]+ s[k+ 1]+ 10[K]; 3a[k]+ 1[k+ 1]+ 10[K])
max2 = max( 4[k]+ o[k+ 1]+ 1o[K]; s[k]+ e[k + 1]+ 10[K])
max3= max( e[k]+ slk+ 1]+ nfK]; 7[K]+ 7[k+ 1]+ 1[K])
max4 = max(max0; max1)

max5 = max(max2; max3)

numer[k] = max(max4; max5)

max0 = max( ofk]+ ofk+ 1]+ oolK]; 1[k]+ a4[k+ 1])+ oolK])
max1l = max( o[k]+ i[k+ 1]+ oi[K]; s[k]+ s[k+ 1)+ o1[K])
max2 = max( 4[K]+ elk+ 1]+ o1[K]; s[k]+ o[k+ 1)+ o1[K])
max3 = max( ¢[k]+ s[k+ 1]+ oolk]; 7[K]+ s[k+ 1]+ oolK])
max4 = max(max0; max1)

max5 = max(max2; max3)

denontk] = max(max4; max5)

[1r _output[k] = numer[k]; denonik])

[1r _extrinsic _output[k] = Ilr _output[k] Ilr_apgk] s[k]

[lr _extrinsic _output[Kk] = Ilr _extrinsic _output[k] 0:75

The memory storagerequiremen for the Max-Log-Map is high due to se\eral
factors. The input frame and the metrics needto be stored for the ertire trellis.

In order to reducethe memory requiremerts, a sliding window technique is used.
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The sliding window approad splits the large input frame into subblocks, and the
decaling algorithm is performedon ead sliding window block independerily. For
a frame of length L, the required memoryis proportional to 3 L+ S Ng, + 2

Nsw + Nint + EXt, where:

L is the length of the input data s(k). In the UMTS standard, L varies
between50 and 5000.

Sis the number of statesand is equalto 8 [47].

Nsw is the sizeof the sliding window. The sizeof the window typically varies
between 50 and 100. While a larger window improvesthe bit error rate, it

alsoincreaseghe storagerequiremets.

3*L bytes are neededto store the parity bits and the receiwed data.
S*Nsw bytes is the storagefor

2 Ny, bytesis the required storagefor .

Nint is the sizeof the (de-)interleaver. It varies between50 and 5000.

Ext is the extrinsic information passedfrom one SISO decaler to the other,

which is equalto L.

The Max-Log-Map algorithm usesa large number of Add-Compare-Select{ACS)
operations. In ead stageof the forward and badkward metrics, the basic compu-
tation performedis the buttery operation shovn in Figure 4.12. The graph shavs
two ACS operationsinvolving the state and the brandh metrics. At the end of ead
stage,the result is forwarded to the appropriate ACS unit in the next stage. The
number of independert ACS operations preseits an opportunity to exploit data

level parallelism.

4.4 Digital Signal Pro cessing Algorithms
3G wirelessbasebandalgorithms have someimportant characteristics. They

are stream-orienied tasks which processan input stream of frame-organizeddata
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to producea streamof output frames. Wirelessstandards,nonethelessare ewlving
to support voice over IP, image, and video. To understand the characteristics of
theseapplications, the following subsectionsaddresssomeimportant properties of
digital signal processingalgorithms that support theseapplications. This analysis
ewvaluatesthe requiremerns of thesealgorithms which will subsequetly be usedin

the processordesignprocess.

441 Innite Impulse Response

In nite Impulse Respnse(lIR) and FIR Iters are the two primary types of
digital Iters usedin digital signal processingapplications. The impulse response
of IIR lters iscalled"in nite" becausehere is feedbak in the Iter. For example,
an input impulse (a single "1" samplefollowed by many "0" samples)results in
an in nite number of nonzerovaluesat the output. IR Iters canadieve a given
Itering characteristic usinglessmemory and calculationsthan a similar FIR lter.
Howe\er, they are more susceptibleto problemsdueto nite precisionarithmetic.
This limitation is a direct consequence®f the feedba& When the output is not
computedperfectly and is fed bad, the imperfectioncancompound. Similar to the
FIR lIter, there are many ways to designan IIR lter. In this sectionthe direct
form implemenation is descrited. The rational system function is given by the

following equation:

(4.5)

The direct-form realization of equation 4.5 is illustrated in Figure 4.13. This
realization is a cascadeof two systemsthat represeh the numerator and the
denominator. This requiresM+N+1 multiplications, M+N additions, and M+N+1
memory locations.

An interesting characteristic of the IIR Iter is the presenceof a loop-arried-
dependencybetweendi erent iterations of a loop. Algorithms with a loop-arried-

dependencyare usedin many applications sud as edo canceling, voice over IP,
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etc. This dependencylimits the concurrencyin the system. Chapter 6 will shov

how thesealgorithms can be accelerated.

4.4.2 Vector-Sum Excited Linear Prediction

The Vector-Sum Excited Linear Prediction (VSELP) algorithm is a type of
speet coding using an excitation signal generatedfrom three componens: the
output of a long term or pitch Iter and two codebooks. It was deweloped for the
cellular telephory domain [36] and was rst adoptedin the IS-54 North American
standard. Most of the executiontime in this algorithm is spert in four loops [4]:
Dot product, FIR, IIR, and the weighted syrthesis Iter. Dot product comprises
30.5%o0f the total executiontime. This computesthe inner product of two vectors
of N elemens. This kernel is also widely usedin many other signal processing
applications. The IIR and the FIR Iters accour for 8.4% of the executiontime.
The weighted synthesis Iter occupiesthe remaining 45.6%. The pseudo-cde for

the weighted syrthesis Iter is the following:

for (n=0; n<N; n++)

s =0;
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for (k=0; k<K; k++)
s += y[n-k-1]*h[K];

y[n] =s + x[n];

wherex(n) represets the sampledinput, h(k) represets the coe cien ts, and y(n)
is the ltered output.

4.4.3 Fast Fourier Transform

Fast Fourier transform (FFT) is an e cient implemertation of the discrete
fourier transform (DFT) basedon a divide-and-conquerapproad. Sud an ap-
proacd is applicable when the number of data points is not prime. The N point

DFT of a sequenceof N points can be expresseds:

y( 1

x(n) Wi k=0;1;=N 1
n=0

2 n k

Wik = el

X (k)

If N is a power of 2, then the N point data sequencecan be divided into two
N/2-p oint data sequencesintil ead DFT is of length 2. The overall result is called
aradix-2 FFT. This sectionwill descrike the radix-2 algorithm sinceit is the most
widely used FFT algorithm. In Figure 4.14 the data ow of an 8-point, radix-2
FFT algorithm is shovn. In ewery stage,thebasic computation performed is the
butter y operation asshaown in Figure 4.15. In general,ead butter y involvesone
complex multiplication and two additions. Figure 4.16 and 4.17 show the data
ow in two complexmultiplier implemertations from real-valued componerts.

For N = 25, there are N/2 butter ies per stageand logN stages. Therefore,
the total number of complexmultiplications is (N=2)log;N, and complexadditions
is NlogN. From Figure 4.14,it can be seenthat all butter ies in eat stagecan
be calculatedin parallel. The ertire computation canalsobe pipelinedby inserting
pipeline registersbetweenthe stages.Hence,an abundanceof concurrencycan be

exploitedto improve performance.Another important issuein FFT implemertation
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Figure 4.14. 8-point, radix-2, decimationin frequency

Figure 4.15. Butter y-decimation in frequency

is data reordering betweenthe stages. The useof a exible interconnector data
path forwarding logic can play a big role in improving the performanceof FFT

programs.

444 DSP Kernels

An important property of wirelessalgorithms is that their executiontime and
energyare dominated by regular, repetitive kernelsof computation which process
streams of input data. A similar situation exists for speet processingencryp-
tion/decryption, and media encale/decade. These kernel calculations are per-

formed in the inner loops of a program implemerting a particular DSP algorithm.
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Figure 4.16. 2-adder,4-multiplier implemenation

Figure 4.17. 5-adder,3-multiplier implemenation

Operationsin thesecodescanbe classi edinto two categories:usefuland overhead.
Useful operations perform the computational actions, while overhead operations
consistof branch and addressgenerationoperations.

A brief overview of other widely usedDSP kernelsfollows:

1. Matrix multiplication: Requires2D matrix addressing.While most of the 3G
basebanddata accessesire 1D, 2D accessesre important since cell phone
technology is ewlving to support multimedia applications where 2D accesses

arevery common.

2. Maximal Elemert of a Vector: Finds the maximum value in a vector of size
N.
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3. Dot product and square: takestwo N-elemen vectorsV1 and V2 and pro-
ducestwo dot products V1 V1 and V1 V2. This canbe usedto compute
G in the Vector-SumExcited Linear Prediction [36] (VSELP) coder.

4. Sum of absolute di erences (SAD): Is useful in the block match kernel of
an MPEG-2 encaler. This algorithm operateson a pair of 8-bit inputs. It
producesthe sum of the absolutedi erence between correspnding pixels of

the two 16x16macroblocks as shavn in the following pseudo-cde:
for(i=1;i < 16;i + +)
for(j = 1;i < 16;i + +)

dif f = blockO[i]j] blockl[i][j]

if (dif f < 0)
dif f = dif f
sadt+ = dif f

Wireless algorithms exhibit high levels of temporal and spatial concurrency
A programmablearchitecture must be able to take advantage of this concurrency
and support pipelined and parallel modes of processinge ciently. Concurrert
processingincreasesthe required instruction and data memory bandwidth. The
memory structure of a programmable architecture must be able to support this
requiremen e ciently without incurring signi cant energy and delay overheads.
The interconnectionnetwork that links the memory and processingelemeits must
support high data rates and must be exible enoughto support the required

commnunication patterns commonly seenin DSP kernels.



CHAPTER 5

THE ACT AR CHITECTURE

The ACT architecture is descriked in this chapter. This descriptionwill include
the methodology usedin the dewelopmen of the architecture, a detailed description
of the hardware features,and an overview of the compilertechniquesusedto exploit
thesefeatures. The nal sectionwill illustrate how DSP algorithms are mapped

onto the ACT coprocessor.

5.1 Intro duction

Despitethe rapid rate of embeddedand DSP processolimprovemert, a number
of important signal processingtasks sud as 3G cellular telephory [92] cannot be
adequately supported in the enbedded spacewithout employing ASICs. ASICs
o er low power, high-performance,and low area but lack exibilit y. DSPs and
general purpose processorsare exible but lack the processingpower necessary
to meet the real-time processingrequiremens of the 3G standards. In addition,
GPPsand DSPsare both signi cantly lessenergye cien t than the ASIC approad.
Ideally, onewould have (1) the power e ciency of an ASIC while (2) maintaining
the exibilit y of aprogrammablearchitecture. Unfortunately, exibilit y andenergy-
e ciency are con icting goals.

The approad takenin this dissertationto meetthe challengingcost, exibilit vy,
and power demandsis to replacethe traditional GPP and ASICs approad with
a domain-speci ¢ processordesign. A domain-sgeci ¢ processorcorntains those
capabilities that are necessaryto adieve the requisite performancewhile being
energye cient. The result is a designthat retains most of the exibilit y of a GPP

while attaining levels of performanceand energye ciency that are unattainable in
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general purposeprocessors.Figure 5.1 shovs how domain speci ¢ processorsare
positioned with respect to the other designoptions.

Telephoty and DSP algorithms have common characteristics. They are highly
iterativ e, stream-orieried and exhibit relatively high levels of data and instruction
level-parallelism (DLP and ILP). They also exhibit another type of parallelism,
namely address-leel parallelism (ALP). In fact, for the XScale,44% of the appli-
cation suite instructions are loads or stores, 39% are the real work, and 17% are
addresscalculation to support load and store operations.

A convertional processorperforms mostly overhead operations instead of the
real work. This analysis indicates a potertial solution. Hardware accelerators
that usespecializeddata paths and stream array operandsout of multiple SRAM
memoriesstand a good chanceof acceleratingthesealgorithms at embeddedpower
budgets.

This dissertation shavs that an energy-e cient programmable processorfor
cellular telephory applicationscanbe createdby matching architectural parameters
and algorithmic properties. Flexibilit y will be achieved by ne-grain programmable

control of the interconnectionresources.

Energy*Delay Programming
A  complexity
, Domafi\n\
| _Specific !
\ Pro%essor$
\\\(ACT) //
- Power

Figure 5.1. Flexibility versuspower
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This ne-grain cortrol will allow recon guration to be donewhile data is stream-
ing through the data path. Thesetechniques will be discussedin detail in the

following sections.

5.2 Arc hitecture

The 3G wirelessalgorithms consist of sequence®f computational steps with
localized comnunication patterns in their data ow. The input data are a real-
time stream that is broken up into a sequenceof frames. Identical operations are
performedrepeatedly on incoming data elemeits in ead frame. A similar property
holds for applications sud as encryption, decryption, media encale and decale,
speet recognition, etc. One interesting aspect of thesewirelessalgorithms is that
they operateon a variety of data sizes.Although most functions require 8- or 16-bit
data paths, some functions require only single-bit processing. The architecture
preserned hereis basedon a 16-bit data path but provides support for bit-serial
and 8-bit operations.

The ACT architecture is optimized for the cellular telephory domainin particu-
lar and is intendedto be usedasa coprocessorfor a generalpurposehost processor.
A high-lewel view of the architecture is shavn in Figure 5.2. Data are pushedinto
the coprocessor'docal storageby the host processor.Resultsare removed from the
coprocessor'docal storageby the host.

The copraocessordesigncan be divided into three sections: storage, execution
path, and cortrol unit. This organization is intended to re ect the structure

found in the stream-orieried cellular telephory algorithms: real-work operations,

Host A
processor |

|
Y

Memory |

Memory Controller

ACT

A
Y

Figure 5.2. Systemarchitecture
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addressoperations, and cortrol represeted by the nestedloop branches. These
componerts can be illustrated by examining the hardware implemertation of a
vector dot product as seenin Figure 5.3. The multiplier and the adder represen
the execution part where the real work is done. The addressgeneration units
(AGUSs) handle addresscalculation duties. The cortrol part which cortrols the end

of the loop is not shawvn in order to keepthe gure simple.

5.2.1 Storage

Wireless algorithms are stream oriented, but they also have a large number
of array accesses. Traditional processorshave a limited number of load/store
ports which signi cantly a ects their performance[18, 52]. E cien t feeding of
the functional units of the processorrequires a high number of memory ports.
Increasingthe number of ports in a SRAM or cade increasesdts area, power, and
accesgime. A better choicefor a power-e cient systemis to usemultiple SRAMs,
eah of which has a relatively small number of ports. The ACT architecture uses
four dual-ported SRAMs as shown in Figure 5.4.

The input, output, and scratthpad SRAMs are all 16 bits wide. The scratdc
and output SRAMs ead have 1024 entries, whereasthe input SRAM has 2048

Loop index variable

-~ Loop bount
AGU AGU \

Y Y !
m For(i/=0;i<100;i++)
A[i]+I:B[i] * C[i]

em Me
/' 7
Mem L7
- -
__ g

4-"'./

AGU M

Figure 5.3. Hardware implemertation of a vector dot product
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Figure 5.4. Storageorganization

ertries. The input SRAM is organized as two 1024 word banks to allow fully
concurrert accessby the host and ACT coprocessor. The SRAM capacitiesare
in uenced by the frame sizesthat were chosento test the 3G basebandalgorithms.
In our .25 CMOS process,leakage power is very small. A large fraction of the
energyconsumptionis in the senseampli ers of the SRAM ports. They consume
appraximately 50% of the processorenergyin the 0.25implemenation. SRAM
power consumptionis therefore more dependen on the width of the memory than

on memory capacity.

5.2.2 Execution Path

To keepup with the high arithmetic demandsof wirelessalgorithms, a large
number of FUs are required. Increasingthe number of FUs in a fully bypassed
machine requires wider muxes and complex bypasscortrol circuitry. This would
increasecycle time, area, and power [60]. Decreasingthe width of the muxesde-
creaseghe interconnect exibilit y. This dissertation addresseshesetwo problems
by intro ducing multilevel routing to limit the width of the muxeswhile maintaining

the exibilit y, and a wide horizortal microcode to directly cortrol the bypassing
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logic to eliminate the complexcortrol circuitry. Figure 5.5 illustrates two routing
levels. LevelO is usedfor commnunication betweencloseneighbors sud as FUs and
register les. Levellis usedfor comnunication betweendistant ertities sud asFUs
and memories. The main drawbad of this approad is that this tactic introduces
an extra pipeline stage. The e ect of this extra stageis insigni cant in a short
pipeline architecture. Moreover, placing an extra routing level between the FUs
and memoriesincreaseshe delay of the load/store instructions. This latency can
be e ectively hidden by instruction sdeduling.

Multilev el routing helpsto maintain a certain level of exibilit y in the design
while limiting the width of the multiplexers. Howewer, asthe number of functional
units increases,scaling becomesa concern. Increasingthe number of functional
units will exponertially increasethe number of interconnectsin a fully bypassedet-
work. This problemcanbe mitigated by clustering, which hasbeenusedextensiely
in many high-performanceprocessors.The main ideais to limit the bypassingscope

by creating a hierarchy. Intracluster commnunication is supported by the bypass

Levell

-~ Pipeline
- Register

LevelO

Figure 5.5. Multilev el routing
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logic. Intercluster communication takesmoretime and is supported by more global
interconnect resources. This strategy helps, but meeting performanceobjectives
under a limited energy budget and area is still a big issuein high-performance
processors. For instance, the register le size,the number of ports, interconnect
limitations, and memory bandwidth have a major e ect on performanceand power
dissipation.

The execution path includesfour homogenous/LIW clustersas shown in Fig-
ure 5.6. Eadh cluster consistsof three integerexecutionunits (XU) and two 32-eriry
register les, eah with oneread and one write port as illustrated Figure 5.7(a).
From the compiler prospective, the register les are viewed as XUs. One XU in a
particular clusteris connectedwith all other XUs in the sameclusters. Intercluster
commnunication is restricted to two unidirectional connectionsbetweenead pair of
clusters. Increasingthe number of connectionswould increasethe cycle time due
to the increasedwidth of the intercluster muxesasshown in Figure 5.7(b). The in-
creasedconnectionswould alsoresult in a limited performancebene t. Operations
supported by ead of the functional units and their respective latenciesare shovn
in Table5.1.

FR?MPROCESSOWMMC TOPROCES%OWMMC
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Figure 5.6. Coprocessororganization
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Table 5.1. Opcodes. Y: supported opcode. N: not supported opcode. a and b are
the inputs data to the FUs. r is the result

Opcodes Opcode Meaning Alu0 | Alul | MS | Latency
add r=a+b Y Y N 1
sub r=a-b Y Y N 1
rsub r=-a(+/-)b Y N N 1
not r=-a Y N N 1
move r=a Y Y N 1
xor r=a xor b Y N N 1
merge | r=concatenate(one byte from a,onebyte from b) Y N N 1
or r=a orb N Y N 1
and r=a&b Y Y N 1
extend r=concatenate(a's lower byte,a's lower byte) Y N N 1
max r=max(a,b) and set status bit N Y N 1
min r=min(a,b) and set status bit N Y N 1
equal set status bit if a==b N Y N 1
cond-move r=cond?a:b, cond is one of the 3 status bits N Y N 1
mul r=a*b N N Y 2
shift left and right shift, arithmetic and logical N N Y 1
muls mul followed by shift N N Y 3

In addition to the opcodesillustrated in Table 5.1, a saturation mode is also
supported . In saturation mode, results of an operation that over ow or under ow
are clipped or saturated to the data rangelimit for that particular data type. This
operation is very usefulwhenthe FUs operate in SIMD mode. SIMD FUs will be
coveredin the next chapter.

Complex bit-word multiplication asshawvn in equation’5.1is commonly usedin
3G wirelessalgorithms sud asthe rake receiwer, channelestimation, and cell seart.
Theseoperationsin generalpurposeprocessorsypically involve anif/else condition.
This brandh-basedapproad limits ILP andincrease€nergyconsumptiondueto the
needfor a wider data path. In general,this is true whene\er the input/output data
formats are di erent from the processordata path. GPPs with SIMD extensions
try to minimize the power consumptiondueto the wider data path by operating on
padked subwvord data. This approad will alsoimprove performanceby operating
on multiple data elemens in parallel. Howeer, in this approad there is a lot of
overheaddue to data padking and unpading [99]. Whene\er the input data have
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di erent formats, special opcodes are neededto promote the data to larger sizes

using padck/unpack operations and to perform saturation.

rrreal+ jriim = (crrreal+ j criim) + (in:real pnireal in:iim pnim)+

j (inrreal pn:im + in:im  pn:real); pn are minus or plus ones: (5.1)

ACT resolesthis problem by usinga partially recon gurable ALUO. Figure 5.8
shows the designof ALUO, which is the samein all clusters. This unit hastwo spe-
cial registersthat cortain con guration bits. To performthe complexmultiplication
in equation 5.1, the input bits are rst loadedinto the ALUO special con guration
registers. Thesebits are then usedas opcodesto ALUO.

The choice of two ALUs in ead cluster and four clustersin the coprocessor
provides a good empirical balancebetweenexecution,comrmunication, and storage
resources.Increasingthe number of ALUs or clusters does not generallyincrease
performancedue to increasedmultiplexer delay, higher capacitive loads,and mem-
ory bandwidth saturation e ects.

In application-speci ¢ embeddedsystems,sud as 3G cellular telephory, a sig-
ni cant number of values produced by a particular function unit are consumed
almost immediately by another function unit. Hence, data forwarding decreases
power consumption by eliminating the correspnding register le accesses. In

ACT, to eciently forward the data between dierent FUs, two routing levels

R

Reg . Pipeline Registerf
Regd AL .

P

Opcode ALU

Figure 5.8. ALUO
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are used as showvn in Figure 5.7(a). Routing level 1 is usedfor inter and intra
cluster commnunications. Routing level 0 is used for intercluster and memory
comnmunications.

In routing level 1, eadh XU input is connectedto a 5:1 mux. The outputs
of the 5:1 muxex are registered. Each XU receiwesits inputs from these pipeline
registers. When viewed individually, the sourcesfeedingeat mux are confusing.
A consistemh view is evidert for the pair. Namely, eath XU can be fed by any of
the v e XU outputs (two register les, two ALUs, and the MS), any of the three
point to point intercluster links, and two of six possiblebusses. At rst glance,
the ability to get inputs from only one third of the busseswould appear to be a
defect. Howewer, ead busis driven by another mux locatedin routing level 0. This
two-level multiplexing strategy, which drives input operandsto the appropriate
XU, removesthe disadwantage. The result is a rich and reasonablygeneraldata
routing capability which, when cortrolled by the micro-cade, allows a wide variety
of applicationsto be e cien tly mapped onto the architecture.

Figure 5.9 illustrates how routing level 0 is usedto forward the data from the
storageto the executionunits (MEM-TO-CLUSTERS) of the coprocessorand vice-
versa(CLUSTERS-TO-MEM). While the MEM-TO-CLUSTERS sectionlimits the
sizeof the muxesin the executionclusters,the CLUSTERS-TO-MEM part is used
to forward the data generatedby any cluster to any of the destination memories.
The cluster outputs are latched into a pipeline register (Figure 5.9) then forwarded

to the scratthpad memsand output mem through the additional muxes.

5.2.3 Data Reuse and Register Files

Exploiting data reusereducesmemorypressure.Previousdata reuseapproades
employ cades,loop transformations, and somehardware support to improve cade
performance. In the embedded domain, cades are a problem due to real-time
constrairts, cost, area, and power consumption. Also, most of the techniques
usedto enhancecade performanceare cortrolled by hardware and cannot bene t

from the data ow information available to the compiler. Recenly, software-based
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Figure 5.9. Routing levelO

medanismsthat exploit the data ow information available to the compiler have
beenusedin the Elite processor[32, 50]. The ACT approad is similar to Elite
but is employed at a ner granularity. For example,data reuseopportunities can
be seenby examining IR and FIR Iters and MPEG2 motion estimation. FIR

Itering performsthe following operation:

y(n) = Noth@x(n i) (5.2)

where h is the coe cient array and x and y are the input and output sequences.
Ead loop iterates over all N coe cien ts, and N-1 elemerts of array x are reused.
The IIR Iter usedin Volp has a loop-carried dependency The lIter is usedto
processmultiple channels, ead with dierent coe cients. For MPEG2 motion
estimation encaling, the best matching block is seardied by comparingit with a
number of candidatesin the referenceframe. The new candidateblock is formed by
shifting the current candidate by a few pixels. Consequetly, most of the current
and next block overlap.

Register les are clear thermal hot spots in modern processorssincethey are
both the sourceand sink for most operations. In Imagine [103, it hasbeenshavn
that for N functional units, the power of a certralized register le scalesas N2,
where N is the number register ports. Power also scaleslinearly with the number

of registers. Power in Imagine is reducedby using distributed register les with
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single read and write ports. The read ports are mapped on a one-to-onebasisto
a function unit's input ports. The output ports in turn drive busseswhich are
connectedto the registerwrite ports.

ACT exploits the producer-consumetocality to reducethe number of required
read and write ports. Analysis of the 3G basebandalgorithms shaws that the life
time of more than 80% of the variablesis lessthan two cycles. This meansthat
most of the valuesproducedby a particular FU can be consumedimmediately by
anotherFU. This avoidsregister le accesseand canreducethe number of required
ports in the register le. For ACT, the number of ports for the three FUs in eat
cluster is reducedfrom six read ports and three write ports to only two read ports
and two write ports. This has a tremendouse ect on power consumption and
register le accesgime. The main drawbad of this technique is the reduction of
the bandwidth available to the executionresources.This potential disadwantage is
avoided by using a richer comnunication structure which enablesforwarding and
multiple scratthpad memories. This architecture employs two 32-eriry register les
in ead of the four clusters.

Ead register le is split into two adjacert windows shovn in Figure 5.10. The
size of the windows are explicitly allocated under program cortrol by setting a
tail window pointer (WP) for the rst window. The secondwindow is addressed
normally as a static register le and the rst window is e ectively accessedike a
rotating register le usingsimpleaddressamodesin the addressgeneratorunit for the
register le (AGURF). Each AGURF hastwo pointers and supports incremert and
decremenh by a constart with wrap around and modulo addressingto e ectively
create a circular buer. This is particularly useful in Iter algorithms. In the
algorithms we have tested, two pointers in eady AGURF are su cient. If the data
in aregister le needto be accessedvith a di erent stride and basepointer, a new
pointer canbe loadedfrom the instruction or from the static portion of the register
le, sinceeath AGUREF is connectedto the output of the register le.

Eadch modally addressedregister le (MARF) tail pointer can be individually

speci ed. This organizationallows signi cant register le specializationfor di erent
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computation phases,provides hardware support for rotating registers, and thus

decreaseshe number of instructions assaiated with loop unrolling.

5.2.4 Pip eline Registers

Pipeline registersin ACT are presen in almost every componert in the ar-
chitecture. Functional unit inputs and routing level O outputs are an example.
Pipelining increasesperformance. Excessperformanceallows supply voltage and
frequencyscalingwhich saves power. The downsideis that pipeline registersand
their respective clock tree can be responsible for a signi cant amourt of the total
dissipated power [68, 77, 115 133]. This can be signi cant in overly pipelined
designssincepipelineregisterslatch their inputs unconditionally. If the input data
are not used,then this \latc h always" strategy is a bad choice.

Clock gating is a common strategy usedto limit power consumption of un-
used componerts. Since all internal pipeline registers of the coprocessorhave
program-corirolled load enable signals, they e ectively provide clock gating for
logic not usedin any particular cycle. Thesepipelinedregistersand their respective
input muxesare cortrolled at a very ne grain. Hence,the architecture is able to
adapt to variations in the algorithm on an individual cyclebasis. Sud ne-grained

adaptation is not possiblein more coarse-graincortrol techniquessud as voltage
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scaling. The explicit cortrol over the duration of the variable at the output of
theseregistershas a tremendouse ect in terms of power and performance. Power
consumptionis reducedby avoiding unnecessaryswitching activities and accesses
to register les. Performance,on the other hand, is improved by the ability to

create custom pipelinesthat resenble ASIC data ows.

5.2.5 Address Acceleration

The majority of the processingn the target 3G domain is dominated by regular
inner loopswhich processstreamsof input signal data. For the XScale,44% of the
application suite instructions are loadsor stores,and 17%of the remaining instruc-
tions perform addresscalculationsto support load/store operations. Howeer, the
load and store instructions also cortain simple addresscalculationsand must rst
go through the XScaleexecution pipeline beforereturning the e ective addressto
the load/store pipeline. Most of the time, the execution pipeline will be doing
addresscalculationsinstead of real work. DSP processorslleviate the problem by
performing the addresscalculationsin a separateunit which is typically referredto
as an addressgenerationunit (AGU). The AGU performs all addresscalculations
necessaryto accessdata operandsin memory Multiple addressmodes can be

supported:

Immediate: The instruction providesthe actual value of the operand.
Direct: The operand eld cortains the e ective addressof the operand.

Indirect: The memory cell pointed to by addresseld cortains the addressof

the operand.

Registerdirect: No memoryaccesss requiredin this mode sincethe operand
is in the register le. The addressspaceof this mode is limited due to

limitation in the number of ertries in the register le.

Registerindirect: The addressof the operandis in the speci ed register.
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Displacememt The addressis the result of the addition of the cortents of a

registerand a constart.

Register indirect with post incremen: This mode allows the processorto

sequencehrough an array by incremerting the addresspointer automatically.

Circular or modulo addressing:A circular bu er consistsof a set of memory
locations and an index pointer that stepsthrough the bu er to accessthe
data. In eadt step, the processorpost modi es the addresspointer by a
speci ¢ value. If the modi ed addresspointer falls outsidethe circular bu er,
the processorsubtracts the lengths of the bu er from the value in order to

wrap the index pointer badc to the start of the bu er.

Bit-reversedaddressing:This mode is usedfor calculating fast Fourier trans-
form algorithms. The hardware reversesthe lower bits of the addressregister.
As shown in Figure 5.11,0ne rst incremeris the addressand then bit reverses

it.

While most of the 3G basebandalgorithms operate on a 1D data, multimedia
applications sud as MPEG, video conferencing,and image processingoperate on

subblaocks in large 1D or 2D data blocks. Future wirelessgenerationsare ewlving

Figure 5.11. Bit reverseaddressing
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to support image and video applications. Analysis has shovn that the maximum
number of nestedloopsin the target application is four. Multimedia algorithms
have similar characteristics. Talla [120 has showvn that this number is lessthan
v e in many media algorithms. The number of nestedloops signi cantly a ects
the addresscalculation complexity in a generalpurposeprocessor. Keeping track
of multiple array boundsinvolvesa conbination of seweral addressingmodesand
instructions and leadsto considerableaddressgenerationoverhead.

Figure 5.12illustrates the ACT addressaccelerationunit. The unit is divided
into two sections:the hardware loop unit (HLU) and the streamaddressgeneration
units. The purposeof the HLU is to compute and maintain the loop variables
required for addressgenerationin the memory system. Variablesfor up to four
nestedloops can be maintained by the internal hardware structure. A simpli ed
organization of the HLU is illustrated in Figure 5.13. In this gure, the dynamic
table is usedto track the index variablesthat are updated by the ALU. The static
table holds the start, end, and the incremen values of these variables. It also
cortains the index in the table of the next loop to be executed.

The HLU alsoincludeshardware support for modulo-steduledloops. Modulo
scheduling[10Q is a compiletime-sdedulingtechnique that overlapssuccessigloop
iterations to exposeoperation-leel parallelism. In this technique, the sdedule for

oneiteration of the loop is donein sud a way that this samesteduleis repeatedat

e ™\
HLU
|
From AGUs
Clusters
> |AGUO |~ "~~~ "~~~ AGU5
- J
\/ To memories Y

Figure 5.12. Addressaccelerationunit
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Figure 5.13. Hardware loop unit

regularintervals with respectto intra- and inter-iteration dependencesnd resource
constrairts. This interval is termed the initiation interval (I11). A modulo sdheduled

loop can be split into three sections: prologue, kernel, and epilogue. The kernel

represets the steady state of the pipeline. Prologue and epilogueare the stages
neededo Il anddrain the pipeline. The hardware support for modulo schedulingis

represeted by the modulo courter that courts from 0to 11 aswell asthe necessary
logic to detect the end of the prolog and epilog.

The algorithms in the target applications and in stream-basedapplications in
general,make heavy useof ne-grain streameddata accespatterns. Hence,address
calculation can be signi cantly acceleratedby special hardware to directly support
stream-baseddata accessnodes[86, 119. The main drawbad of this approad is
that it compromisesexibilit y. It is very important to nd a balancebetweenthese
two con icting parameters.

Before delving into the details of the AGU implemenation, it is necessaryto
understand how a compiler generatesaddressedor array references.Considerthe
code illustrated in Figure 5.14. This gure shows the multiplication between 2D

data arrays. The addressof ead elemen in the 2D arrays is:
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Figure 5.14. Matrix Multiplication

address= baseaddr+ i rowsize+ | colsize (5.3)

where baseaddr is the addressof the rst elemen in a 2D array; row_size and
colsizeare the row and column sizes.

A vector is a single-dimensionalarray, so its addressexpressionis a special
casewhererow_size = 0. If the row_size and the col_size are power of two, this

eqguation can be written in the following way:

address= baseblock+ (i << constl) + (j << const2) (5.4)

Our experimerts shawv that three pipelined functional units can easily perform
the calculation in equation 5.3 and hencegenerateone memory addressper cycle,
assumingthat the loop indexes'i' and 'j' are incremeried by other hardware. A
number of muxes can be added at the input of these functional units to increase
the level of exibilit y asillustrated in Figure 5.15. This structure, in combination
with the wide horizortal microcode cortrol, permits generationusingdi erent data
paths in the AGU. This resenbles a dedicated hardware implemertation for eat
address.The major problemwith this approad is that the width of the instruction
memory has increasedsigni cantly. In fact, the power consumption due to the
instruction memory amourts to more than 50% of the total dissipatedpower. This
issuewill be discussedn more detail in section5.2.6. To alleviate this problem, a

di erent approad in the AGU designneedsto be taken.
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Figure 5.15. Streamaddressgenerationunit (AGU)

The approad taken in this dissertation is basedon the fact that most 3G
basebandmobile algorithms require onedimensionalaccesgatterns, but telephory
standardsare ewlving to support imageand video data which require more complex
accesyatterns. Therefore,the ACT AGUs aredesignedo be partial ly con gurable
in the sensethat they include con guration tables that can be selectedunder
program cortrol.

The AGUs support addressgenerationfor two typesof addresseghat we call
simple (1D and unit stride 2D patterns) and complex (non unit strided 2D and
modulo patterns). Each AGU, shavn in Figure 5.15, has three integer units con-
nectedvia amux. Each ALU receivesinputs from the hardwareloop unit, execution
cluster, instruction memory, con guration table, or output of the neighboring ALU
as shavn in Figure 5.15. Each AGU also includes four general purpose address
registersto store the baseaddressand intermediate results that canbe accessedn
both modes.

Opcodes, mux selects,constarts, and registerload enablesin the simple mode
are part of the instruction. For complexaddressesthe extra cortrol bits are stored
in a con guration table. Eadh AGU has a four-ertry con guration table, which
supports an arbitrary number of simple addresscalculationsand up to four complex

patterns. More complex addressessud as those involving multiplications that
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cannot be computed by the AGUs can always be calculated in the FUs of the
clustersand then forwardedto the AGUSs.

To selectan accesgpattern, an AGU instruction cortains two elds. The rst
one indicates if the AGU is in con guration mode or normal mode. In normal
mode, the con guration table is disabledand all the cortrol signalsare part of the
instruction. The con guration mode is divided into two modes. In the rst mode,
recon gurations can be loadedinto the table usingthe agu.loadcon g() command.
In the secondmode, the con gurations are read from the table and usedasopcodes.
This is achieved through the agu.readcon g() command. Finally, while most of
the addressmodesdiscussedearlier are supported by the AGU, there is no direct
hardware support for bit-reversedaddressing.FFT which useshis addressingnode

is not usedin 3G wirelessbasebandalgorithms.

5.2.6 Micro code Compression

Compressiongenerally exploits redundancy Various compressiontechniques
emergedfor RISC processorsand have been subsequetty applied to VLIW ar-
chitectures [57, 85]. Most of these approades are dictionary-based compression
techniques. In thesetechniques,the most frequerlly encourtered instructions are
coded usingtechniquessud asHu man coding and are then placedin a dictionary.
To use an instruction from the dictionary, it rst needsto be decaled. In these
compressiortechniques, memory reduction rather than energydissipation was the
driving force. More limited approadesto energy reduction have been proposed
by Benini [15] and Wolf [71]. Benini investigatedthe impact of code compression
on power consumption of a subsystem,namely, the main memory and the buses.
His approad is basedon the selectionof a subsetof instructions in a program,
derived by evaluating their relative occurrence.Theseinstructions arethen encaled
with 8-bit patterns and stored in a small memory instead of the original 32-bit
instructions. Memory bandwidth is reducedas is the energyrequired to fetch the
program from memory The decompressiorns performedby a hardware block that

is located betweenthe 32-bit processorand the memory Benini did not show the
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impact of compressionon the processor. Wolf [71] included the processorin the
analysisby placingthe decompressiotlock betweenthe cadhe andthe CPU. A 19%
improvemern for data intensive algorithms wasadieved. However, power estimates
were derived from an analytical model rather than low-level circuit details.

In this dissertation, two decompressiortiechniquesare implemerted asshawvn in
Figure 5.16. The rst includesa small local instruction memory that cortains the
most frequertly executedinstructions of modulo-stheduledloops[10Q. Block A in
Figure 5.16 represets the small local instruction memory The size of this local
compressednstruction memory (CIM) is 32. The sizewas determined empirically
to match the application requiremens. Algorithms with higher requiremens will
therefore not be fully compressed. The compressedinstruction simply indexes
the common code in the CIM. The size of the indexed code is cortained in the
microinstruction. This number is usedin a courter, Block B, which cortrols access
to the commoncode in the CIM.

The result is that there aretwo typesof instructions: long and compressedOne
third of the long instruction is enoughto addressthe erntire CIM. The instruction

memory is therefore divided into three banks. The number of accessedbanks

} ] }
BANK 0| |BANK 1 BANK 2
\ ‘ ‘ FETCH REGISTER
[ ! | |
|
f i ! }
B@EL NORMAL SIMD E@ COMPRESSE
INSTR COMPRESSED
INSTR INSTRINDEX INSTRUCTION
() (D) (©) ®) MEM
- !
MUX
l ~_DECODE REGISTEF
C I |

Figure 5.16. Compression
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dependson the instruction type determinedby block E in Figure 5.16. A memory
generator tool shavs that the power savings of this strategy is limited to 20%.
To improve on this, an additional approad that exploits the SIMD presencein
these algorithms was also studied. A long instruction can potertially be reduced
to a singleshort instruction that operateson multiple data. This short instruction
is then stored in one of the banks, which is decaled in block C wheneer the
instruction is accessed. The number of SIMD instructions is currerntly limited
to eight to avoid increasingthe cycle time of the decompressiorstage. Finally,
the 3:1 mux in Figure 5.16 selectsbetween the outputs of the SIMD, CIM, and
block D which forwards the uncompressednstructions directly to the execution
stage. Chapter 8 will shov that these compressiontechniques decreasehe power

consumptionin the instruction memory between17% and 38%.

5.3 Instruction Format and Programming

Figure 5.17 shows the format of the instruction word. The inst-type eld
speci es whetherthe instruction is (1) a compressednstruction, (2) anormal VLIW
style instruction, or (3) a recon guration instruction. Compressedinstructions
are divided into two types: CIM and SIMD. In the rst case,the uncompressed
instruction is selectedfrom the CIM and forwardedto the executionstage. In the
secondcase,the SIMD instruction is decaded and NOP operations are inserted for
all unused componerts. The recon guration mode is usedto con gure the HLU
and AGUs. Four cyclesare neededto con gure all four ertries in the con guration
tables. In the VLIW mode, the instruction canbe divided into three di erent types:
MARF, ALU, and AGU. The MARF instruction is divided into two elds. The
rst eld indicatesif the register le is usedasa typical static register le or asa
MARF. The second eld is usedasan index into the register le or asan opcode
to the AGURF depending on the corntents of the rst eld. The ALU instruction
is divided into three elds. The rst oneis the opcode. The secondand third both

include the mux selectsignalsand the input registerload enables.
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INST Type | Clusterd Cluster0| AGU5 AGUO
MARF1 | MARFO ALUn|--—--- ALUO Mode| Opcode
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Mode| Agu/Index Opcode | | 4 enol Ld en1

Figure 5.17. Micro instruction format

Finally, the AGU instruction is divided into two elds. The rst one speci es
if the AGU is usedin a con guration mode or a normal mode. The second eld is
the opcode.

Currently, there is no ACT compiler, and programming is done manually. Al-
though this is a dicult task, the performancethat can be achieved is high. A
sophisticatedcompiler will be neededin the future. The following code is a simple

exampleto illustrate how the coprocessorcan be programmed:

/IC code
for(i=0;i<100;i++)
S+=A][i]*BJi]

/[Custom assembly code

1l-agu.load_config(aguO,co nfig params),ta ble entry0) /lconfigure  aguO
1l-agu.load_config(agul,co nfig paramsl,ta ble_entryl) /lconfigure  agul
1-hlu.load_config(coonfig ~_paramg,ta ble_entr y2) /lconfigure  HLU
2-nop /ldelay

[lInit  loop

/INote that once the HLUis configured, the loop index is incremented
/lautomatically  till the maximumrmumber of loop counts is reached.
3-add_Id loop0O, baseO alu2_aguO /laddress of A[i]

3-add_Id loop0O, baseO alu2_agul /laddress of BJi]
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4-nop /ldelay

5-route input_mem_port0, busO /lrouting is part of the ISA
5-route input_mem_port0, busl /lrouting is part of the ISA
6-mul  bus0, busl mul_clusterQ [Itmp=A[i]*BJi]

7-nop /linserted delay to account

/[for the multiplier latency.
8-add mul_cluster0, aluO_clusterO aluO_clusterO [[S+=tmp
/lend loop: wheninstruction number8 is reached, the zero-overhead
/lloop branching implemented in the HLUupdates the address in the
/lprogram counter to that of the loop entry, which is equal to 3 in
/lthis  example.
9-add_st aluO_cluster0, CNSTOUT_MEM //OUT_MEM|CNST]=S

As illustrated in the above code, the FUs' instructions are divided into four
elds: opcode, source0,sourcel,and functional unit's name and cluster number.
Sincethe instruction word width and format are xed, there is no needto specify
the instruction or the FU number. It was added here to make the code more
readable.

The AGUs in this exampleare usedin the simple mode. The agu.loadcon g()
instructions are usedto set the baseaddressedor both arrays. If the AGUs are
con gured to work in the complexmode, the following instruction would be needed:

agu.readcon g(aguO,table_ertry)

This instruction instructs the AGU to work in complexmode. In the codeillustrated
above, this instruction would be insertedin cycle 3. Finally, to increaselLP, the

loop would alsobe modulo scheduled.

5.4 Algorithm Mapping Examples
To illustrate how data forwarding works and how the architecture can be recon-
gured to match di erent data owsin di erent algorithms two algorithms will be

mapped: rake receiver and the transposeFIR.
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Rakereceiver: The main operationsin the rake receiwver are complexmultiplica-
tions betweenwords and bits, asshavn in equation5.1asexplainedin section5.7(a)
are replacedwith additions and subtractions. The algorithms can be mapped as

follows:

1. First cycle: At the beginning of the multiplication, a group of pn bits are

loadedinto the recon gurable registersof ALUO asshawn in Figure 5.18.

2. Secondcycle: in.real and in.im are loadedinto the input registersof ALUO

asillustrated in Figure 5.19.

3. Third cycle: Addition or subtraction is performedon the input data depend-

ing on the pn bits which act asopcodes.

4. Fourth cycle: The result of the operation in ALUO is forwarded to the next
ALUL1 to perform the accunulation asshown in Figure 5.20. Meanwhile, the

rst ALUO performsothers operationson the input data.

Figure 5.18. Data Forwarding in the bit-word multiplication



Figure 5.19. Data Forwarding in the bit-word multiplication

Figure 5.20. Data Forwarding in the bit-word multiplication
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Transpse FIR : Filters tend to have deepdelay lines in order to improve fre-
guencyresponsecharacteristics. The hardware implemertation of thesedelay lines
usesa number of cascadedegisters. In ewery cycle, data are shifted from onereg-
ister to the next. In sud an implemertation, redundart energyis being dissipated
due to data shifting. In DSP processorsthis situation is avoided through the use
of circular bu ers that are mapped onto a random accessmemory block. In the
RAM-basedimplemertation, a number of pointers are incremerted or decremeted
rather than physically moving the data.

Assumingthat the Iter coe cients are already in the MARFs, the algorithm

is mapped to the architecture asfollows:

1. First cyclethrough the fourth cycle: Each cluster operateson its four locally
storedtap delays. As shavn in Figure 5.21,the coe cien ts and the interme-
diate valuesare rst loadedfrom the local register les and forwardedto the
multiplier. The output of the multiplier is then forwarded to its neighboring

ALU wherethe accunulation is done.

2. Fifth and sixth cycles: The result of the accumulation in ead cluster is
forwardedto its neighboring cluster asshowvn in Figure 5.22. The destination
clusters use their secondALUs to perform the intercluster accunulation.
Meanwhile, a newinput sampleis streamedinto the delay lines, and multiply-

accunulate operationssimilar to that of the rst-through-fourth areinitiated.

3. Fifth cycle: The rst resultisready Repeatthe sameprocessuntill the ertire

input frame is processed.

ACT is ahighly concurren coprocessofarchitecture with multiple homogeneous
clustersto exploit the high level of parallelism in 3G applications. The commnu-
nication interconnects between the architectural componerns use a hierarchical
structure to minimize energy consumption. Flexibility is aciieved by ne-grain
programmable cortrol of the interconnects. The addressgeneratorsoperate in a

distributed manner. The overall e ect is that the data- ow and throughput of the



89

Figure 5.21. Multiply accurulate of a tap delay line on one cluster

ACT coprocessoris similar to the custom hardware of an ASIC while retaining

most of the exibilit y of a GPP.
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Figure 5.22. Multiply accunulate and intercluster data forwarding (two clusters)



CHAPTER 6

SIMD FUNTION UNITS IN ACT

Many wirelessbasebandalgorithms and other DSP algorithms operate on vari-
ablewidth data. The useof SIMD functional units canincreasethe performanceof
thesealgorithms by simultaneously operating on seeral subwvords of a data word.
This type of parallelismwill be referredto assubword level parallelism (SLP). SLP
is a cost-e ective solution to exploit the data-lewvel parallelismthat existsin wireless
and multimedia applications.

This chapter rst discusseshe SLP opportunity in the turb o decaler and shavs
how it canbe exploited to increaseperformancewithout a ecting the bit error rate.
It then showvs how current DSP processorenhancetheir performanceby exploiting
SLP. The chapter later discusseghe featuresthat are addedto ACT's functional
units to support this type of parallelism. The discussionconcludesby examining

the e ects of thesefeatureson the the power and performanceof the architecture.

6.1 Turb o Decoder

Turbo codes, introduced by Berrou et al. [37], have near Shannon-limit error
correctioncapabilitiesand are amongthe most advancedchannel-caling algorithms
usedin practice. They are usedin many comrmunication standards, including the
3GPP standard[47]. The turb o decaler discussedn Chapter 4 consistsof two Max-
Log-Map modulesand aninterleaver/deinterleaver pair asshavn in Figure 6.1. This
Max-Log-Map algorithm usesa large number of Add-Compare-Selectoperations,
which represemh the most compute intensive operationsrepeatedin computing the

various metrics. The most compute intensive loops are the following:



92

lIr_app2 Soft output 2 (lIr_extrinsics 2

(N )
De mterleaveg

I!r_extrlnsms 1 IIr_app

Parity I—~ SISO |y \
Decode Interleaver
Receive data ( s(k) _ DSelcSoOd e
Interleave

Parity 2

N—r

Hard decision

Figure 6.1. Block diagram of the turb o decaler

Forward metrics: (m) = maxmof (M&m)+  ;(m9%g H

wherem,m' = 0,1....,7
Badkward metrics: x(m9 = max,f (M%m)+ a(m)g H .,

Output extrinsic or Log-Likelihood Ratio: LLR = maxg.=«1 f « 1(m9 +

(M%m) + «(m)g maxg- 1f « 1(MY+ (MEm)+ (m)g

where (m%m) represets the branch metric of the transition between state m
andm% H  andH ,,, arethe normalization valuesfor the forward and badkward
metric.

The conversionfrom the oating point Max-Log-Map turb o decader implemen-
tation to xed point has beendiscussedin [81]. The key to this transformation
is the precision of the inputs to the decader. As shavn in [49], more than 99%
of the received channel valueslay between-4 and 4. Thus, 8 bits are su cient to
represen the data. Wang [129]analyzedthe e ect of nite precisionarithmetic on
the performanceof the turb o decaler and determinedthe optimal word lengths of
di erent internal variablesconsideringtradeo s betweenperformanceand hardware
costs. The word lengths of data inputs and the extrinsic information are especially
important sincethey signi cantly a ect the memory requiremerts.

When using vectorized operations to take advantage of subword parallelism,
the number of bits usedto represen the intermediate values should be lower or
equalto the number of bits in a SIMD operation. In ACT, the 16-bit data path
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can also support two parallel 8-bit SIMD operations. The recursive nature of the
turb o decaler presens a problem. Namely, the intermediate results may require a
wider data represetation. There are di erent solutionsto this problem. The rst
approad is to use a wider data path for the whole algorithm, at the expenseof
parallelism and throughput. Another approad is to use saturation. Saturation
turns positive over ow into the largest represetable value. Negative over ow
returns the minimum represetable value. Although this technique doesnot a ect
throughput, it can degradethe BER. This dissertation takesthe secondapproad
sinceempirical results show that this degradationis very small.

To illustrate the e ects of saturation on the BER, the transmission system
illustrated in Figure 6.2 is considered. The system consistsof a random frame
generator, a turb o encaler, additive white Gaussiannoise channels,and a turb o
decdler. To study the e ect of saturation on the BER, the performanceof a nite
precision xed point implemertation is comparedto an in nite precision oating
point version. In the xed point implemenation, an 8-bit wide data path is used
to represem both input data and temporary variables. The BER of the 8-bit xed
point implemertation as shavn in Figure 6.3 degradesby a very small amourt
comparedto the in nite precisionvariant. Narrower 4-bit data pathswould increase
the BER and the hardware complexity of the SIMD FUs.

6.2 Existing Implemen tations
Many wirelessalgorithms operate on variable width data; typical widths are 8,
16, and 32 bits. To improve the performanceof thesealgorithms, functional units

in many DSP processoroperate on thesedi erent data widths.

Frame
Generator

Encoder Channel Decoder

Figure 6.2. Transmissionsystem
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Figure 6.3. Performancecomparisonof the Max-Log-MAP (Frame Size=960,
SW=80) implementation with 8-bit and in nite precision

The importance of turb o codes[37, 125 2] is that they enablereliable comnu-
nications with power e ciencies closeto the theoretical limit predicted by Claude
Shannon. Software implemertations of the turbo decaler algorithm have been
donein both low- and high-end DSP processorqd83 132,38, 73, 74, 84]. Loo [73],
for instance, proposedto increasethe throughput of the Max-Log-Map algorithm
on the Analog Devices ADSP-2116x by exploiting its SIMD functionalities. In
this technique, seeral add-compare-selecbperations are implemerted in parallel.
The ST120,a VLIW architecture from STMicroelectronics[114, supports SIMD
operations as two 16-bit data values padked into one 32-bit data word. The
ST120 turb o decaler achieves a throughput of 540 Kbit/s at 200 MHz [132] at
v e iterations. The TexasInstrument C64x DSP, another VLIW processor,uses
a coprocessoracceleratorto increasethe number of usersthat can be processed

simultaneously [123].
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Turbo decalers have also beenimplemerted on low power processordike the
Motorola DSP56603. The DSP56603is a 16-bit xed-p oint processorand is op-
timized for mobile wirelessapplications. It provides processingperformanceof 80
MIPS. Michel [132]shows that this processothasa throughput of just 48.6 Kbit/s
when implemerting the Max-Log-Map decaler. The performanceprovided by all

of theseprocessorgs far lessthan that required by the 3G wirelessstandards.

6.3 SIMD Functional Units

Functional units enhancedwith SLP properties require the input data to be
presered in a padked fashion. This meansthat ead input register cortains se\eral
logical data elemers which are worked on in parallel. The functional unit can be
seenas a collection of small parallel processingelemeits, which are illustrated in
Figure 6.4. Note that an extra \and" gate and an enablesignal are required to
implement SLP in hardware. The enablesignal, which is typically part of the ISA,
cortrols the propagation of the carry signal from the rst adderto the secondone

in order to support full-word operations.

Adder

Figure 6.4. Subword Parallelism
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As the number of SIMD opcodesincreasesthe instruction memory width will
also increase. There are also additional overheadsto consider. The nature of
subwvord data introducesmemory alignmert issues. Accessingsubword data also
requiresextra instructions. Permutation instructions are also required to reorder
subwords.

The power consumptionin ACT's instruction memory can be up to 50% of the
total power consumption. Increasingthe width of the instruction to support more
opcodesis not a wise choice. The approad taken in this dissertation is basedon
the obsenation that a particular algorithm operatesonly on 16-bit or 8-bit data
but not both more than 80% of the time. Hence,the opcodeswere separatedinto
two sets: 8- and 16-bit sets. Each one of the ACT functional units can operate on
either sets. To switch betweendi erent sets, a cortext registeris addedto eah
cluster. The purposeof this cortext registeris to selectthe operational set for
eah of the FUs. The cortext registeris alsousedto cortrol another feature that
is addedto ACT's SIMD FU. This feature is the saturated arithmetic operation

discussedn section6.1 and shown in Figure 6.5.
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Figure 6.5. SIMD ALU
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Three shuing operations are illustrated in Figure 6.5(b). Addition, subtrac-
tion, min, and max opcodesuseall three combinations. The rest of the opcodes,
on the other hand, useonly the rst option. The main reasonis that theseopcodes
rarely usethe other options, and supporting them would increasethe cycletime of
the coprocessor.Theseoperations canstill be supported indirectly through the use
of the mergeand extend opcodes.

The main concernin designingrecon gurable FUs is the number of cycleslost for
recon guration. This application-dependen overheadcan overshadov all the ben-
e ts that canbe obtained by recon gurability. In stream-orierted applicationsthis
overheadis very low. Forinstance,the operationsimplemerted in the turb o decaler
all use an 8-bit wide data-path. The coprocessordoes not needto cortinuously
switch to a di erent mode. Other algorithms, sud asthe sum-absolute-di erence
usedin Mpegencaling, require both 8- and 16-bit modes. Sud algorithms canstill
run on the coprocessorby con guring di erent FUs to work in di erent modes.

The number of bits that ead cluster corntext register cortains is 6. Thesebits
are sharedwith the multiplier cortrol signalsas shown in Figure 6.6. This means
that the multiplier will be stalled every time a recon guration is done. The main
reasonto choosethe multiplier is that more than 70% of the operations in 3G
wirelessbasebandalgorithms usethe ALUs. In the targeted domain, the multiplier
will be stalled for very few cyclessincethe number of times the con guration is

doneis very low.

6.4 Example: Mapping SIMD Implemen tation
of Turb o Decoder on ACT

6.4.1 Memory Mapping

As discussedin Chapter 4, the turb o decaler has very high memory require-
merts. Assumingthat data-bits, parity-bits, and the interleaver addressesare all
1 byte, the maximum input frame sizethat ts onto the input SRAM would be
around 1000 bytes. Bigger frame sizescan be processedoy increasingthe size of

the memoriesor by using multiple clusters. The secondoption would alsoincrease
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Figure 6.6. Corntext register

the performance,since eat of the sliding windows (SW) discussedin Chapter 4
could be mapped and processedseparatelyon di erent clusters. In this xed-p oint
implemenation, the data, input and temporary values are represeted as 8-bit
guartities. The mapping of alphas, betas, extrinsics, branch metrics, interleaver,
parity-1, and parity-2 is shaovn in Figure 6.7. The baseaddressof ead array block
is determined by the pointer Bi, wherei=0,..,7. Eight pointers are required, one

for ead of the eight arrays.

6.4.2 Branc h Metric Implemen tation

The brandh metric computations are typically included in the loop where the
forward computations are performed. In our implemertation, the brandh metrics
are calculatedin a separateloop for the ertire sliding window and then storedinto
memory This was mainly doneto decreasehe programming complexity but also
to allow higher parallelismin computing the forward and badkward metrics.

Figure 6.8 represes one iteration in the gamma calculation in clusterO and
clusterl. In ead iteration, extrinsic(k,k+1), systematic(k,k+1), and parity(k,k+1)

are loaded in order to compute eight gamma values: 00(k), 00(k+1), 01(k),



99

Double Buffered Input MEMs Scratch MEMs
Parity 1 Inter Alpha LLR
B1 B3 leaver B5 B7
; . Gamma
Parity 2 Systematig Beta
BO B4 B6

=

¢ ¢

Figure 6.7. Memory Mapping

01(k+1), 10(k), 10(k+1), 11(k), and 11(k+1). Theseeigh 8-bit valuesare
paded into four 16-bit words. Two cyclesare lost in the padking process.

The total number of storesin ead iteration is eight. Four of them are performed
in clusterOand clusterl. The remaining four are producedin cluster2 and cluster3.
The total number of cyclesrequired to store these eight valuesis four. This is
becauseall gammas are stored in one dual-ported memory and, consequetty,
no more than two stores per memory are allowed per cycle. As a result of this
bandwidth limitation, the utilization factor of the ALUs in the coprocessoffor this
loop is around 68%. A di erent memory mapping could potertially alleviate the
memory bottlened and thusincreasethe utilization factor. This loop aswell asthe
forward, badkward, and extrinsic loops was modulo sheduled. Modulo sdeduling

this loop decreaseshe length of ead iteration from six cyclesto four.

6.4.3 Forward and Backward Metrics Implemen tation
Sincethe forward and badkward metric computationsare equal,just the forward
metrics implementation will be discussed. The basic computation performed in

eat stageof thesemetrics is the buttery operation. This operation involvestwo
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Figure 6.8. Gammascalculation

ACS operations. The total number of ACSsper stageis 8. The ACT architecture
exploits this high level of concurrencyby mapping multiple ACS operations onto
multiple clusters. Figure 6.9 illustrates the executionof two ACSson clusterO and
clusterl. Normalization takesone additional cycle per ACS which is not shavn in
order to simplify the diagram.

The forward metric loop is one of many examplesthat illustrate how the ar-
chitecture exploits the producer-consumetocality in compute intensive kernelsas

well as exploiting data reusein the pipeline registers. To understand how this is
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Figure 6.9. Alpha calculation

achieved, considerthe following equations which are part of the forward metric

calculation discussedn section4.3.3 of Chapter 4:

tmpO= max( 0+ 00; 1+ 11) (6.1)
tmpl=max( 0+ 11; 1+ 00) (6.2)
tmp2= max( 2+ 01; 3+ 10) (6.3)
tmp2=max( 2+ 10; 3+ 01) (6.4)

The main operation in theseequationsis ACS. The addition part of the ACS of
both equationsis assignedo ClusterO_AluO and Cluster1 AluO, respectively. The
compare selectparts are assignedto clusterO_Alul. In ead cycle, the following
operations are computed:

CycleO: ( 0, 1) and (00, 11) are latched into the input pipeline registers
of Cluster0_AluO after being loaded from their respective memories. Also
in the samecycle,( 2, 3) and (01, 10) are latched into the input pipeline
registersof Clusterl Alu0. The additions in equations6.1 and 6.3 are then

performedin both ALUs. The results are then forwardedto ClusterO_Alul.
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Cycle 1: The compare select phaseof an ACS operation is performed in
Cluster0_Alul. Alsoin the samecycle,two other additions from equations6.3
and 6.4areperformedon both Cluster0_AluO and Cluster1_Alu0. Note that
the data beingaddedare the samedata that have beenlatchedinto the input

pipeline registersin cycle 0.

Cycle 2: The compare select operation on the data forwarded from both
Cluster0_Alu0 and Cluster1_Alu0 is performed.

The ability to corntrol the recon gurability of the data path and to cortrol
the life time of any variable in any pipeline register on a cycle-lby-cycle basishas
a tremendouse ect on power since unnecessaryaccesses$o the register le and
unnecessaryswitching activities are minimized. The utilization rate of the ALUs
in ead of theseloopsis 48%. The main reasonfor the low utilization rate is the
serialization of the ACS computation, which enhancesdata reuse. For instance,
the calculationsin equations6.1and 6.2 are not performedin parallel. Performing
theseoperationsin parallel would potentially improve the performance but it would

result in increasedpower consumption.

6.4.4 Extrinsic Metrics

The extrinsics indicate the probability that a bit is 0 or 1. Their calculation
requiresthree parameters:alpha, beta and gamma. Their mathematical equations
are discussedn Chapter 4 and can be seenas the di erences betweenthe output
of two binary trees of max searties. Each of thesetrees considersall the metrics
in atrellis stage,which are O0,.., 7, 0,.., 7,00, 01, 10, and 11.

In ead iteration of the loop, one 8-bit extrinsic valueis produced. The extrinsic
loopis unrolled twice, and the result of thesetwo iterations are grouped together to
form a 16-bit extrinsic value. This loop is then modulo scheduled. The initiation
interval of the unrolled loop is 18 cycles. The major reasonsfor the high Il are

limitations in memory bandwidth and the padking/unpacking of the intermediate
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results. To seewhy padking and unpading are needed,considerthe following code,

which is part of the extrinsic calculation:

max0=max( o+ 4+ 11, 1+ o+ 11)
maxl=max( »+ s+ 10, 3+ 1+ 10)
max2=max( 4+ 2+ 10, 5+ &+ 10)

max3=max( ¢+ 3+ 11, 7+ 7+ 11)

Alpha and beta are stored in memory in the order illustrated in Figure 6.10.
Thus,toadd o+ szand i+ ginthe sameFU with oneSIMD operation, o and
4 Needto be paded together. All the betasin the extrinsics calculation require

similar operations.

6.5 Results

The useof recon gurable SIMD FUs limits the number of bits in the instruction
memory that are neededto support the larger number of opcodes. The SIMD
implemenation of the turb o decaler, howewer, does not increasethe throughput
of a non-SIMD implemertation of the samealgorithm. As will be discussedin
Chapter 8, there are two reasonsfor theseresults. First, extra decaling logic in
eat FU is needed,n combination with the needfor additional logic at the output
of the FU to support saturation. This decreaseshe operational frequencyof the
coprocessoffrom 300MHzto 250MHz. Secondthe SIMD implemertation doesnot

fully utilize the hardwareresourcesn the coprocessodueto bandwidth limitations.

2 bytes
Apha [0 11 [2 13[4 5] ----o--o--o | MEM
SN
Beta o 12 3[a;5] ---oeo-oe | MEM

Figure 6.10. Memory order



CHAPTER 7

DATA CONTEXT SWITCHING

Traditional loop transformations improve program performanceby increasing
memory usagee ciency. Thesetactics are limited by the existenceof loop carried
dependencies. Data cortext switching is an additional transformation technique
which improves performance in high-performance con gurable processorswhen
loop-carried dependenciesare presen.

This chapter beginswith a brief overview of traditional loop transformations
and then provides detailed descriptionsof the data cortext switching method and
shows how it is supported by ACT's architectural medanisms. An In nite Impulse

ResmnseFilter (I1IR) will be usedto illustrate the operational details.

7.1 Intro duction

Cellular telephory and multimedia applications have someimportant character-
istics that provide an opportunity for performanceenhancemen They are stream-
oriented taskswhich processan input stream of frame-organizeddata to producea
streamof output frames. The computationsinvolve keepingsomestate information,
but fortunately the memory requiremerts for the input, output, and state data are
relatively modest. The applications have a characteristic cortrol structure that
consistsof a set of compute intensive regular-nestedloops. Loop transformations
therefore have the greatestimpact in improving program performance. Typical
transformations are loop unrolling, fusion, and software pipelining. The primary
bene ts of thesetraditional transformationsaredueto improved memoryutilization
e ciency and increasedILP. Howeer, thesetransformations have limited applica-

bility whenloop-carrieddependenciegxist in applicationssud asedo cancellation,
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voiceover IP (VolP), cryptography, adaptive rake receiving[59, 101], equalization,

and multiuser interferencecancellation.

7.2 Typical Loop Transformations

7.2.1 Loop unrolling

Many DSP algorithms have sud a small body that most of the time is spert in
incremerting the loop-courter variablesand testing the loop exit condition. Loop
unrolling is the processof expandinga loop so eat new iteration cortains seeral
loop bodies. For example,in the code fragmert below, the body of the loop canbe
replicated onceand the number of iterations can be reducedfrom 100to 50.

for( =0; i <100; i++)
f(i);

After unrolling, the code becomes

forG =0; i <100; i +=2)
f(i);
f(i+1);

Unrolling reducesloop overheadssud as index variable maintenanceand cortrol
hazardsin pipelines. It also allows better instruction sdeduling, becauseit re-
ducesbrandciing and allows instructions from di erent iterations to be steduled
together. There are limits to the gainsthat can be achieved by loop unrolling. For
instance, loop unrolling increasescode size. Therefore, determining hotspots can
help determinewhereunrolling is most useful. Another factor often moreimportant
than code sizeis the increasedregister pressurecreatedby aggressie unrolling and
stheduling.
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7.2.2 Loop fusion
Loop fusion is a corvertional compiler optimization that transforms two adja-
cert loopsinto a singleloop. This reducesloop overheadand memory accesseand

increasegegister reuse. For example,

for(i=1;i<N;i++)
f(i);

for(j=1;j<N;j++)
g(i);

The two loops shavn above are fusedinto the following singleloop:

for(i=1;i<N;i++)
f(i);
g(i);

Fusion can be applied only if the loopshave the sameboundsand when operations
in the secondloop do not depend on those from the rst one. There are also
situations where loop fusion may reducerun-time performance. For instance, the
memory architecture may provide better performanceif two arrays are initialized

in separateloopsrather than oneloop.

7.2.3 Unroll and jam

Unroll and jam involvespartially unrolling oneor more loopshigherin the nest
than the innermostloop and fusing or jamming the resulting loops bad together.
This technique exploits temporal reusein outer loops. Applying this transformation

to a loop nestimprovesregisterreuse.

for(i=0; i<N; i++)
for(=0;  j<N; j++)
for(k=0; k<N ;k++)
a[i]lil=ali][i]+b[i][k]* c[k] [L;
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Unrolling by a factor of two,

for(i=0; i<N; i+2)
for(j=0;  j<N; j++)
for(k=0; k<N ;k++)
a[i]lj]=a[i]{l+bl]k]* c[k] [;
for(i=0; i<N; i+2)
for(j=0;  j<N; j++)
for(k=0; k<N ;k++)
ali+1][j]=a[i+1][i]+bli+ 1]k T*c[ KI[ iI;

Jam or fusethe loopsbad,

for(i=0; i<N; i+2)
for(=0;  j<N; j++)
for(k=0; k<N ;k++)
a[i]lil=ali][i]+b[i][k]* c[k] [I;
afi+1][j]=a[i+1][i]+bli+ 1]tk T*c[ KI[ iI;

Although unroll-and-jam improves the performance of some applications, it

increaseghe code sizeand register pressure.

7.2.4 Software pip elining

Software pipelining is one of the most important and e ective techniques for
exploiting parallelismin loops. In this technique, the compiler issuesone or more
instructions from successig iterations beforeinstructions from the currert iteration
have completed.

Software pipelining reorganizesthe code so that ead iteration is made from
instructions chosenfrom di erent iterations of the original loop. The code can be
divided into prolog, steady and epilogue. In the prologue phase,a new iteration
is initiated ewery instruction cycle and executedconcurrerily with all previously

initiated iterations. Steady state is readed when the pipeis lled, and this state
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is repeateduntil all iterations have beeninitiated. On leaving the steady state, the
iterations currertly in progressare completedin the epilog.

One of the drawbads of software pipelining is its high register bandwidth
requiremen, which increasewith the number of functional units and their degree

of pipelining.

7.3 Loop Carried Dependencies

Dependenciesamong di erent operations in the sameiteration of a loop are
called intra iteration dependencies Dependenciesbetweendi erent iterations of
a loop are called loop carried dependencies Adaptive lters are characteristic
examplesthat exhibit loop carried depgendencies The key attribute of these lters
is that they are self-adjusting. They are usedin applications which require that
the Iter characteristics adapt to input signal conditions. An adaptive MMSE
rake receiwver exhibits similar characteristics. In this algorithm multiple adaptive
correlating receiers, called ngers, are usedto enhancethe receiwed signal quality.
The adaptive rake structure attempts to utilize multipath diversity in the sameway
asthe rake receier.

An in nite Impulse RespnseFilter (1IR) shavn Figure 7.1is a simple example
of code cortaining a loop carried depgendency IIR lters are an important com-
ponert of larger applications sud as VolIP. In this algorithm, H is the number of
channels, S is the number of samplesper channel, and C is the number of Iter
taps. Ead iteration of the outer mostloop 'i' represets a particular data cortext.
This exampleusesH cornexts.

The performanceof this loop on a DSP or GPP can be improved by unrolling
the inner most loop in order to increaselLP. Unfortunately unrolling only works
for the inner-mostloop. Unrolling the outer loop has more ILP potential but will
complicate addressgenerationand will increasepressureon the memory-register
bandwidth and the register le. Improving addresscalculation e ciency will have
a signi cant impact on performance. The performanceof an IIR hardware im-

plemertation can be improved by replicating the hardware resourcesas shavn in
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ENDDO

DO I=1, H 7 -
DO J=1, S
=0 \
1 1
ENDDO L

DO K=1, C @
— ﬁ@—j?
yILI=w]I,0]r[1,J] t =)

t=t+w[l,K]*y[l,J K 1]
ENDDO i

Figure 7.1. IIR

Figure 7.2. While the performanceincreasedy a factor of four, the areahasalso
increasedby a similar amourt. Howewer, the hardware resourcesdue to the loop

feedbak will beidle most of the time.

7.4 Data Context Switc hing
A data cortext is consideredto be the state of the outer-most iteration of the

loop nest. Data cortext switching is the processof interleaving the execution of

Figure 7.2. Hardware unrolling
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theseouter loop contexts. This is doneby rst interchangingthe outer most loops
' and '}’ and then interleaving the execution of the cortexts. By interleaving
the executionof the lter taps betweendi erent cortexts, the performancecan be
improved signi cantly.

For this 1IR bendxmark, modulo addressings alsoa dominart theme. Attempt-
ing to take advantage of data cortext switching on a traditional DSP or general
purpose microprocessoris problematic. Data cortext switching will signi cantly
increaseregisterand memory pressureaswell asexecutionunit demandssinceeadt
new cortext will require reloading addressregistersand recalculating addressedo
accessthe operands neededfor the body of ead new cortext. In single cortext
mode, especially when strides are regular, this recalculation problem does not
occur. The increasedlevel of addresscalculations will also share the traditional
arithmetic units with the body calculations and henceexecution unit saturation
is likely to limit performanceon traditional architectures. Figure 7.3 illustrates
the implications of the data cortext switching technique on the IIR hardware
implemertation. In this implemertation, the register model shovn in Figure 7.1
changesto a memory-basednodel whereboth temporary data and coe cien ts are

stored in memoriesrather than local registers.

Figure 7.3. Hardware implemertation to support DCS
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Bondalapati [18 implemerted data cortext switching on a FPGA and a high-
performancerecon gurable processor. Howewer, their implemertation requiresa
largelocal memoryto store suspendeddata cortexts which increasesnemoryband-
width requiremerts. Theserequiremens are problematic in the energy-constrained
embeddedprocessingdomain. The ACT coprocessor,on the other hand, cortains
multiple arithmetic clusters and additional architectural medanismsto support
intercluster pipelining, independen addresscalculation structuresfor both registers
and memory, support for modulo sdeduling and loop cortrol which facilitate the
useof data cortext switching in the embeddeddomain. The utilit y of thesefeatures

is illustrated in the next section.

7.5 Mapping

In order to facilitate an accurate comparisonwith [18], the IIR algorithm has
been chosenas the driving examplein this chapter to illustrate the benets of
the ACT coprocessor. Although IIR is used here for pedagogicalpurposes,it is
important to note that similar tactics have proven usefulfor a much wider variety
of DSP and telephory algorithms.

Ead clusterin ACT hastwo 32-erry register les. Ead register le hasonly
a single read and a single write port. Multiple read and write ports improve
bandwidth but consumean incommensurateamourt of power. The two-lewel
routing structure of the ACT architecture provides su cient data routing exi-
bility to courteract this apparert bandwidth defect while consuminglessenergy
than a multip orted register le. Data cortext switching requiresmultiple register
mappings and a considerableamourt of register renaming. If this can be done,
data storagecan be reducedand performancecan be signi cantly improved.

Figure 7.4 shonvs the memory map for a number of data channels(CHO,..,CHn)
and for a number of temporary channels (TMPO,..,TMPn) which store the lter
history y[j-k]. Memory blocks usedto store TMPi are accesse@sa circular bu er.

The addressingmode for CHi dependson the amourt of context switching that

canbe employed. For instance,if the total number of cortexts is N and all of them
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Figure 7.4. Memory mapping

can be switched, then simple linear addressingwill su ce. If N is implemertation
limited due to memory capacity, then a circular addressingmode will be necessary
A similar argumert holds for coe cient addressesf they do not t in the register
le.

In ACT, the partially con gurable AGUs and MARF units provide the required
exibilit y. ACT AGUs support both simple (1D strided and 2D unit strided
accessesand up to four complex (2D nonunit strided accessesaddresspatterns.
The MARF unit supports two register windows, one of which is directly accessed
in the traditional fashionwhereasthe other is accessedia a set of simple address
modes. One of the MARF modes supports circular addressing. The conbination
of the AGU and MARF capabilites, coupled with four scratthh RAM ports can
e ciently support up to eight IIR data cortexts. The eight cortexts, given that
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C=10, requires 88 coe cien ts which easily t into the available register spaceof
the four cluster ACT design.

To avoid additional temporary storagefor data cortext switching, the execution
of ead cluster hasto be retimed. The idea is to use producer-consumedrocality
as meansto reducethe storage neededfor the intermediate values. To acdhieve
this, the result of a sectionof code in one cortext which is assignedo a particular
cluster is accunulated with the result of a di erent sectionin the samecode in a
di erent cluster. This retiming model is illustrated in Figure 7.5. In this mapping,
the executionof eat context is pipelinedthrough the four-cluster series.Oncethe

accunulated valuesread the nal cluster they are then sert to memory

CLUSTERO

CONTEXTO CLUSTER 1

CONTEXT1| | CONTEXTO CLUSTER 2
| CONTEXT1 CONTEXTO CLUSTER 3
CONTEXT1 CONTEXTO
|
‘ | CONTEXT1
CONTEXTn
| |
CONTEXTn |
CONTEXTn
CLUSTER
TIME CONTEXTn

Figure 7.5. Execution retiming
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Figure 7.6(a) shows the executionof the rst stageof the pipeline. The primary
advantage that ASICs derive is the ability to utilize application-speci ¢ pipelined
data-paths. The ACT data-path derivesthe sameadvantage albeit more exibly
and with slightly lesse ciency. Both the exibilit y and e ciency di erences are
dueto routing data through the 2-level mux-basedrouting layersrather than using
an ASIC-like hardwired interconnect. Since routing in ACT is under software
cortrol, ACT supports the e ective creation of a di erent pipeline on ewvery cycle.
Figure 7.6(b) shows the executionof the rst and secondcortext in the rst and
secondstage of the pipeline utilizing clusterO and clusterl. Thesetwo gures
illustrate how one of the inputs is initialized to the accunulated value from the
previous context which was executedin the precedingcluster.

This retiming medanism, eventhough it alleviatesthe additional storageprob-
lem, increasescomplexity of the program sincethe intercluster pipeline hasto be
lled and drained in ead interleaved iteration of the eight cortexts. In order to
avoid the llI-drain parasitics,which degradegerformanceby 37.5%in the | IR case,
the loop alsoneedsto be modulo scheduled. The e ect of modulo scheduling on the
stheduledcodeis shavn in Figure 7.7. The executiontime is improved signi cantly
sincethe pipeline doesnot have to be lled and drained in ead iteration.

The results presened in chapter 8 will shav that the performanceof the loop
carried dependencyl IR code can be improved by 2.15when comparedto an unop-
timized naive mapping of the IIR code onto ACT which doesnot take advantage of
data cortext switching. When comparedto a DSP implemertation, the optimized

ACT implemertation is 7.09times faster.
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CHAPTER 8

EVALUA TION

The dewelopmern of the ACT architecture has ewlved through se\eral stages.
In ewery stage, the architecture was re ned by adding or eliminating features
to enhanceits performanceand decreasepower consumption. The dewelopmert
processcan be divided into three main phaseswhich will be called ACT1, ACT2,
and ACT3. ACT2 was descrited in Chapter 5 and ACT3 includes the SIMD
function units descriked in Chapter 6. ACT1 is a simpli ed versionof ACT2 and
will be descrilked in the next section.

The purpose of this chapter is to ewvaluate the ACT architecture. Bend-
mark results comparing the architecture to a low power embedded processorand
application-speci ¢ integrated circuits will be preseied and discussed.Three sets
of comparisonswill be preseried which will be basedon ACT1, ACT2, and ACT3.

The chapter beginsby discussingACT1. It doessoby illustrating the similarities
and di erences with phasell of the architecture. It then discusseshe bendxmarks
and experimertal methods that are usedto evaluate the e ciency of ACT. Finally,

the results of all the three phaseswill be illustrated and discussed.

8.1 ACT1
ACT1 is a simplied version of ACT2. Key dierences between ACT2 and
ACT1 are asfollows:

AGUs: ACT2 hasvery e cien t stream-oriened AGUs. ACT1 hasvery simple
AGUs. These AGUs provide addressedo either the scratchpad, input or
output SRAMs. Read/write cortrol and the target SRAM for a particular

AGU's addressare provided by the microcode. An AGU cortains two registers
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and an adder. It can accepta data value from the asseiated cluster or an
immediate value from the micro-cade. AGUs e ectively support a variety of
common addressmodes: immediate, indirect, displaced, and strided. The

AGUs, however, do not have support for module addressingand 2D accesses.

HLU: ACT1 doesnot have support for loop-lewel parallelism, which in ACT2
is achieved through the useof the HLU.

MARF: ACT1 contains distributed multip orted static register les instead of
MARFs.

Routing: The number of muxesin the routing level betweenthe memories
and the clustersis 6 in ACT2 and 4 in ACT1.

The e ect of all the new featuresin terms of power and performanceon the ACT

architecture will be evaluated and discussedn detail in the following sections.

8.2 Benchmarks
Eleven bendimarks are usedto test the e ciency of ACT in terms of power,
performance,and exibilit y. These are taken from 3G wirelessbaseband,Volp,

Mpeg kernels,and genericDSP kernels. Thesebendimarks are the followings:

1. TFIR isal6-tap nite impulseresponse lter which takes16-bit input values.

2. TFIR is a 16-tap transpose nite impulse response Iter which takes 16-bit

input values.

3. lIR lter, asdescrikedin Chapter 7, represets the categoryof digital signal
processingalgorithms where loop carried dependenciesare present. This
algorithm is an important component of larger applications sud as VoIP
where the lter is usedto processmultiple channels simultaneously The
algorithm is de ned by the following four parameters:the number of channel
H=100, the number of samplesper channel S=8, the number of lter taps

C=11, and the number of bits per sampleb=16.
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. Turbo decoder is an important componert in 3G basebandalgorithms as

describkedin Chapter 4. Two versionsof the turb o decaler are evaluated. The
rst oneis a 16-bit xed-p oint non-SIMD implementation which is evaluated
in ACT1. The secondoneis an 8-bit xed-point SIMD implemenation and
is evaluated in ACT3.

. The rakereceiwer is anotherimportant componert in many wirelessbaseband

algorithms. The implemertation in this dissertation includesfour ngers or

correlators.

. The Sum of AbsoluteDi er enes (SAD) is usedin the block match kernel

of an Mpeg-2encaler. This algorithm operateson a pair of 8-bit inputs. It
producesthe sum of the absolute di erence between correspnding pixels of
two 16x16 macro-blocks.

Vecmax selectsthe maximum elemen from a 128-elemen vector.

. Dotp takestwo 256-elemen vectorsV1 and V2 and producesthe dot prod-

uctsV1l V2.

. Matmult is an 8x8 matrix multiply .

STMatmult is strided matrix multiplication which is the sameas Matmult

howewer rows and columnsof the matrices are accessedn a strided fashion.

Dotp_sqgr takestwo 256 elemen vectors V1 and V2 and producestwo dot
productsV1l V1 andV1l V2.

8.3 Exp erimental Metho d

Three implemertations of the above bendimarks are considered: (1) software

running on a 400 MHz Intel XScale processor,(2) a microcode implemenation

running on the ACT coprocessor, (3) the bendmarks have been implemerted

as custom ASICs. All theseimplemenation will be discussedin the following

subsections.
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8.3.1 ACT

ACT hasbeenimplemerted in Verilog and the Synopsysmodule compiler lan-
guage. The Synopsysdesigncompiler mapsthe HDL descriptioninto a gate-lewel
netlist. The netlist is then annotated with heuristic worst-caseRC wire loads
which assumesghat all signalsare routed on the lowest metal layer. The energy
measuremets are therefore likely to be pessimistic. Exact measuremets are
extremely sensitive to wire routing decisions,and as a result wire capacitance
calculationsare basedon the worst-casewiring layer. The microcode correspnding
to eah bendimark is loaded into program memory and the designis simulated
using SynopsysNanoSim, which is a transistor-level Spicesimulator. The circuits
are designedfor a 0.25 CMOS TSMC processusing a cell library provided by
Artisan.

Eadh bendimark is run for seweral thousand cyclesuntil the energy estimate
converges.ACT operatesonly on data presen in local SRAM and doesnot access
main memory To isolate main memory system power consumption and compare
the merits of the architecture in a fair manner, both the ACT coprocessorand the
low power embeddedprocessodiscussedn the next sectionareforcedto repeatedly
reusedata, which have already beentransferredinto on-chip memory

The dual-ported SRAMs are macrocells generatedby an Artisan's SRAM gen-
erator tool. Simulating the ertire SRAM array using Nanosimis not feasible. For
the SRAMs eadt read, write, and idle cycle are logged. The normalized energy
consumptionis then computed basedon the read, write and idle currerts reported
by the SRAM generator.

8.3.2 Low Power Embedded Pro cessor: XScale
General-purpsemicroprocessorsare the ultimate in exibilit y and are ubiqui-
tously usedto implemen a wide variety of computational tasks. The Intel XScale
PXA250 architecture has been chosen as a referencebecauseit represets the
state-of-the-art in low power general-purpsemicroprocessordesign. It is a 32-bit
RISC microarditecture basedon the AdvancedRISC Machines architecture. The
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PXA250is currently the most popular 32-bit embeddedCPU family on the market.
The chip we evaluated wasimplemerted on a .18 m CMOS technology and run at
400MHz.

Berkeley Design Tednology [16] estimatesthat the general signal-pracessing
performanceof the Intel XScalePXA255, a 400MHzlow power processorsimilar to
the PXA250, to that of a 200MHz C55x core. The C55x is a low power DSP
processorfrom Texas Instruments. They concluded that the signal-processing
bendimark executiontimes of both processorsare similar. Hence,comparing our
results to those of the XScaleprovides a defactocomparisonto the C55x.

The C55x family has beendeweloped for power aware portable devicessud as
cell phones.Devicesfrom this family are available in three variants: C5502,C5509,
and C5510. This family is consideredo be v e times fasterthan the previousC54x
generationand dissipatesone-sixth of its power. Texasinstruments has claimed
that more than 60% of mobile phonesare basedon TMS320C54x[121].

The (StrongARM) PXA250 evaluation board has beenaugmerted to permit
the measuremen of the averagecurrent consumedby the processorand memory
module via a digital oscilloscog and a non intrusive current probe. Eac of the
algorithms studied has beenimplemerted in C or C++ and is compiled with the

GNU GCC/G++ compiler using optimization-level O3 with loopsunrolled.

8.3.3 ASIC

ASICs represen a high level of performanceand energye ciency that general
purposeprocessorsare seldomable to match. Although most of the bendymarks
have beenimplemerted ascustomASICsusingour .25 m CMOS technology, energy
and performancenumbersfor the ASIC versionsof .18 m turbo and rake are taken
from publishedresults[17, 44]. Both theseimplemenations di er slightly from the
cluster and XScale versions. In particular, the rake implemenation employs an
8-bit data path rather than the 16-bit data path usedin our implemertations. The

turb o ASIC utilizes a look-up table-basedcorrectionthat is not implemerted in our
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work. The implemertations on the ACT coprocessorand the algorithms measured
on the XScaleare the same.

8.4 ACT1l Results

Someof the referencearchitectures that are consideredin this study are imple-
merted in di erent fabrication technologies. To make a meaningfulcomparison,the
energyand delay metrics of thesearchitectures have to be normalizedto a common
process. The results were scaledby the feature-size to .18 m using the method
described by Gonzalezand Horowitz [40], usinga consenative exponert of 2to make
the results pessimistic. Figure 8.1(a) and 8.1(b) illustrate the power consumption
and the throughput of the coprocessor,and the XScale both are normalized to
the correspnding ASIC implemertation. Throughput is de ned asthe number of
input padets processedoer second.

ACT1 operating at 300MHzis capableof sustainingdata throughput 5-80times

that of the XScale. When comparedto the ASIC, the coprocessorperformance
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Figure 8.1. ACTL1 results
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varies. The ASIC version of rake is tuned to run at a particular correlation rate.
The coprocessoiversionis capableof running at 11.4times the speedof the ASIC
version. In this case,the excesgperformanceprovides an opportunity to interleave
other tasks, execution units could be powered-davn to save power, or the design
could be voltage scaledto reducepower. For the transposeFIR, the ASIC is not
tuned to any particular data rate but is syrnthesizedfor performance. The fact that
a coprocessorcluster can only sustain one-fourth of the performanceof the ASIC
implemertation is not surprising, in that it hasone-fourththe number of multipliers.
For turbo, the coprocessolimplemertation can sustaindata rates at just under half
that of the ASIC in a single cluster. If higher data rates are necessarymultiple
clusterscan be to improve the conbined data rate.

TransposeFIR has very light data storagerequiremerts, as there are enough
internal registersin the cluster to store both intermediate values as well as the
necessarycoe cien ts. Turbo, on the other hand, requiresa signi cant amourt of
intermediate storage,to the point that data storagebandwidth is the bottlened.
Hencetranspose FIR and turbo represeh two opposite ends of the spectrum in
terms of being computation bound versusmemory bound.

To be fair to the XScale, it is worth noting that this processoris signi cantly
more generalthan ACTL1 sinceit has a translation look-asidebu er, cadesand
a memory cortroller. The bendmarks do not exercisethe memory cortroller.
ACT1 lacksthat level of generality, but possesses2 executionunits, streamaddress
generators,support for register le addressesnodes,multiple scratth memories,and
support for loop cortrol parallelism. None of these features exist in the XScale.
Figure 8.2 comparesthe energy-delg product overhead of the coprocessorand
XScale implemertations with respect to the baseline ASIC implemenations. In
general,the coprocessotis within one order of magnitude of the energy-delg of an
ASIC implementation but o ers much more exibilit y. Comparedto the XScale
implemertation, the coprocessoris three to four ordersof magnitude moree cien t.

The disadvantage of a ne-grain cortrolled VLIW cluster coprocessoiis the wide

instruction. The power consumptionin the instruction memory can read 50% of
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Figure 8.2. Energy-dela product of ACT1 and XScalenormalizedto the ASIC

the total power consumptionas shown in Figure 8.3. Power can be decreaseduy

the useof compressiorntechniquesin ACT2.

8.5 ACT2 Results

The performance,energye ciency, and exibilit y of ACT2 are tested by im-
plemerting the following algorithms: rake, FIR, TFIR, Dotp_sqr, Vecmax, dotp,
Matmult, STMatmult, and SAD. The algorithms are rst hand stheduledand the
stheduled code is then compressedusing the techniques mertioned in Chapter 5.
The microcode correspnding to eat bendimark is then loadedinto the instruction
memory and the CIM.

Two typesof experimerts wereperformed: uncompresseanode, and compressed
mode. In the uncompressedmode, the main instruction memory is accessedn
ewvery cycle and hencethe power dissipation due to instruction fetch is the same
for all bendmarks. In compressednode, both the LIM and SIMD decompression
units were used. This decreasepower depending on the compressiornype.

Figure 8.4 illustrates the data throughput sustainedby ACT2. When compared
to an ASIC for TFIR, the coprocessoris able to achieve almost one-fourth the

performanceof the ASIC sincethe ASIC implemertation hasfour more multipliers.
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Figure 8.3. Instruction power percenage of the total power

In the FIR case,the coprocessolis capableof sustaining one-sixththe performance
of the ASIC. This is causedby the fact that the FIR implemertation requiresdata
transfersamongthe register les in di erent clusters. Sud a transfer requiresthe
useof an XU sincethe register les are not directly connected.The e ective data
transfer rate will decreasefor Iters with a higher number of taps. For rake the
coprocessoruns at 11.4times the speedof the ASIC which is similar to ACT1. For
SAD, the coprocessorand the ASIC have almostthe samedata rate sincethe ASIC
was designedto perform four SAD operations per cycle. Howeer, the coprocessor
o ers much more exibilit .

FIR and TFIR have very regular addressingmodes and high data reuse. As
discussedn Chapter 5, the high data reusecan be signi cantly exploited by the use
of the MARF. The only data read or stored from/to memory are the input/output
valuesonce every N cycles,where N is equal to four for a 16-tap Iter. Vector
product and square consumefour data inputs per cycle and do not presen any

data reuseopportunity.



126

- |HEACT2
100.0 - . . . |[OXscale
10.0 | .

5 i

g 107

= ‘

3

= 0.1

|_

0.01-

Figure 8.4. ACT2 and XScalethroughput normalizedto the ASIC

Figure 8.5showvsthe energy-delg product of ACT2 with no compressiorand the
XScalenormalizedto that of the ASIC. Comparedto the XScale,the energy-dels
product of ACT2 is betweenthree to four ordersof magnitude better.

Many featureswereaddedto ACT1 to enhanceperformancein ACT2. Howe\er,
the performanceof someof the algorithms did not improve, and the power consump-
tion was slightly worseas shown in Figure 8.5. In fact, the power consumption of
the \execution part" of the coprocessorfor TFIR, rake and Dotp_sqr hasincreased
by an averageof 22% which is equivalert to an averageof 10% of the total power
consumption.

As will be seensubsequetly, instruction compressionsigni cantly reducesthis
extra power consumption. In the specic caseof a 16-tap TFIR, the size of
the ACTL1 register le is sucient enoughto hold all live values without any
registerspilling. Howewer, asthe number of taps increasesthe algorithm requiresa
larger register le, and we would obsene signi cant performancedegradationwith
the ACT1 model and signi cant improvemert with the ACT2 model. The same

argumert alsoholdsfor the rakereceiwer for small delay valuesbetweenthe ngers.
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Figure 8.5. Energy-dely product of ACT2 uncompressedand the XScale both
normalizedto ASIC

Figure 8.6 shavsthat the instruction memoryenergysavings dueto compression
rangesbetweenl17%and 38%. Energy savings for most of the algorithms, excluding
FIR and TFIR , rangebetween17%and 21%and are due to the smallerinstruction
memory Energy savingsfor FIR and TFIR were27%and 38%and are mostly due
to SIMD compression.Taking advantage of SIMD compressionin this architecture
can be dicult sinceopcodesand mux selectsin all routing levels have to be the

same.SinceFIR and TFIR operate on data storedin the local register les, SIMD

stheduling is easyto do.

8.5.1 Data Context Switc hing
As discussedn Chapter 7, Data Context Switching (DCS) is a compiler tech-

nique that is usedto increasethe level of parallelism in algorithms where loop-
carried dependenciesare presened. The performanceof theseloops on a DSP or
GPP can be improved by unrolling the inner-most loop in order to increaselLP.
Unfortunately unrolling works only for the inner-most loop. Unrolling the outer
loophasmorelLP potertial but will complicateaddressgenerationand will increase

pressureon the memory-registerbandwidth and on the register le. In this section,
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the throughput of the IIR Iter with and without DCSwill be comparedto a similar
implemertation on the XScaleand on the TI C62x, a cluster VLIW DSP processor
from TexaslInstruments. The C62x is a state-of-the-art DSP architecture which is
extensiwely optimized for sud nestedloops. Hence,comparing our results to the
C62x shovs the ACT e ciency.

Table 8.1 shows that by applying context switching inter- and intracluster
pipelining, retiming, and modulo sceduling, the performanceof the loop-carried-
dependencyl IR code hasbeenimproved by 2.15whencomparedto an unoptimized
(ACT-NOPT) naive mapping of the IIR code onto ACT which does not take
advantage of data cortext switching.

When comparedto the DSP implementation, the optimized ACT implemena-
tion is 7.64 times faster. Howewer this assumeghat the host processoris capable
of feedingthe two scratth SRAMs without stalling the XU resourceswhich is not
possiblein the ACT architecture. More precisely ACT's input SRAM is double

bu ered and dual ported to allow concurrent accessby both the host and ACT
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Table 8.1. Performanceresults for data cortext switching

Exec. Time ( sec) | Num. of Channels
DSP C62X (300MHz) 660 100
ACT-OPT (300MHz) 6.91 8
ACT-NOPT (300MHz) 14.9 8
XScale (400MHz) 161 8

coprocessomwhile the scratth SRAMs are not doublebu ered dueto generalenergy
considerations. For the IIR application, howewer, it is more e cient to have the

host processodirectly load the scratch SRAMs rather than the input SRAM which

then would require the ACT coprocessorto copy the data to the scratth SRAMs
prior to executionof the 1IR code. The downside of this approad howeer is that

while the scratth SRAMs are being loadedby the host, the clustersare idle. This

delay addsan additional .53 secto the 8-channel executiontime which degrades
performanceby 7.6%to achieve an aggregatebene t of 7.09times the performance
of the DSP implemertation. The overall ILP for the IIR application was 11.6 for

the AGUs and 7.5 for the XUs.

XScaleis capableof sustaining data rates of 3.92 million samplesper second.
ACT sustainsa data rates that is 22.7 times that of the XScale. The fact that
the XScaledoesnot perform well in this type of application is primarily due to its
small register le size, bandwidth limitations, and more importantly on the fact

that addresscalculations must be donein the main executionpipeline.

8.6 ACT3 Results
ACT3 exploits the subwvord-level parallelismthrough the useof SIMD functional
units. The use of SIMD FUs can increasethe performance of algorithms by
operating on se\eral subwords of a data word with the sameoperation. In this
phase,the support for saturation arithmetic is alsopresen in ACT3. Theseextra
featuresdecreasdhe operational frequencyfrom 300MHz to 250MHz. This is due

to the extra decaling logic in ead FU that is neededto operate in recon gurable
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mode, in conbination with the needfor additional logic at the output of the FU to
support saturation.

Toillustrate the e ect in terms of performanceand energyconsumptionof these
extra features,a SIMD implemenation of turb o decaler hasbeenimplemerted on
ACT3. As discussedn Chapter 6, the functional units utilization factor (UF) for
the brandh, forward, and backward metric loops are 68%, 48%, and 48% respec-
tively. The UF in the extrinsic loop is 57%. Theseare much lower comparedto
the UF obtained in ACT1 which in averageis equal to 90%. The main reason
for the low UF in ACT3 is bandwidth limitation. This limitation is mainly due
to memory mapping. For 5 iterations the throughput in ACT3 is 1.250 Mbit/s
comparedto 0.8 Mbit/s for 10iterations in ACT1. Thus, the performancein ACT3
decreaseby 22%. This is dueto three factors: bandwidth limitation, low-functional
units UF, pading/unpacking, and lower frequency The energy-consumeand the
energy-delg product of ACT3 decreasedy 13% and 9% respectively. This means
that the reduction in power consumptionin ACT3 due to lower frequency and
lower functional units UF is not enoughto balancethe performancedegradation.
The energydelay product of ACT3 can potertially be improved by using di erent
memory mapping for the forward, badkward, branch, and extrinsic loops.

Table 8.2 comparesthe turb o decaler implemertation in ACT3 to two state-
of-the-art DSP architectures. Theseare the ST120 and DSP56603. The ST120
is a VLIW processorfrom STMicroelectronics. The DSP56603is a low power
DSP processorfrom Motorola. For both these processors,an optimized hand-
written asserbly coding for the turbo decaler was implemened [133. For the
ST120, a SIMD implementation of the turbo decader was used. Following this
SIMD approad, this processorsupports 2x16-bit data padked into one 32-bit data
word. Comparing our results to these processorgyivesan indication of the ACT3
performance.

It is clearthat ACT3 signi cantly outperformsthe other DSP processors.Note
that the energy-dela product is a morerelevant metric, but the literature doesnot

provide thesedata for these DSP processors.Howewer, these DSP processorause
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Table 8.2. Performanceresults

Data Rate | Number of Iterations
ST120(200MHz) | 540 Kbit/s 5
ACT3 (250MHz) | 1250Kbit/s 5
DSP56603(80MHz) | 48.6 Kbit/s 5

a typical load/store architecture. This meansthat all operations usethe register
le assink and sourcefor the operandswhich will have a signi cant e ect on their

power consumption.

8.7 Summary
The results shov that ACT achieves superior performancecomparedto other
low power programmablearchitecturesthat arecommonlyusedto implemern signal
processingalgorithms. It also shaws that it is possibleto adieve performance
similar to that of an ASIC while maintaining exibilit y. In terms of the energy-dela
product, ACT is three to four orders of magnitude better than the XScaleand is

within one order of magnitude of an ASIC implemenation.



CHAPTER 9

CONCLUSION AND FUTURE WORK

The problem addressedin this researt is how an energy-e cient processor
should be designedto provide performance comparableto that of a dedicated
solution while retaining su cient exibilit y to support multiple algorithms. The
approad taken is to allow direct program cortrol over the low-level hardware
resourcesincluding comnunication. This increasesthe programming complexity
but pays o handsomelyin performanceand energye ciency. The main ideais
a recon gurable data-path where special purpose computational pipelinescan be
dynamically establishedthat resenble data ows found in ASIC solutions. By
executing the algorithms on dedicated pipelines cortaining optimized execution
resourcesa signi cant improvemert in terms of performanceand energyconsump-
tion canbeadieved. In corventional architecturesthis dual improvemert is seldom
possible.

The main cortribution of this thesisis a low power programmablearchitecture,
namedACT, which hasbeenspecializedfor mobile basebandwirelessapplications.
The architecture resourcesare divided into data memory addressingand compu-
tational datapath sections. The data path includes a number of homogeneous
cluster processingelemeints. The data memory addressingsection includes dis-
tributed memoriesand distributed partially recon gurable stream AGUs. In ACT,
a high energy-delg e ciency wasadieved through software cortrolled distributed
memories, distributed single ported register les which support addressmodes,
multi-level recon gurable interconnects,partially recon gurable addressgeneration

units, SIMD-ALUS, and compressiorntechniques.
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Specialized hardware, by itself, may not completely improve the e ciency of
a program if it is programmed poorly. We have shovn how the performance
of algorithms with loop-carried-dendenciescan be signi cantly improved by a
combination of cortext switching, data ow retiming, and modulo scheduling.

ACT is basically a ne-grain VLIW architecture. The ne-grained software
cortrol providesconsiderablegenerality, and e ciency in terms of energy-dela since
di erent pipelines can be dynamically recon gured to support a new processing
phaseand resenbles data o ws found in an ASIC implemertation. The e ciency
of the processowasstudied by evaluating key algorithmstakenfrom the 3G wireless

baseband voice over IP, DSP, and MPEG domains.

9.1 Future Research

Embedded systemsare pervasive in all aspects of our lives, and they comein
marny varieties sud as PDAs, cell phones, digital cameras,etc. To obtain the
desiredlevel of energy-e ciency, most of thesesystemsusespecializedcomponerts.
Current mobile phones,for instance, have a specializedbasebandprocessingunit
and hardware accelerationunits for someapplications suc¢x as MPEG decdling,
turbo decaer, and cryptography. The number of these specialized units will
increasein the future consideringthat state-of-the-art enbeddedtechnologyis the
basisfor substartial innovation in many other domains. This product di erentia-
tion hasa tremendousamourt of importance when power, energy exibilit y, and
cost are considered. Designingan energy aware systemthat delivers the required
performanceand quality of serviceis a very challenging task. Automating this
processis even more challenging.

The ACT coprocessordesignedand implemerted in this work focuseson the
important mobile cellular telephory algorithmic domain. The ACT architecture
gradually ewlved from analyzing and observingthe characteristics of these algo-
rithms and trying to designASICs to acceleratethesetasks. The architecture is
generalin nature and can in principle be applied to other algorithm domains. A

domain-speci ¢ designapproad, in the ideal case,makesit possibleto reusethe
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designfor a number of applications that fall in a particular domain. The researt
in this eld can be divided into three areas: architectures, compilers, and design
automation.

From the architecture prospective, many parameterscanbetakeninto consider-
ation while cutomizing a generalpurposeprocessointo a domain-speci ¢ processor.
This is mainly dueto the numerouscomponerts that form an embeddedprocessor.
Theserange from the memory systemto processing/executioncore, and include
interconnectionnetworks. This canbe further divided into di erent categories.For
instance,customizationin the executioncorecanbein the addressgenerationunits,
functional units, register le organization, bypassinglogic, compressiortechniques,
etc. Most of the issuesthat are related to design,implemenation, and measure-
mert of the performance-energyharacteristicsof a domain speci ¢ processomwere
addressedn my Ph.D. work.

Designing, validating, and integrating (under shrinking design-time sdhedules
and costs)energy-avare embeddedsystemswill be the focusof future researt. The
aimsofthe researb, basedonthe currert high-performance Jow power architecture,
ACT, are

Investigate compiler scheduling techniquesfor sud domain processors.

Dewelop algorithms and methods to automate the designof a domain speci ¢

processaor.

Compilers have a great importance in the succes®f theseprocessors.To fully
take advantage of the architecture undertaken, a new style of compiler scheduling
techniquesis intrinsic to the researb. For instance, the sdeduling algorithms
should (1) explicitly managethe interconnectionnetwork betweenthe architecture
various componerts, (2) considerthe application constrains sud as power and
performance,(3) be a combination of generalpurposeprocessorssdeduling algo-
rithms (e.g., modulo scheduling) and FPGA place&route algorithms to accourt for

the limitation in the interconnectionnetwork.
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Design automation can be achieved by placing restrictions on the inter- and
intra cluster commnunications and by varying the degreeof recon gurability and or-

ganizationof the addressgenerationunits, the register les, the specializedfunction

units, the scratch-pad memories,etc.
This researt will yield a body of techniquesandtoolsthat allow skilled but non-

expert systemsdesignersto quickly create and integrate e cient domain specic

processaors.
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