Course Overview Course Background

What is this cour se about?

Course overview and general classes of problems ' Finding (and exploiting) patterns in data _
I Replacing “human writing code” with “human supplying data”

) System gures out what the person wants based on examples
Hal Daumé Il ) Need to abstract from “training” examples to “test” examples
) Most central issue in ML: generalization

. . Why is machine learning so cool?
CS5350: Machine Learning | yBroad applicability g
I Finance, robotics, vision, machine translation, medicine, etc.

25 August 2008 I Close connection between theory and practice
I Open eld, lots of room for new work
I http://www.computerworld.com/action/article.do?
command=viewArticleBasic&articleld=9026623
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Topics Covered Syllabus

http //www.Cs. utah edu/ hal/courses/2008F _ML/
= -

I Supervised learning: learning with a teacher
I Classi cation: linear and non-linear

7 ) ! Q"L - - @"] i H E E \u http:fwww.cs.utah.edu/~haljcourses/2008F MLJ_L_J | [[Gl] |Goog ‘_1

I Regression: linear and non-linear Date Topics T— = s

| Kerne|S methOdS _ Course overview, ggneral cllasses of ‘problems )

' Probabilistic methods M
I Learning theory: will learning succeed? Muodel Hitting

. . Decision trees
| Genel‘ahzatIOﬂ bOundS 28 Aug | Entropy and information gain dtrees.pdf HWO due
| P d . b d Owerfitting and pruning
re IC'[IOH ounas Learning: It's all about generalization
q: g
| Online Iearﬂing 2Sep |Evaluating learned hypotheses eval.pdf

Cross validation and statistical significance

I Unsuperws-ed learning: learning without a teacher dsep [Memomimeibberd impdt
I CIUSterlng 8 Sep Nenrdl networks nnet.pdf (p1-5) HW1 due

Network structure and perceptron

I Dimensionality reduction and manifold learning
I Bayesian methods

11 Sep [ Matlab tutorial and Q/A session (in CADE Lab 2)

Function Approximation

Fitting parametric functions

Gradient descent and back-propagation nnetpdriporend)| (CHW2.dus

Support vector machines
Optimizing the mistake bound: margins
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Requirements and Grading

Written Homeworks: 10 points
I Very short
I Ten total
Programming Projects: 20 points
I Five total, each equally weighted (in Matlab!)
I Error analysis may be updated 1 week later
Midterm and Final Exams: 6 points each
I Midterm in class on 23 Oct (right after Fall break)
I Final on 15 Dec, 3:30-5:30pm
Learning Competition: 2 points plus bonus
I Choice of two learning-related competitions
I More details later in the semester
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Now, on to some real content. ..

(but rst, questions?)
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Things you need to do now!

Decide on mailing list or bulletin board

Complete Homework 0
I Due 28 Aug (that's Thursday!, by beginning of class)
I Graded as “credit/no-credit”
I Submit in .pdf format only using handin

Complete the r st reading
I See syllabus for link to .pdf le
I Due by class Thursday (I mean it!)
I Some parts of the web page are password protected!
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Classi cation

Course Overview

I How would you write a program to distinguish a picture of me from
a picture of someone else?

) Provide examples pictures of me and pictures of other people and
let a classi er learn to distinguish the two.

I How would you write a program to determine whether a sentence
is grammatical or not?

) Provide examples of grammatical and ungrammatical sentences
and let a classi er learn to distinguish the two.

I How would you write a program to distinguish cancerous cells
from normal cells?

) Provide examples of cancerous and normal cells and let a classi er
learn to distinguish the two.
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Data (“weather” prediction)

Example dataset:

Class | Outlook Temperature Windy?
Play Sunny Low Yes
No play | Sunny High Yes
No play | Sunny High No
Play Overcast Low Yes
Play Overcast High No
Play | Overcast Low No
No play Rainy Low Yes
Play Rainy Low No

Three principle components:
1. Class label (aka “label”, denoted y)
2. Features (aka “attributes”)
3. Feature values (aka “attribute values”, denoted x)
) Features can be binary, nomial or continuous
A labeled dataset is a collection of (x;y) pairs
Task:
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Ingredients for classi cation

Whole idea: Inject your knowledge into a learning system

Sources of knowledg e:
1. Feature representation
I Not typically a focus of machine learning
I Typically seen as “problem speci c”
I However, it's hard to learn on bad representations
2. Training data: labeled examples

I Often expensive to label lots of data
I Sometimes data is available for “free”

3. Model
I No single learning algorithm is always good (“no free lunch”)
I Different learning algorithms work with different ways of
representing the learned classi er
I When the data has nothing to say, which model is better
I Typically requires some control over generalization

CS5350 Hal Daumé Iil (U Utah)

Data (face recognition)

Class Image Class
Avrim | § l Tom
Avrim | ¥ I Tom
Avrim P i Tom
Avrim Tom

What is a good representation for images? Pixel values? Edges?
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Course Overview

More on generalization later. ..
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Regression

Regression s like classi cation

Example applications:
I Stock value prediction
I Income prediction
I CPU Power consumption
I Your grade in CS5350
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Unsupervised learning: Manifold learning

, except the labels are real values.

13/30

Often data that is really two dimensional is embedded in a higher

dimensional space, sometimes warped.

Task is to recover the true geometry of the underlying data.

P

» Usually, replace “two” with “d” and “three” with “D” for d < D
» Useful for visualization (when d € {2, 3})

» Also useful for finding good representations for input to classifiers

CS85350 Hal Daumé IIl (U Utah)
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Unsupervised learning: Clustering

CS5350

ish
Slavic] Slovene X
Slavic] Serbian-Croatian
Slavic] Ukrainian
Slavic] Russian
Baltic

c] Lithuanian
Slavic] Czech

Celtic] Irish

Celtic] Gaelic (Scots)
Celtic] Welsh

Celtic] Cornish
Celtic] Bret

on _
Icelandic

q

C
c| German
c| Dutch

Germanic| English
c|] Norwegian
C

Swedis|
Germanic] Danish

Romance] Portuguese
Romance] Frencl
— Romance] Spanish
Romance] Italian
ce] Catalan
Greek] Greek (Modern)
Slavic] Bulgarian
Romance] Romanian

Albanian]_ Albanian

ranian] Tajik:
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Reinforcement learning

CS5350

Reinforcement learning is the penultimate ML problem
It is “ML-hard”

Unlike classi cation, regression and unsupervised learning, RL
does not recieve examples

Rather, it gathers experience by interacting with the world
RL problems always include time as a variable

Example problems:

1. Chess
2. Robot control
3. Taxi driving

Key trade-off is exploration versus exploitation
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Reinforcement learning: general setting

A (simple) reinforcement learning problem is de ned by:
I A state space that de nes the world that our agent inhabits
I A set of actions that an agent can take in any state
I The reward the agent gets for reaching some particular state

The goal of the agent is to take a sequence of actions so as to
maximize its sum of rewards.

The agent's output is a policy that maps states to actions.

If you want to learn about RL, take CS5300 (Al) this coming Spring!
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Course Overview

Math Review. . .
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Summary of Tasks

Task Input Output Data
Binary classi cation X2 X y 2 f0;1g (Xn; Yn)p=1
Multiclass classi cation X2 X y2f1,2:00Mg (Xns )N
Regression X2 X y2R (Xn; Yn)he 1
Component clustering x 2 X y2f1;2;::5Mg ()N
Hierarchical clustering X 2 X atree (Xn)NL 4
Manifold learning x 2 RP y2RY%:d D (Xn)h- 1

Reinforcement learning state space policy rewards

There are a great number more “canonical” machine learning
problems, but these are the most standard.
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Pop Quiz! (all true/false)

logx + logy = log(xy)
log[ab®] = loga + (logb)(logc)
S[5x? + 3x] = 10x + 3
Slogx= 1

p(ajb) = p(a;b)=p(b)
pP(Xxjy;z) = p(xjy)p(x]jz)
u (Uv)v?v

© N gk wbdPE

LI{V jiujijvii
T dxexp[ ( =2)x?]= " 2 (extra credit)

©

(note: log always means natural log!)
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Why do we care about math?!

I Calculus and linear algebra:

1. Techniques for nding maxima/minima of functions
2. Convenient language for high dimensional data analysis

I Probability:

1. The study of the outcome of repeated experiments
2. The study of the plausibility of some event

I Statistics:

1. The analysis and interpretation of data

Statistics makes heavy use of probability theory.
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Probability 101

In probability theory, we assign a numerical probability to events.

I Think of the probability of an event as the fraction of times that
event would occur if we ran an experiment a lot of times.
This is the “frequentist” de nition of probability—other de nitions exist.

I Events are drawn from a sample space (omega)
I Ex:
= f Weather=rainy; Weather=sunny; Ground=wet; Ground=dryg

I A probability model is a function that maps any subset of to a
real value between 0 and 1.

I Formally,p:P( )! [0;1]
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Why do we care about probability and statistics?

Recall, statistics is the analysis and interpretation of data.

In machine learning, we attempt to generalize from one “training” data
set to general “rules” that can be applied to “test” data.

How is machine learning different from statistics?

1. Stats cares about the model, we care about predictions
2. Stats cares about model t, we care about generalization
3. Stats tries to explain the world, we try to predict the future

It all started with a
lady drinking tea. ..
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Probability 101
= f Weather=rainy; Weather=sunny; Ground=wet; Ground=dryg

Interpret p(f Weather=rainy; Weather=sunnyg) as the probability that
either event will happen. That is, it is an “or” operation.

Axioms of Probability
1. p(E) OforallE
2.p() =1
3. Suppose E;; E;; E3; , are pairwise disjoint. Then:
P(Er[ E2[ Ea[ ::1) = p(E1) + p(Ez2) + p(E3) + :::

Rules of Probability
1. p(A[ B) = p(A)+ p(B) P(A\ B)-"“or”
2. p( nE)=1 P(E) - "“inclusion/exclusion”
3. p(A\ B) = p(AjB)p(B) —“and”
4.p(;)=0
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Expectation

If Ais a random variable, then the expectation (under p) of A is:

P
R a2a P(A = @)a if p is discrete

Ep[A] = Adap(A=a)a ifpis continuous

1)
Remember: Expectation is like average!

I Suppose your grade in this class is 5 (A) through 1 (F)

I A probability distribution p over grades might be the percentage of
people who get each grade

I Suppose p(Gr = 5) = 0:3, p(Gr = 4) = 0:35, p(Gr = 3) = 0:2,
p(Gr = 2) = 0:1, p(Gr = 1) = 0:05.

I What is the expected grade in the class?

I (0:3)5+ (0:35)4 + (0:2)3+ (0:1)2+ (0:01)1 = 3:75 *“B-"

If Ais binary f 0; 1g, then what is E[A]?
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Bayes' Rule
A consequence of the rules of probability, not a new axiom:

p(@)p(bja)
p(b)
Can be derived by recalling: p(a;b) = p(aj b)p(b)

p(ajb) =

And using:
p(bj @)p(a) = p(aib) = p(aj L)p(b)
Thus,
P(aj B)P(5) = p(b] 2)p(a)
plajb) = PELIRE

Probability shorthand

Tediums of formal probability:

I Writing “Weather=rainy” over and over again
I Treating everything in terms of sets

So, we use shorthand:

I p(rainy  wet) or just p(rainy; wet) is the conjunction of events
I p(rainy _ wet) is the disjunction of events
I p(: rainy) is the exclusion of an event

This leads to the following rules:
' p(a_b)=p(a)+ p(b) p(a;b)
pta)=1 p(a)
' p(a;b) = p(ajb)p(b)

CS5350 Hal Daumé il (U Utah) 26/30

Chain rule

Recall (again): p(a;b) = p(ajb)p(b)

Chain rule: Repeated application gives: 2-5

I
©
—~

Q
flry
N
©
—~

Q
N

QD
flay
~ .
o -
~

QD
@,

QD
Z

Q
.

QD
N
~—

= p(az)p(azjai)p(asjas;az)p(:::;anj ai;ay; ag)
Y\I .

= p(anjas;::;an 1)
n=1
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Marginalization

= f Weather=rainy; Weather=sunny; Ground=wet; Ground=dryg
Suppose we have the following joint probabilities:

Weather Ground Probability

Rainy Wet 0:2
Rainy Dry 0:01
Sunny Wet 0:09
Sunny Dry 0:7

And we want to compute p(Sunny)?

It should be p(Sunny) = p(Sunny,Wet) + p(Sunny,Dry) = 0:79

P
In general, p(a) = p(a;b)

CS5350 Hal Daumé Iil (U Utah)
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Conditional probabilities

Weather Ground Probability

Rainy Wet 0:2
Rainy Dry 0:01
Sunny Wet 0:09
Sunny Dry 0:7

Let's say we walk outside and see that the ground is wet. What is the
probability that it's raining?

p(Rainy,Wet)
p(Wet)
p(Rainy,Wet)
p(Wet,Rainy) + p(Wet,Sunny)
0:2
~ 0:2+ 0:09 0:689
Note this is more than p(Rainy) = 0:21.
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p(Rainy j Wet) =




