Original Research

Social media indicators of the food environment and state health outcomes

Q.C. Nguyen,*, H. Meng, D. Li, S. Kath, M. McCullough, D. Paul, P. Kanokvimankul, T.X. Nguyen, F. Li

*Department of Health, Kinesiology, and Recreation, College of Health, University of Utah, Salt Lake City, United States
bCenter for Systems Integration and Sustainability, Michigan State University, East Lansing, United States
cSchool of Computing, University of Utah, Salt Lake City, United States
dDepartment of Geography, University of Utah, Salt Lake City, United States
eDepartment of Epidemiology and Biostatistics, UCSF School of Medicine, San Francisco, United States

A R T I C L E   I N F O

Article history:
Received 1 November 2016
Received in revised form 24 March 2017
Accepted 28 March 2017
Available online 4 May 2017

Keywords:
Social determinants
Social media
Geography
Food and nutrition
Chronic disease
Data mining

A B S T R A C T

Objectives: Contextual factors can influence health through exposures to health-promoting and risk-inducing factors. The aim of this study was to (1) build, from geotagged Twitter and Yelp data, a national food environment database and (2) to test associations between state food environment indicators and health outcomes.

Study design: This is a cross-sectional study based upon secondary analyses of publicly available data.

Methods: Using Twitter's Streaming Application Programming Interface (API), we collected and processed 4,041,521 food-related, geotagged tweets between April 2015 and March 2016. Using Yelp’s Search API, we collected data on 505,554 unique food-related businesses. In linear regression models, we examined associations between food environment characteristics and state-level health outcomes, controlling for state-level differences in age, percent non-Hispanic white, and median household income.

Results: A one standard deviation increase in caloric density of food tweets was related to higher all-cause mortality (+46.50 per 100,000), diabetes (+0.75%), obesity (+1.78%), high cholesterol (+1.40%), and fair/poor self-rated health (2.01%). More burger Yelp listings were related to higher prevalence of diabetes (+0.55%), obesity (1.35%), and fair/poor self-rated health (1.12%). More alcohol tweets and Yelp bars and pub listings were related to higher state-level binge drinking and heavy drinking, but lower mortality and lower percent reporting fair/poor self-rated health. Supplemental analyses with county-level social media indicators and county health outcomes resulted in finding similar but slightly attenuated associations compared to those found at the state level.

Conclusions: Social media can be utilized to create indicators of the food environment that are associated with area-level mortality, health behaviors, and chronic conditions.

© 2017 The Royal Society for Public Health. Published by Elsevier Ltd. All rights reserved.
Introduction

Background

Food environment characteristics are critical contextual factors affecting how people access food. Varying sociocultural conditions and physical features of the environment influence food choices. For example, people are concerned about food quality and availability, locations of stores and restaurants, prices, customer service, and operating hours. Food environments, which can be characterized by risk factors (such as exposure to high caloric foods) as well as health-promoting factors (such as availability of healthy food stores), can impact health. Higher prevalence of fast food restaurants have been found to be related to higher obesity rates at the state level. Another state-level analysis found that higher per capita number of fast food and full-service restaurants and reduced price of meals correlated with higher obesity rates. Conversely, areas with prominent access to healthy food outlets enable diets with fresh and healthy food. Studies have documented increased fruit and vegetable consumption and lower body mass index with more supermarket availability. Poor and minority neighborhoods have fewer large supermarkets than wealthy and majority white neighborhoods, which may increase health disparities.

Social media, such as Twitter, are online forms of communication where people create content, share information, and engage in social networking. Twitter can be used as a tool to examine individuals’ food decision-making and how that is patterned by their built food environment. Chen and Yang found that higher numbers of green retailer (grocery stores chains and local fruit and vegetable stores) within a buffered distance of the Twitter user’s geotagged location was associated with more healthful food tweets. This significant difference may indicate that people living in healthier food environments may engage in healthier eating behaviors. Ghosh and Guha found a strong positive correlation between tweets about high calorie foods/obesity and locations of McDonalds. Widener and Li found that disadvantaged areas had fewer positive Twitter references for fruits and vegetables.

Moreover, social processes may influence health behaviors. Social processes can affect health via (1) the maintenance of norms around healthy behaviors, (2) stimulation of interest in new activities, (3) emotional support for making healthy choices, (4) the dispersal of knowledge about health promotion practices, and (5) political advocacy and collective action around health. Ghosh and Guha found obesity-prevention-themed tweets positively correlated with the number of policies related to obesity, nutrition, and physical activity at the state level, possibly indicating higher levels of health advocacy in certain areas. Children who live in states with weaker competitive food and beverage laws are at greater risk of being overweight or obese than their peers who live in states with strong laws. The social environment can not only offer opportunities for social control, in regulating unhealthy behaviors and facilitating the social learning of healthy behaviors but can also promote risky behaviors. The spread of health behaviors such as food consumption, health screening, smoking, alcohol consumption, drug use, and sleep has been observed to spread through social networks.

Social media data have also been analyzed to understand how individuals communicate health topics, the popularity of topics, and sentiment towards current health topics (e.g. vaccines). For instance, Myslin et al. analyzed tweets to examine sentiment towards various tobacco products and found that hookah and electronic cigarettes were characterized by more positive sentiment than references to traditional tobacco products. Social learning theory posits that learning is a cognitive process that occurs in a social context. Views and activities described via social media can help shape perceived norms, attitudes, beliefs, and subsequently behaviors of people. Liking or following alcohol marketing social media pages has been found to be associated with early age at first alcohol use and heavier alcohol consumption among youth. Social media have been utilized for health education and behavioral change interventions such as those aimed to increase physical activity and decrease smoking. Social media can be used for health promotion campaigns to provide health information and social support. In addition, user-driven websites and applications such as Yelp have emerged to provide a platform for people to post reviews and testimonies of local businesses and services. In 2016, Yelp’s mobile app averaged 65 million users per month. Yelp reviews have been leveraged to understand patient experiences at health facilities—information which can be utilized to improve quality of care. Yelp data can be used to understand the types of food businesses in a community and the popularity of various foods.

In this study, we examine factors related to the food environment. From Twitter data, we obtain indicators of socially modeled eating and drinking behaviors, possibly capturing prevalent norms and preferences around food. From Yelp data, we assess the availability and popularity of cuisines as perceived by visitors to restaurants. The widespread use of the internet and the abundance of openly shared personal opinions with geotagged check-ins at various locations enable researchers to understand area characteristics, which are unique strengths of utilizing social media data over traditional means of data collection.

Study aims

The present study constructs a national database of food environment indicators from publicly available Twitter and Yelp data. We then test associations between state-level food environment indicators and health outcomes, accounting for differences in state demographic characteristics via census data that may act as potential confounders related to both food environment indicators and health outcomes.

Methods

Twitter data collection and spatial join

For approximately one year, from April 2015—March 2016, we utilized Twitter’s Streaming Application Programming Interface (API) to continuously collect a random 1% sample of
publicly available tweets with latitude and longitude coordinates. In total, we collected 79,848,992 geotagged tweets from 603,363 unique Twitter users in the contiguous United States (excluding Alaska and Hawaii). The median number of tweets per user was four. Each geotagged tweet was assigned to its corresponding state location, based on the latitude and longitude coordinates of where the tweet was sent. This spatial join procedure was implemented in Python. An R-tree was used to build a spatial index on the national polygon data to speed up computation. We linked 99.8% of tweets to their respective state locations. Further description of our methodology can be found here.

**Sentiment analysis**

To conduct sentiment analysis, we utilized MAchine Learning for Language Toolkit (MALLET)—a Java-based package for statistical natural language processing. We leveraged the Maximum Entropy text classifier in MALLET to classify tweets as happy and not happy. MALLET assigns to each tweet a predicted probability from 0 to 100% that a tweet is happy based upon word-level features. During our pilot testing of the classifier, we compared manual labeling of a random subset of tweets with tweets classified as ‘happy’ or ‘not happy’. We concluded a predicted probability >80% achieved the highest accuracy between manual labels and machine-learning algorithm labels, and thus that cut point was used to label tweets as ‘happy’ vs ‘not happy’. An example of a happy tweet is ‘best day of my life. eating all the cheese.’ An example of an unhappy tweet is: ‘my stomach hurts ... i ate too much pizza and wings.’ The accuracy of the sentiment algorithm was 78%.

**Food analysis**

We compiled a list of over 1430 popular foods and beverages from the US Department of Agriculture’s National Nutrient Database. Each food item was associated with a measure of caloric density, operationalized as calories per 100 g. Fruits, vegetables, nuts, and lean proteins (e.g. fish, chicken, and turkey) were labeled as ‘healthy foods’ (940 food terms in total). Fried foods were not considered healthy foods. We also tracked mentions of popular alcoholic beverages (e.g. martini) and tweets referencing drinking (66 terms).

We computed caloric density by summing up all the foods mentioned in the tweet. We tracked healthy food references for each tweet. Moreover, we leveraged our sentiment analysis algorithms to assess sentiment towards food. These variables (i.e. any food references, healthy food references, alcohol references, caloric density, and sentiment towards healthy foods and alcohol) were then aggregated and summarized at the state level to create state indicators of food culture. Over the study period, we collected and processed 4,041,521 geotagged food tweets. Accuracy between algorithm-labeled tweets and manually generated labels was 83% food and 88% alcohol.

**Yelp data collection**

We used Yelp’s search API with public end-points (/v2/search) to obtain the top 20 restaurants, based on ratings for a particular location. Yelp provides a radius filter parameter, which enables search for Yelp listings within a boundary. We generated a set of search locations in terms of longitudes and latitudes covering the entire Unites States using a radius filter of 1000 m. We also added restaurant location data from OpenStreetMap to boost coverage of our existing search set. As our location set was large (composed of entire United States) we created a streaming API, which used the Yelp public end-points described above to obtain the data. Because there was a daily limit of approximately 25,000 queries that can be performed a day, we designed our system to conduct 24,000 unique searches on a daily basis.

Our Yelp data collection resulted in finding 505,554 unique food-related business entries collected between February—April 2016. We processed these entries into broad food themes including: International Cuisine (Thai, Indian, Chinese, Japanese, French, Italian, Mexican), Cafés and Bakeries (coffee and tea, cafes, bakeries, bagels, bubble tea), and bars and pubs (beer, wine, spirits, sports bar, sports pub). To create Yelp state-level indicators, we calculated the percent of each food theme out of all food-related Yelp entries for that state.

**Other publicly state-level data**

We obtained state-level health outcome data—including all-cause mortality and homicide rate from the 2013 National Vital Statistics Reports. Vital statistics data were based on information from resident death certificates filed in the 50 states and the District of Columbia. Death certificates are generally completed by funeral directors, attending physicians, medical examiners, and coroners. Age-adjusted death rates expressed per 100,000 population were based on the 2000 US standard population. Causes of death statistics were classified by the 10th Revision of the International Classification of Diseases and based on the underlying cause of death.

We collected age-adjusted prevalence of health-related risk behaviors and chronic health conditions of US adult residents at state level from the Behavioral Risk Factor Surveillance System (BRFSS), the nation’s premier system of health-related telephone surveys. The BRFSS questionnaires were created by BRFSS state coordinators and Centers for Disease Control and Prevention (CDC) staff. Each BRFSS survey has three parts: the core component including a set of questions on demographic characteristics and current health behaviors, optional modules, and state-added questions. Our study data was based on the BRFSS 2014 Questionnaire, which included assessments of alcohol consumption, tobacco use, physical activity, self-rated health status, self-reported body mass index, and diagnosis by a healthcare professional for diabetes and high cholesterol.

**Analytic approach**

Twitter characteristics were standardized to have a mean of 0 and standard deviation of 1. In adjusted linear regression models, we examined associations between food environmental characteristics (constructed from Twitter and Yelp data) and state health outcomes, controlling for demographic characteristics. Models were run separately for each health outcome. Demographic characteristics were obtained from...
the 2010–2014 American Community Survey 5-year estimates and included the following: median age, percentage non-Hispanic white, and median household income to capture information on compositional and economic characteristics of a community. We evaluated statistical significance at \( P < 0.05 \). Processing and statistical analysis tasks were performed with Stata MP13 (StataCorp LP, College Station, TX). The study was approved by the authors’ Institutional Review Board.

## Results

Table 1 presents descriptive statistics of our social media database. About 5% of tweets were food-related. The average caloric density of food tweets was 234 (per 100 g). About one in six (16%) food tweets included healthy food (lean proteins, fruits, vegetables) references. About 28% of healthy food tweets and 35% of alcohol tweets were categorized as happy (Table 1) when compared to 19% of tweets overall. Regarding Yelp data, about 27% of popular Yelp listings were for international cuisines, 10% for burger places, 9.4% for bars and pubs, and 5.7% for cafes and bakeries (Table 1).

Supplementary Table 1 (see Appendix A for a link to the supplementary data) presents state rankings of Twitter-derived variables. For happiness, Montana ranked the highest and Louisiana the lowest (Supplementary Fig. 1). Interestingly Louisiana also held positions near the bottom for tweets about healthy foods (Fig. 1). Montana had the most healthy food tweets. Mississippi had the highest caloric density of food mentions. Vermont, Maine, and Wisconsin were the states with the most alcohol tweets (Supplementary Table 1).

### Table 1 – Descriptive statistics of social media characteristics.

<table>
<thead>
<tr>
<th>Social media-derived indicators</th>
<th>Mean (standard deviation)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Twitter data*</td>
<td></td>
</tr>
<tr>
<td>Percentage tweets about food</td>
<td>5.0 (1.0)</td>
</tr>
<tr>
<td>Calorific density (calories per 100 g)</td>
<td>233.7 (14.1)</td>
</tr>
<tr>
<td>Percentage food tweets about healthy foods</td>
<td>16.3 (2.4)</td>
</tr>
<tr>
<td>Percentage tweets about alcohol</td>
<td>0.8 (0.2)</td>
</tr>
<tr>
<td>Percentage food tweets that are happy</td>
<td>27.0 (2.3)</td>
</tr>
<tr>
<td>Percentage healthy food tweets that are happy</td>
<td>28.0 (2.1)</td>
</tr>
<tr>
<td>Percentage alcohol tweets that are happy</td>
<td>35.0 (3.9)</td>
</tr>
<tr>
<td>Yelp data*</td>
<td></td>
</tr>
<tr>
<td>Percentage café and bakeries</td>
<td>5.7 (1.4)</td>
</tr>
<tr>
<td>Percentage bars and pubs</td>
<td>9.4 (2.1)</td>
</tr>
<tr>
<td>Percentage burger places</td>
<td>10.0 (1.8)</td>
</tr>
<tr>
<td>Percentage international cuisines</td>
<td>27.0 (4.2)</td>
</tr>
</tbody>
</table>

* Twitter indicators created from 79,848,992 geotagged tweets collected between March 2015 and April 2016. \( n = 49 \). Data from the contiguous United States including District of Columbia; does not include Alaska and Hawaii.

* Yelp state indicators created from 505,554 food-related entries collected between February and April 2016.

## Discussion

In this study, we utilize innovative data collection and processing techniques to characterize the food environments of states with data from Twitter and Yelp. We do not expect these data to perfectly capture dietary behaviors—because for instance, not everyone tweets all the foods they consume. Nonetheless, these data may be useful indicators of area-level social norms and preferences. Moreover, public posts about certain foods and behaviors may influence the opinions and behaviors of others, as posited by theoretical frameworks on the role of social networks. A variety of health behaviors such as dietary patterns, health screening, substance use and sleep have been observed to spread through social networks.

In addition to creating a national state-level database, we investigated whether food environment characteristics are associated with state health outcomes. We found that Twitter and Yelp characteristics indicative of higher caloric foods were related to higher mortality, higher prevalence of chronic...
Fig. 1 – National distribution of healthy food tweets, by state. Figure displays proportion of food tweets that contained healthy food mentions, defined as the following: fruits, vegetables, nuts, and lean proteins (e.g. fish, chicken, and turkey). Fried foods were not considered healthy foods.

Fig. 2 – Yelp entries for cafes and bakeries, by state. Figure displays percent of popular Yelp entries at the state level that were cafes and bakeries.
conditions, and worse self-rated health. Alternatively, popularity of cafes and bakeries were associated with better health outcomes. Lastly, higher alcohol mentions and popularity of bars and pubs were associated with lower mortality but higher binge drinking and heavy drinking.

**Study findings in context**

Regarding alcohol characteristics, we find that tweets with alcohol mentions are happier than tweets in general, which aligns with the results of a recent study that analyzed nearly 12 million alcohol-related tweets and found that the number of pro-drinking tweets exceeded anti-drinking tweets by 10 times. While an alcohol-related tweet does not necessarily indicate actual alcohol consumption, greater alcohol use is associated with greater alcohol content shared online. Alcohol consumption like other health behaviors can be influenced by social norms and a ‘culture of drinking.’ For instance, Ahern et al. found that neighborhoods with permissive norms around drunkenness had higher rates of...
State-level alcohol characteristics and health outcomes.

### Table 3 – State-level alcohol characteristics and health outcomes.

<table>
<thead>
<tr>
<th>State-level adult health outcomes</th>
<th>State-level Twitter variables*</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Percent tweets about alcohol</td>
</tr>
<tr>
<td></td>
<td>Beta (95% CI)</td>
</tr>
<tr>
<td>All-cause mortality per 100,000</td>
<td>-43.30 (-63.56 to -23.04)**</td>
</tr>
<tr>
<td>Homicide per 100,000</td>
<td>0.85 (-1.59 to 0.12)*</td>
</tr>
<tr>
<td>Suicide per 100,000</td>
<td>0.22 (-0.93 to 1.38)</td>
</tr>
<tr>
<td>Unintentional injury death</td>
<td>-2.17 (-4.63 to 0.30)</td>
</tr>
<tr>
<td>Percent poor/fair self-rated health</td>
<td>-1.66 (-2.32 to -1.01)**</td>
</tr>
<tr>
<td>Percent binge drinking</td>
<td>1.86 (0.85 to 2.88)**</td>
</tr>
<tr>
<td>Percent heavy drinking</td>
<td>0.75 (0.40 to 1.10)**</td>
</tr>
<tr>
<td>Percent current smoking</td>
<td>-1.39 (-2.31 to -0.48)**</td>
</tr>
</tbody>
</table>

CI, confidence interval.

*P < 0.05; **P < 0.01.

* Twitter-derived variables (independent variables in regression models) were standardized to have a mean of 0 and standard deviation of 1. n = 49. States in the contiguous United States, including District of Columbia.

* Adjusted linear regression models were run for each outcome separately. Models controlled for state-level demographics: median age, % non-Hispanic white, median household income. Data sources for health outcomes: 2013 National Vital Statistics Reports, 2014 Behavioral Risk Factor Surveillance System.

Moderate and binge drinking. The inverse relationship between alcohol characteristics and health outcomes may be related to health benefits associated with moderate drinking. Alcohol consumption has been found to be associated with reduced mortality and cardiovascular disease risk. Nonetheless, alcohol consumption also increases the risk of a range of adverse health outcomes including accidental injury, alcohol-related family, and occupation problems, fetal alcohol syndrome, liver diseases, and cancers. Surprisingly, we did not find links between alcohol characteristics derived from social media and state outcomes relating to suicide and accidental injury. The culture of drinking captured via public social media posts may be more weighted towards those who engage in social drinking rather than substance abuse and dependence. Communities with higher social drinking may see some health benefits.

Our findings regarding ties between popularity of cafes and better health outcomes are in alignment with previous studies finding health benefits of coffee and tea for the prevention of chronic conditions and cancer. Additionally cafes are among the public spaces in a community that provide opportunities for social gatherings outside the office and home. Thus, having more cafes in a community can boost social interactions, trust, and willingness of local residents to intervene for the common good—characteristics that have been related to better health outcomes. Nevertheless, cafes also differ with regard to the quality of food items served, which may impact area-level health outcomes.

**Study strengths and limitations**

We built a national dataset using publicly available Twitter and Yelp data. Previous studies involving social media have demonstrated great potential for making area comparisons and investigating differences in health outcomes at selected locations. This study contributes by showcasing that large scale comparisons at a national level can be achieved using interdisciplinary approaches that leverage machine learning, geographical information systems, and regression modeling.

However, this study is subject to limitations. First, Twitter users are not representative of the general US population. Currently about 23% of adults online (20% of US adults) utilize Twitter. Usage is higher among African Americans (28%) and Hispanics (28%) compared to white, non-Hispanics (20%). Twitter usage is also higher among those aged 18–29 years (32%) and 30–49 years (29%) than to those 50–64 years (13%) and 65+ years (6%). More men online use Twitter than women (25% vs 21%). The health and health behaviors of social media users may differ from those who do not use social media.

Although characteristics constructed from Twitter and Yelp data may not be representative of the general population, nonetheless, the data may still have utility in providing information on the social environment of a community. That is, while not everyone is represented, the large collection of tweets sent out by members of a community, may still help us understand social influences on health. For instance, an analysis of Twitter data by Eichstaedt et al. found that psychological language on Twitter predicted county-level heart disease mortality—a condition that typically does not afflict young individuals. Hence, even though Twitter data may be skewed towards adolescents and young adults, their online expressions may still reflect shared environmental features of the community at large.

In this study, we utilized Twitter data to create indicators of socially modeled food behaviors. We utilized Yelp to create indicators of food access and popularity of cuisines. However, we did not examine other important sociocultural factors that influence food choices. For example, people are concerned about prices, customer service, operating hours, food quality and availability, and locations of stores and restaurants. Preferred locations for shopping include safe and low crime neighborhoods. Mobility is another contextual factor that has been overlooked by many researchers. People might go outside their neighborhoods to get food when traveling to meet families and friends or to go to work.
The study explored associations between area-level characteristics and area-level health outcomes. Patterns observed at the area level may not apply to the individual level (ecological fallacy). Causal inference is limited by the observational nature of the study and the lack of control for confounding by individual-level characteristics. Analyses were conducted at the state and county levels. Analyses at smaller levels of geographies are limited by the lack of publicly available health outcome data at those levels. Also at smaller levels of geographies, merging over several years of data may be necessary to produce reliable estimates and to protect the confidentiality of participants’ data.

Additionally, tweets were geocoded to the locations of where they were sent rather than to the home locations of Twitter users. Thus, tweets identified as coming from an area could include data from local residents and visitors. However, we believe that including data from visitors is important because visitors can influence the social environment in which they interact. Additionally, the data are naturally weighted to those who spend more time in an area.

Another limitation of the study is the time periods for the various data sources differed depending on data availability of publicly available data sources. Nonetheless, resident compositional characteristics, mortality rates, and prevalence of health conditions have been found to be relatively stable over a short time period.\(^2\)\(^4\) Our study design was cross-sectional in nature; we were not able to examine longitudinal trends.

Characteristics of the built and social environment can impact health and overall well-being by determining access to resources or exposures to risk. In this study, we demonstrate that social media can be utilized to create indicators of the food environment that are associated with state-level mortality, health behaviors, and chronic conditions. Social media represents an untapped resource for public health research and practice.

**Author statements**

**Acknowledgments**

The authors would like to thank Drs. Ming Wen, James Vanderslice, and Ken Smith for their guidance and input on this project.

**Ethical approval**

The study was approved by the University of Utah Institutional Review Board.

**Funding**

This study is supported by a grant from NIH’s Big Data to Knowledge Initiative, SK01ES25433.

**Competing interests**

None declared.


Appendix A. Supplementary data

Supplementary data related to this article can be found at http://dx.doi.org/10.1016/j.puhe.2017.03.013.