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ABSTRA CT

Many applications bene�t from surfaceparameterization, including texture map-

ping, morphing, remeshing, compression,object recognition, and detail transfer,

becauseprocessingis easieron the domain than on the original irregular mesh. Pro-

ducing consistent parameterizationsof a set of objects has a number of applications

including morphing, principal component analysis, attribute transfer, deformation

transfer etc.

In this thesis we have two main contributions. First, we present a method for

simultaneously parameterizing several genus-zeromeshespossibly with boundaries

onto a commonsphericaldomain, while ensuringthat corresponding user-highlighted

featureson each of the meshesmap to the samedomain locations. We obtain visually

smooth parameterizationswithout any cuts, and the constraints enableus to directly

associate semantically important featuressuch as animal limbs or facial detail. Our

method is robust and works well with either sparseor densesetsof constraints.

Our secondcontribution is a method to robustly partition two meshesof arbitrary

topology into a set of consistent patchesusinguserspeci�ed features. This is the �rst

step in creating a high quality map betweentwo arbitrary surfaces.This method can

can alsobe usedin other scenariosincluding simplicial parameterization,octahedral

or toroidal parameterizationwhereit producesbetter parameterizationsthan previous

specializedtechniques.
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CHAPTER 1

INTR ODUCTION

Several applications in computer graphics,such astexture mapping, compression,

surface processing,detail synthesis, and object recognition rely on mesh parame-

terization. Parameterization refers to computing mappings between surfacesin 3D

and simpler domains such as planar regions,simplicial domains, or spheres. To be

useful for these varied applications, the mappings must satisfy several properties,

such as continuity, bijectivit y, smoothness, constraint satisfaction, and acceptable

distribution of domain area over the surface. We proposea method for computing

mapswith theseproperties for a set of genus-zeroobjects.

Parameterizing a mesh onto a plane or a simplicial domain is a well studied

problem and a number of algorithms have been proposed for the same. Unless

working with meshesthat are topological discs, these methods �rst partition the

meshesinto disk like charts and parameterizeeach chart independently. This results

in discontinuity of the parameterization along the chart boundaries. An alternative

is to cut the mesh into a topological disk using a network of paths and unfold the

meshonto the plane. However this method su�ers from seamartifacts along the cut

paths.

Continuous parameterizationsare only possiblebetweentopologically equivalent

models. For genus-zeromodels,the unit sphereis a natural parameterizationdomain

sinceit is inherently smooth. While sphericallyparameterizinggeometricallycomplex

modelswith many extremities incurs somedistortion, this distortion is acceptablefor

most models. In addition to being continuous, the mapping is also smooth since

derivative discontinuities are only imposedby the model discretization itself, not by

the domain.

Besidesproducing continuous maps, allowing the user to specify constraints is

another important requirement in many applications, since it provides a way to
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incorporate higher-level semantic knowledgeabout the objects. Without constraints

it would be di�cult for instanceto texture map a faceand have the eyesappear in

the correct place. Constraints can alsobe usedfor hiding texture seamsby placing a

number of constraints along the seam[KSG03].

Constraints can be either \soft" - to be satis�ed in least squaressense,or \hard"

- to be satis�ed exactly. In either case, imposing constraints makes the parame-

terization problem more challenging, since the algorithms typically lose theoretical

guaranteesof bijectivit y, preservation of metrics, etc.

A set of parameterizationsthat satisfy a set of constraints and sharea common

domain are called consistent. Consistent parameterizationsare useful in a number

of applications including morphing, principal component analysis,attribute transfer,

and deformation transfer.

Consistent parameterizatinosaregenerallyconstructedby partitioning the meshes

using a set of consistent cuts, but this is di�cult for many models with dissimilar

geometry, and may require extra user input such as specifying the cut connectivity.

Moreover, the resulting map generally lacks smoothness along cuts and at their

junctions.

In this work, we extend the work of Praun and Hoppe [PH03] on sphericalpara-

meterization to allow simultaneousconsistent parameterizationof multiple genus-zero

objects, possibly with boundaries. We map the objects to the sphere,while guaran-

teeing continuity, bijectivit y, visual smoothness,and minimizing overall distortion.

Using consistent sphericalparameterizations,onecan createconsistent geometry

images[GGH02, PH03] representing several objects in a database,opening the door

to a large array of applications that work on regular grids, including compression

(the stacked geometry imagesform a volume which can be compressedusing voxel

techniques),conversionto hardware-supported subdivision surfaceswith displacement

maps[LHSW03], natural LODs, etc. In Figure 1.1 we sphericallyembed a collection

of headssuch that corresponding user-provided featuresmap to the samespherical

locations. This enablesapplications such as principal component analysisas shown

on the right.
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Figure 1.1. Consistent sphericalparameterizationof a collection of heads

The next step in obtaining high quality consistent parameterizationsis to obviate

the use of an intermediate domain. This would also allow forming maps between

surfacesof arbitrary (but same)genus. With this goal in mind we develop a method

to directly optimize the map betweentwo surfaceswithout goingthrough an interme-

diate domain. This thesispresents the �rst step in the processwhich is to partition

the two surfacesinto a corresponding set of triangular patches by tracing a set of

corresponding paths.

Figure 1.2. Inter-surfacemap betweenthe dragon and the feline

Figure 1.2showsan inter-surfacemap betweenthe dragonand felinemodels(both

genus 2). The �rst imageshows the edgesof the feline mapped onto the dragon, the

secondand third imagesshoww the edges/normalsof the dragon mapped onto the

feline and the fourth imageshows a 50%morph betweenthe two.
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Speci�cally, we present the following contributions:

� Constrainedsphericalparameterization wherespeci�ed points on a meshmap

to given points on the sphere.

� Robust construction of consistent sphericalparameterizationsfor several genus-

zerosurfaces.

� Methods to avoid swirls (bad homotopy classesof the map), and to correct them

when they arise.

� Method to robustly partition two meshesof arbitrary topology into a set of

consistent patchesusing userspeci�ed featuresas path end points.



CHAPTER 2

PREVIOUS W ORK

2.1 Surface Parameterizations

A parameterizationof a surfaceis de�ned asa one-to-onemapping of every point

on the surface to a suitable domain. Commonly used domains include the plane,

the sphereor a coarsesimplicial domain. Most surfacesthesedays are represented

as triangular meshes. Parameterization for meshesare obtained by constructing a

one-to-onemappings from the mesh vertices to a domain resulting in a piecewise

linear parameterization.

Surfaceparameterization has many applications in computer graphics including

texture mapping,digital geometryprocessing,morphing, surfaceediting, compression

and geometryremeshing.Having \good" parameterizationsis important for all these

applications and so a number of algorithms have beenproposedfor this task.

The earliest parameterization methods establishedmappingsto planar domains.

There have beenmany methods developed to date; for a survey we refer the reader

to Floater and Hormann [FH04]. Most algorithsm try to achieve the following goals:

1. The mapping should be one-to-one.

2. It should minimize somemeasureof distortion eg. distortion in lenghts, disto-

rion in angles,distorition in areas.

Length preservingparameterizationsa.k.a. isometric parameterziationsare de-

�ned as maps that preserve the lenghts of arcs on the surfacewhen mapped onto

the domain. While theseparameterizationsare ideal, they exist only a small set of

surfacescalleddevelopablesurfaces.Developablesurfacesarede�ned assurfaceswith

zeroguassiancurvature everywhere. The cylinder is an exampleof onesuch surface.
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The cylinder can be mapped isometrically to the plane by cutting it along its length

and unfolding it to the plane. Most methods try to comeas closeto an isometry as

possible.

To measureand minimize the mapping distortion, thesemethods employ various

quality metrics, such as conformality (angle preservation) e.g. [EDD+ 95, LPRM02,

DMA02] or stretch minimization [SSGH01,PH03].

Maps that preserve anglesare said to be conformal. It is generallynot possibleto

construct mapsthat are conformalat all the points on the domain and henceconfor-

mal maps try to locally preservesanglesas much as possible. Stretch minimization

avoids excessive scaling of domain distancesonto the surface,which is particularly

important for applications involving regular sampling of the domain. Sinceour goal

is regular remeshing,we usea stretch metric. However, the method could easily be

modi�ed to work with conformal metrics and irregular sampling.

2.2 Planar parametrizations

The traditional surface parametrization problem considersthe casewhere the

domain D is a planar region (seesurvey in [FH04]). The map is represented by the

parametric locationsof verticesof M within the plane. Optimization can freely move

the verticeswithin the domain as long as bijectivit y is maintained.

A classof methods known as convex combination maps map a topological

disc to a plane. Thesemethods are basedon the following theorem proved by Tutte

[Tut63]:

\Giv ena planar 3-connectedgraph with a boundary �xed to a convex shape in R2,

the positionsof the interior (non-boundary) verticesform a planar triangulation if and

only if each vertex position is someconvex combination of its neighbor's positions".

These methods work by mapping the mesh boundary to someconvex polygon

and de�ning each interior vertex as a convex combination of its neighbors: Ui =
kX

j =1

� i;N ij UN ij , where
kX

j =1

� i;N ij = 1, and N i = (N i 0; N i 1:::Nik ) forms the 1-ring neigh-

borhood of vertex i . Let n be the number of vertices in the mesh and let m be

the number of interior vertices. Also assumethat the vertices have been reordered

such that the �rst m verticesare interior verticesand the next (n � m) verticesare
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boundary vertices. Then, each interior vertex results in a linear equationof the form:

Ui �
mX

j =1

� i;j Uj =
nX

j = m+1

� i;j Uj , where� i;i = 1; � i;j = wij , if j 2 N i ; � i;j = 0 otherwise.

This results in a linear system that is sparseand diagonally dominant and can be

solved e�cien tly using the conjugategradient method.

Tutte [Tut63] had proposedusing weights � i;j = 1=degree(i ) thereby placing each

vertex at the centroid of its neighbors. This method takes into account only the

connectivity of the mesh, not its geometry. Since then, a few method have been

proposedthat try to minimize somemeasureof distortion, the most popular ones

being the shape-preservingmethod [Flo97] and the mean-value method [Flo03].

There are a number of methods that preserve anglese.g. [HG99, LPRM02, SS01,

DMA02]. Such methods are called conformal maps.

She�er et al. [SS01]formulate the parameterization problem in terms of angles

alone. They note that the sum of anglesaround a vertex on the mesh is usually

lessthan 2� , while the sum of anglesaround the corresponding vertex in the plane

is always 2� . This distortion cannot be avoided and hencethey try to distribute

this deformation evenly around the vertex. Their formulation results in a non-linear

optimization problem which they solve to get the anglesin the plane. They then use

theseanglesto computeactual vertex positions.

Levy et al. [LPRM02] measurethe conformality on each triangle of the surface

and this results in a linear systemof equations.Unlike the convex combination maps

which alsosolve linear systems,they �x only two verticesand hencehave lessdistorion

in their maps. Though it works well in practice, it is not guaranteed to produce a

valid embedding.

An important limitation of planar parametrization techniques in general is that

representing an entire surface requires that it be cut into one or more disk-like

charts, where each chart is parametrized independently. Sometechniques cut the

surface into a single chart e.g. [GGH02]; She�er et al. 2002; Sorkine et al. 2002,

while others cut it into an atlas of charts e.g. Maillot et al. 1993; Sander et

al. 2001; Levy et al. 2002; Gu and Yau 2003. In either case,the cuts break the

continuity of the parametrization, making it di�cult to usea planar parametrization

approach to construct a continuousmap betweentwo di�eren t surfaces,sincetheir cut
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structures di�er. Hence,unlessapplied to topologicaldiscs,thesemethods introduce

discontinuities in the parameterization.

2.3 Simplicial parameterization

To avoid parameterizationcuts, the domain must have the sametopology as the

given surface.One such approach is to parameterizeonto a simplicial domain D e.g.

[EDD+ 95, LSS+ 98, GVSS00,PSS01,KLS03]. The domain can either be a simpli�ed

basemesh [EDD+ 95, LSS+ 98, GVSS00] or an abstract simplicial complex [PSS01].

The surfaceis partitioned into triangular regionsthat are mapped to facesof D.

Simplicial domainswork for arbitrary genus. However, unlikeplanar and spherical

domains which are smooth everywhere, simplicial domains have sharp edgesand

verticesresulting in derivative discontinuities in the map at verticesand edgesof the

basedomain. Since the whole domain cannot be simultaneously \unfolded", most

methods iterativ ely apply a linear relaxation to a small group of adjacent faces.For

example, Eck et al. [EDD+ 95] iterativ ely unfold a pair of adjacent domain faces

and reparametrizethe surfaceneighborhood over the resulting quadrilateral. Guskov

et al. [GVSS00]perform local reparametrizationsover 1-ring vertex neighborhoods,

with the advantage that the imagesof domain verticescan shift over the surface.Lee

et al. [LSS+ 98] apply relaxation basedon Loop subdivision. Rather than iterativ ely

optimizing local neighborhoods, Khodakovsky et al. [KLS03] set up a global system

wherethe meshedgesspanningadjacent domain facesare treated as if the two faces

were locally unfolded into a plane. Solving the global system provides much faster

convergence.Unfortunately, the domain verticesare �xed during the global system,

and must be relaxedseparatelyusing traditional 1-ring relaxation.

2.4 Spherical parameterization

Discontinuities can be avoided altogether by mapping models to smooth do-

mains of the sametopology, such as the unit spherefor genus-zeromodels. Exam-

ples of sphericalparameterization methods include [Ale00, ST98, SGD03,HAT + 00,

GWC+ 03, GGS03,PH03]. Thesemethods have signi�cantly lessdistortion compared

to planar parameterizationmethods.
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Alexa [Ale00] adapts the method of Tutte [Tut63] which producesa straight-line

embedding of a planar graph to produce a straight-arc embedding of the graph on

a unit sphere. They �rst �x four verticeson the sphere. Next intead of placing the

remaining vertices at the centroid of their neighbors as in [Tut63], he projects the

centroids onto the sphere. This results in a non-linear systemof equationsthat he

solvesusing an iterativ e relaxation process.This relaxation processmay result in a

degneratesolution (wherein the embeddingcollapsesto a point), or lead to foldovers

depending on the starting state. He usesseveral heuristics that help the system

convergeand produce valid maps. The maps produced using this method take into

account only the connectivity of the meshand not its geometry.

Shapiro and Tal [ST98] map a meshonto a convex polyhedron and then project

it to a sphere. They �rst simplify the mesh using a seriesof vertex removals and

retriangulations until only a tetrahedron remains. They then insert the verticesone

by one,constructinga convex polyhedronat each stagethat is isomorphicto the mesh

at that stage. Though their method is e�cien t and producesa vaild embedding, the

embedding doesnot take into account the meshgeometry.

She�er et al. [SGD03] propose a method which is guaranteed to �nd a valid

embedding. However, they report that the numerical procedurethey useto solve the

systemis very slow and not practical for meshescontaining more than a few hundred

vertices.

Gotsman et al. [GGS03] prove that spherical paramterization is a non-linear

extension of the linear theory of barycentric coordinates used in the planar case.

They alsodescribe a method for generatingtheseparameterizationsand show results

for a few simple meshes.It is not clear how the non-linear systemthey solve would

scaleto large meshes.

Sincewebuild upon the method of Praun and Hoppe[PH03], webrie
y summarize

it here. To sphericallyparameterizea mesh,they �rst convert it to progressive mesh

format [Hop96] with a tetrahedral basedomain. They map this tetrahedron to a

regular one inscribed in the unit sphere,and then run through the progressive mesh

sequencefrom coarseto �ne, introducingnewverticesandmappingthem to the sphere

while optimizing their location as well as thoseof their immediate neighbors. A new
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vertex can always be mapped inside the kernel of the sphericalpolygon of its 1-ring

neighborhood, which is guaranteed to be non-empty. To optimize a vertex's spherical

location, it is moved inside its one-ring kernel using a sequenceof random-direction

spherical arc searches. The energy being minimized corresponds to the L2 stretch

of the whole map, but since only the con�guration inside the 1-ring neighborhood

changes,it is only computed locally. The stretch on each triangle equalsthe trace

of the linear map metric tensor, and corresponds to the squareof the L2 averageof

linear distancescalingover all surfacedirections [SSGH01].

2.5 Parameterization constrain ts

Several methodsaddressthe problemof parameterizationunder constraints. Con-

strained parameterizationsare generallyuseful in texture mapping for examplewhen

mapping a photograph of a faceonto a 3D meshof a face. Constraints can be hard

(satis�ed exactly) or soft (satis�ed only approximately).

Levy [Lev01] texture mapsmeshesundersoft constraints by introducingadditional

terms in the quality metric. This algorithm satis�es the constraints in the least-

squaressense.The method works well for a small number of constraints, but can fail

for large set of constraints resulting in an invalid parameterization.

It has beenshown that for a given meshconnectivity not every set of contraints

canbe satis�ed exactly [ESG01](seeFigure 2.1, left meshshows original connectivity

with the arrows indicating constrained locations, middle mesh shows connectivity

with extra Steinerverticesand �gure on right shows meshsatisfying the constraints).

However, constraints canbe satis�ed exactly if a few additional verticescalledSteiner

vertices are added to the mesh. Eckstein et al. [ESG01] propose a method for

satisfying hard constraints for planar parameterization by deforming an existing

parameterization and adding Steiner vertices in a greedy fashion. However this

method is di�cult to implement and not very robust.

Desbrun et al. [DMA02] useLagrangemultipliers to add hard constaints to the

parameterization formulation. However, their method works well only for a small

number of constraints and can generatefoldovers when the number of constraints

increases.
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Figure 2.1. Steiner vertices

Kraevoy et al. [KSG03]present the Matchmaker schemefor satisfyingcorrespond-

ing featurepoint constraints. They start with an unconstrainedplanar parameteriza-

tion and then move the constrainedvertices to their required positions by matching

a triangulation of thesepositionsto a triangulation of the planar meshformedby the

paths betweenconstrainedvertices. Finally, they relax this parameterization while

keepingthe constraints. They demonstrateresults involving a fairly large number of

features. However their path insertion processis not guaranteed to terminate since

they do not enforceconsistent neighbor ordering. Consistent neighbor ordering is

necessaryto avoid partial graphsthat are impossibleto complete,asshown in Figure

2.2(if D and E link to the samebasevertex B or C, this will result in 
ipp edtriangles;

if they link to di�eren t ones,edgeswill cross).To guaranteethe successfultermination

of the path insertion process,we imposeordering constraints on the neighbors of a

feature vertex, and we trace a spanningtree beforecompleting the full graph.

Figure 2.2. Consistent neighbor ordering
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Incorporating hard constraints into a sphericalparameterizationschemeprovesto

be challenging,becauseit is di�cult to guarantee bijectivit y of the result. We chose

to build upon the approach of Praun and Hoppe [PH03] becauseits hierarchical

construction approach enablesa robust solution.

2.6 Consisten t parameterizations

A set of parameterizationsis calledconsistent if they sharethe samebasedomain

and satisfy a set of feature constraints. The common basedomain can either be

a simpli�ed basemesh or an abstract simplical complex. These methods work by

consistently partitioning the meshesusing a set of consistent cuts and then pa-

rameterizing each triangular patch to the corresponding face in the base domain

e.g. [Ale00, LDSS99,PSS01,KS04, SAPH04]. Such parameterizationsare used to

construct remeshesof the sameconnectivity which can then be used in a number

of applications including morphing, principal component analysis,attribute transfer

and deformation transfer.

Alexa [Ale00] constructs consistent parameterizations between two genus-zero

surfacesby parmeterizing the meshesonto a unit sphere and composing the two

maps. Featurecorrespondencesare satis�ed by deformingembeddingson the sphere.

However, the method is not guaranteed to satisfy the constraints exactly and is not

robust.

In their work, Leeet al. [LDSS99]�rst construct simplicial parametrizationsfrom

the two original meshesto their respective basedomains. They then de�ne the map

as the composition of thesetwo simplicial maps and the map betweenthe two base

domains. Becausethe domainmeshesaredi�eren t, userassistanceis requiredto form

a good map betweenthem, and this map construction is not robust. For the morphing

application that they demonstrate,they createa commonmeta-meshwhich combines

the sourceand target connectivity. Unfortunately this algorithm doesnot scalesince

the meta-meshis typically a reported 10 times more complex than either original

mesh. Also, it is not clear how this method would scaleto more than two models.

This method supports hard constraints by retaining the feature correspondencesin

the basedomain.
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Praun et al. [PSS01]consistently parameterizea set of genus-zeromodelsonto a

simplicial complex. The connectivity of the simplicial complexneedsto be speci�ed

a priori. They createconsistent parameterizationsby partitioning the meshbasedon

the connectivity of the simplicial complex and parameterizing each patch onto the

respective simplical complex face. Becauseof this common simplicial domain they

can parameterizeany number of models consistently. Their method works robustly

on genus zero objects and produces good maps even between objects of di�eren t

geometries. One drawback of this method is that it needssigni�cant user input

since the user needsto specify the simplicial complex. Another drawback is that

the structure of the simplicial complexrestricts the freedomof the parameterization.

Unlike their method, we do not imposea �xed consistent connectivity of the base

domain, but only satisfy the given point constraints, thereby providing the map more

freedom.

Kraevoy and She�er [KS04], improve upon the technique of Praun et al. by not

requiring the simplicial complexto bespeci�ed a priori. However, their algorithm does

not scalewell with regard to the number of models to be consistently parameterized.

They demonstrateconsistent parameterization among3 models, but their approach

is asymmetric and would not scaleto a large collection of models.

In more recent work [SAPH04] we have extendedour work to construct consis-

tent parameterizationsbetween two models without going through an intermediate

domain. This method works for surfacesof arbitrary (but same)genus and produces

high quality results with very little user input. However the method is limited to

dealing with only two modelsand is very slow. We give more details of this method

in Chapter 5.

Whereasin all previouscasesthe simplicial domain is abstract (with no inherent

geometry), our sphericaldomain geometry is explicit. This implies that paths must

be straight arcs on the sphere,rather than arbitrary meanderingmeshpaths, which

makesthe problem more di�cult. One advantage of the lack of domain connectivity

is the opportunit y to improve the map by 
ipping edges,like in Delaunay re�nement.
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2.7 Morphing

Morphing is the processof continuously transforming a sourceobject into a target

object over time. When morphing a sourceobject to a target object, not only is

the shape interpolated but also object attributes such as sufacenormals, color and

texture. Its main application is in generating computer animation sequencesfor

movies. The animator can specify a few key framesand interpolate betweenthem.

Among other applications, a designercould use it to blend existing shapes in order

to createnew shapes.

Many techniqueshave beenproposedfor 3D meshmorphing. We refer the reader

to [FA98] and [Ale02] for a good survey of recent algorithms. Most techniquesrequire

the userto specify a setof featurecorrespondences.Thesearethen usedto get a dense

set of correspondenceswhich in turn are used in subsequent interpolation between

sourceand destination. The goal of any morphing technique is to produce smooth

and aestheticmorphs with as little user input as possible.

Onepossibleapproach is to samplethe meshinto a volumetric grid representation

andapply extensionsof 2D imagemorphing techniqueswhich is a well studiedproblem

[LGL95]. Thesemethods would be able to support morphing betweentwo surfacesof

di�eren t genus quite easily. However, thesemethods do not scalewell to largemodels

and would be memory limited.

The other approach (that we follow) is to compute a bijective map between

the sourceand target meshesand then interpolate between them [Ale00, LDSS99,

PSS01,SAPH04, KS04]. These methods compute a map between the sourceand

target mesheseither directly [SAPH04, KS04] or by composing maps to di�eren t

[Ale00, LDSS99]or common [PSS01] domains. All thesemethods focus on solving

the correspondenceproblem soas to get smooth morphs. Thesemethods are limited

to forming morphs betweenobjects of the samegenus.

Once such a bijective map has been obtained, one could start with the source

vertices and interpolate them to get sourcevertices placedon the target meshwith

source connectivity. However the source connectivity might not approximate the

target object well. Many techniques[Ale00, LDSS99,KS04] compute an overlay of

the two input meshes(calleda meta-mesh)which includethe verticesof both the input
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meshes,as well as vertices formed by the edge-edgeintersectionsof the two meshes.

However, the meta-meshis typically a factor of ten larger than either the input meshes

and can have badly shaped triangles. Instead, Praun et al. [PSS01]createremeshes

with the sameconnectivity that they obtain by regularly subdivding their basemesh.

We obtain the common remeshesby creating a spherical parameterization of an

octahedronand then regularly subdividing it. A problemwith theseregular remeshes

is that for mesheshaving lot of detail in only someregions,a densesubdivision is

required over the entire mesh. In recent work, Kraevoy et al. [KS04] use the map

to remeshthe two input models with signi�cantly fewer elements while accurately

approximating the input geometries. They start with the sourceconnectivity and

adapt it to approximate the target geometrywell.

2.8 Databases of human faces/b odies

Several researchers have addressedthe problem of creating databasesof human

facesor bodies. Thesemethodsusespeci�c knowledgeof the objectsbeingrepresented

to createa carefully tuned template that can be geometrically�tted to the raw data.

Blanz and Vetter [BV99] use optical 
o w to �nd densecorrespondencesbetween

a set of facesrepresented as mesheswith disc topology. Their algorithm bene�ts

from the implicit 2D parameterization of the input data given by its cylindrical

coordinates. Marschner et al. [MGR00] �t a template subdivision surfaceto laser

scansof facesusing 25-30user-selectedfeaturesas soft constraints, and then obtain

surfacecorrespondencesusing normal-piercing. Allen et al. [ACP03] use74 physical

markerson whole-body human scansto obtain the soft constraints, and optimize the

smoothnessand the �t of the transforms that need to be applied to the template

subdivision meshverticesto approximate each scan.

2.9 Stretc h Metric

Sincewe optimize the parameterization using the stretch metric, we give a brief

review of the planar-domainstretch metric developed by [SSGH01] and the spherical

domain stretch metric developed by [PH03].
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The stretch metric minimizesundersamplingof the surfaceon the texture domain

and tends to distribute the samplesuniformly over the surface.

2.9.1 Planar-domain stretc h metric

Let � : D ! M : (s; t)� R2 ! (x; y; z)� R3, be a map whereD is a planar domain

and M is the meshsurface. At any point (s; t), the singular values � and 
 of the

3 � 2 Jacobianmatrix J� = [d�
ds ; d�

dt ] represent the largest and smallest lenghts when

mapping unit-length vectorsfrom the domain D to the surfaceS, i.e. the largestand

smallest local stretch. The L 2 and the L 1 norms corresponding to rms and worst

casestretch over all directions in the domain are de�ned as:

L2(s; t) =

r
1
2

(� 2 + 
 2)

and

L1 (s; t) = �

The L 2 stretch norm is integrated over the surfaceM to obtain the stretch metric:

L2(M ) =

s
1

AM

Z Z
(L2(s; t))2dAM (s; t)

wheredAM (s; t) is the di�eren tial surfacearea.

For the caseof a triangle mesh,� is piecewiselinear and its JacobianJ � is constant

over each triangle. Thus the integrated metric can be rewritten as a �nite sum.

2.9.2 Spherical-domain stretc h metric

Praun and Hoppe [PH03] extend the de�nition of stretch to considera spherical

paramterization � : S ! M : v�S ! (x; y; z)� R3 They analyze the inverse map

� � 1(s; t) from a triangle T back to the sphere.For any point � (P) insideT, the inverse

Jacobian map J� � 1 provides a local linear approximation for � � 1. Consequently,

distancesaround P get stretched through map � by a factor between 1

 and 1

� (with


 and � the singular valuesof J � � 1 . They de�ne the stretch over the triangle T as:

L2(T) =

s
1

AM T

Z Z
(

1

 2

+
1
� 2

)dAM T (s; t)

wheredAM T (s; t) is the di�eren tial meshtriangle area.
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They alsoadd a small regualarizationterm � ( A M
4� )p=2+1 (�) p to avoid oversampling

along when direction. This can when happen � � 
 . They use� = 0:0001and p = 6

for all their models.

Unlike in the planar domain case,J � � 1 is not constant and therefore � and 


are not. Hencethey resort to numerical integration. They subdivide each spherical

triangle such that the resulting piecesare su�cien tly planar and for reach resulting

sphericalsub-triangle, they directly point-samplethe JacobianJ � � 1 by evaluating the

derivativesof the sphericaltriangle map.

Stretc h E�ciency: The L 2 stretch e�ciency is de�ned as(AM / AD )(1=L2(M )2)

whereAM and AD are the areasof the surfaceand domain respectively. The stretch

e�ciency hasan upper bound of 1.

2.10 In ter-surface maps

We call a map betweentwo surfacesM 1 and M 2 an inter-surfacemap. Previous

methods [Ale00, PSS01,LDSS99,KS04] composeparameterizationsof M 1 and M 2

over someintermediate domain. However, using an intermediate domain may result

in a poor inter-surfacemap sinceeach sub map ignoresthe non uniform distortion

in the other. For example when mapping a cow to a horse, the cow's legs would

not be encouragedto match with the horse'slegs. While it is possibleto manually

force correspondencesof constraints on a denseset of domain vertices, a more ele-

gant and 
exible solution is to automatically favor this correspondencewithin the

distortion metric itself. The user generally speci�es a few constraints to guide the

parameterization processto a good solution. Inter-surfacemaps have a number of

practical applications including morphing, principal component analysis, attribute

transfer, deformation transfer etc.

Alexa [Ale00] computesan intersurfacemap betweentwo surfacesby parameter-

izing the meshesonto a unit sphereand composingthe two maps. Featurecorrespon-

dencesare satis�ed by deforming the embedding on the sphere. However, sincethe

sphereis usedas intermediate domain it works only for genus-0 objects. Also, it is

not guaranteed to satisfy the constraints and the method is not very robust.
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Leeet al. [LDSS99]createan inter-surfacemap betweentwo surfacesM 1, M 2 by

�rst constructingsimplicial parametrizationsto the respectivebasedomains. Because

the domain meshesD1, D2 are di�eren t, user assistanceis required to form a good

map betweenthem, and this map construction is not robust.

To overcome this drawback, Praun et al. [PSS01]develop a simplicial para-

metrization method in which the connectivity of the simplicial complex D can be

speci�ed a priori. Given a genus-zerosimplicial complexand desiredimagesof each

domain vertex on multiple surfaces,they construct consistent parametrizations,over

the sharedsimplicial domain D.

Kraevoy and She�er [KS04] usethe composition to remeshthe surfaceM 2 using

the connectivity of M 1 (together with someadditional vertices). They smooth the

map using a spring relaxation whereedgeweights are related to local remesherror.

Their approach is much faster than ours, and they producesimpler meshescompared

to other similar techniques. However, since their maps are basedon a conformal

metric, they require the user to associate all interesting model features. Also their

schemeis robust for genus-zeroobjects. Although they demonstratemaps between

modelsof nonzerogenus, their algorithm may abort and requestthe user to provide

additional feature constraints.



CHAPTER 3

CONSISTENT SPHERICAL

PARAMETERIZA TION

3.1 Problem De�nition
Given a set of genus zero triangular meshes(M 1; M 2:::;M i ) with a set of cor-

responding feature vertices (V1; V2:::;Vn ), where Vi = (vi 1; vi 2:::; vik ) are the feature

vertices on mesh M i , our goal is to form a consistent parameterization of all the

meshesonto the unit sphere.That is, we producefor each surfacean embeddingonto

the unit spheresuch that corresponding feature points acrossthe di�eren t meshes

(v1i ; v2i :::; vni ) map to the samelocation on the sphere. The feature points on the

sphere need not be speci�ed by the user and are deduced automatically by the

algorithm. Using theseconsistent remeshes,we then form remesheshaving the same

connectivity which can be used for a number of applications including morphing,

principal component analysis,attribute transfer, deformation transfer etc.

3.2 Algorithm Overview
Our approach hastwo major parts. First, we �nd good sphericalfeaturelocations,

such that the �nal mapshave low distortion and distribute the sphereareaadequately

to the various parts of the input meshes.Second,we createa constrainedspherical

parameterizationfor each surface,forcing the feature points to map to the computed

locations. Here is the algorithm in more detail (seealsoFigure 3.1). Let M i (i=1..n)

be the initial meshes,P be a parameterization, and F a set of spherical feature

locations.

1. (P
0

1; F
0
) := UnconstrainedSphericalParam(M 1)

// Find initial feature locations on sphereusing onemodel.
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2. For i = 2:::n, P
0

1 := ConstrainedSphericalParam(M i ; F
0
)

//P arameterizeall modelsusing those initial locations.

3. For i = 1:::n, M R
i := Remesh(M i ; P

0

1)

//Remesh to n geometryimageswith identical connectivities.

4. M R
� := f M R

1 ; M R
2 ; :::;M R

n g

//Concatenate to singlemeshwith vertex coordinates in R3n .

5. (PR ; F ) := UnconstrainedSphericalParam(M R
� )

//Find good feature locations consideringall models.

6. For i=1...n, Pi := ConstrainedSphericalParam(M i ; F )

//Compute �nal parameterizationsusing theselocations.

Figure 3.1. Stepsof the algorithm.

Figure 3.1 illustrates the steps of the algorithm. For clarity, steps 3-5 show a

coarserversionof the remeshgrid than the oneactually used. The featuresin step 5
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are verticesof the �ner grid. The stretch e�ciencies for the parameterizationof the

gargoyle and bunny were0.632and 0.697respectively.

We now describe each of thesestepsin more detail.

Obtain in tial feature locations on sphere: The intial feature locationson the

sphereare obtained by doing an unconstrainedsphericalparameterization of one of

the models. The choiceof the model usedto �nd the intial sphericallocationsdoesnot

a�ect the �nal consistent parameterizationbecauseof the remainingstepswhereinwe

�nd good sphericallocationsconsideringall the models. The unconstrainedspherical

parameterizationis doneusing the method of [PH03] as described in Section2.4.

Obtain consisten t parameterizations using these locations: In this step

we do a constrainedsphericalparameterization(Section 3.3) of all the other models

using the initial locations obtained in Step 1.

We now have consistent parameterizations of all the models onto the sphere.

However, this parameterization is biased towards the geometry of the model used

to obtain the initial sphericallocations resulting in high distortion in the parameter-

izations of the other meshes(seeFigure 3.5). For examplewhen forming consistent

parameterizationsbetween a horse and a dinosaur, if the horse is used to obtain

the initial spherical locations, the dinosaur's tail will map to a small area on the

spheresincethe horsemodel hasno tail. In the resulting remeshes,the horsewill be

well sampled,while the dinosaur's tail will be highly undersampled. To avoid such

assymetry, in the next stepswe �nd new spherical locations taking into account the

geometriesof all the meshes.

Remesh to n geometry images: We remeshusing the sphericalparameteriza-

tions obtained in Step 2 to get n geometry imageswith identical connectivities. For

this we createa sphericalparamterization of an octahedron,unfold it into an image

and then uniformly samplethe octahedronat the verticesof a regular n-tessellation

as described in [PH03].

In this step, we needto exactly represent the feature points sincethey might not

lie exactly on the grid samples.So we snap the closestgrid samplesto the spherical

locations.
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Find good feature locations considering all mo dels: This step involvesthe

construction of a progressive mesh for the special meshwith geometry in R3n . We

modify the quadric error metric of Garland and Heckbert [GH97] to sum each of the

n errors in R3.

Wealsomodify the sphericalparameterizationmethod of Praun andHoppe[PH03]

to sum the n stretch energiesfrom the n meshgeometriesin R3 to the sphere. The

summedstretch over a triangle T is de�ned as:

L2(T) =
nX

i =1

s
1

AM T i

Z Z
(

1

 2

i
+

1
� 2

i
)dAM T i (s; t)

wheredAM T i (s; t) is the di�eren tial meshtriangle area.

Obtain �nal parameterizations using good feature locations We now have

sphericalfeature locations that have beenobtained consideringthe geometriesof all

the models. We obtain the �nal parameterizationsby doing a constrainedspherical

parameterizationusing theselocations as described in Section3.3.

3.3 Constrained Spherical Parameterization

As the algorithm presented above shows, the key challengein our approach is to

spherically parameterizea surfacewhile ensuring that a given set of feature points

map exactly to speci�ed locations on the sphere.

3.3.1 Problem De�nition

Given a genus zero triangular meshM with feature points V = (v1; v2:::; vk) and

corresponding feature points on the sphereS = (s1; s2:::; sk), our goal is to �nd a

valid stretch-minimizing embedding of the mesh onto the sphere� : S ! M such

that � (si ) = vi ; for i = 1:::k. By valid we meanthat noneof the triangles are 
ipp ed.

3.3.2 Algorithm

Our �rst attempt was to directly extend the method of Kraevoy et al. [KSG03]

to the sphere. We �rst createa matching triangulation of the feature points on the

sphereand the mesh. Each triangular patch (vi ; vj ; vk) hasa corresponding spherical

triangle (si ; sj ; sk). We parameterizethe triangular patch onto the triangle formedby
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the correspondingsphericaltriangle. We�x the verticeson the patch boundariesusing

arc-length parameterization and useFloater's shape preservingconvex combination

map [Flo97] for the interior vertices. We then do an iterativ e relaxation step as

described in [KSG03] to get a smooth parameterization. The relaxation procedure

involvesputting each vertex at the centroid of its neighbors if it doesnot causeany


ips. Finally, we project thesepoints onto the sphereusing the gnomonicmap.

This method works well for small meshes(< 10k vertices in our experiments).

However, in caseof large meshes,some of the patches are too large to robustly

parameterizeusing a single linear system.

Our goal was to develop a robust method to parameterizea set of genus zero

meshes.[HGC99, SGSH02, AKS03] report that the useof coarse-to-�ne approaches

help parameterizationsconvergeto good solutions. Additionally , sincewe intend to

useregularsampling,the low scale-distortionpropertiesof the unconstrainedspherical

parameterizationof Praun and Hoppe [PH03] is ideally suited for our purpose.Hence,

we adapt their method to work with constraints as follows.

During coarse-to-�ne re�nement, we simply �x the spherical location of feature

vertices. The di�cult y is to bootstrap the algorithm by creating a valid starting

state that satis�es all constraints. Speci�cally, we must create a progressive mesh

representation of the surfacewhere the basedomain contains only feature vertices

and is triangulated the sameway as the sphericalfeatures(seeFigure 3.3.2).

Figure 3.2. \T riangulations" of features on the sphere(left) and mesh (middle);
basemeshafter simpli�cation (right).
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To satisfy this, we needonly �nd a spherical triangulation and a corresponding

embedding of its arcs onto the mesh,given by a set of non-intersecting paths. Once

we have such a path network, we simplify the meshto produce a progressive mesh,

but we keepthe feature vertices, and only allow vertices on the feature paths to be

collapsedinto other path or feature vertices [SSGH01]. If a vertex on a path were

allowed to collapseto a vertex not on the path, the two triangles on that edgewould

map to an arc on the sphereand have hencehave zeroareaon the sphere.

To producethe path network on the 3D surface,we usea method similar to those

of Praun et al. [PSS01]and Kraevoy et al. [KSG03]. We link togetherpairs of feature

points, with great circle arcson the sphere,and paths on the mesh,until we complete

a full \triangulation". Sometimes,it is not possibleto form consistent triangulations

for a given meshconnectivity (seeFigure 2.1). Adding Steiner vertices resolves the

problem.

We usea greedyalgorithm that usespaths with Steinerverticesif it fails without

them. The algorithm starts by building a candiate pool of paths that is populated

initially by shortest paths betweenall the feature pairs, computed using a Dijkstra

search on meshvertices. This candidatepool is maintained asa priorit y queuebased

on the path lengths. The addition of paths is donein a greedyfashion,selectingthe

best pair from this pool of candidates.

The addedpaths should satisfy the following conditions:

1. The paths (and arcs) should not intersect each other exceptat feature vertices

(and their spherical locations). When we select the best candidate path we

check to see if it intersects any paths already inserted in the network and

if so we re-compute it using a restricted search. These restricted searches

can also useedgemidpoints in addition to meshvertices (though with a cost

penalty), corresponding to inserting \Steiner" vertices in the original mesh

[ESG01,SAPH04,KS04].

2. The ordering of paths around a vertex should be consistent on the meshand

the sphere.If not, we trace a new path on the meshwhile imposingthe sectors

from the sphere.In this casetoo we allow the useof Steiner vertices.



25

3. The introduced path should not complete any cyclesuntil a spanning tree of

all the feature verticeshas beentraced. If the paths were to be introduced in

a random order, the algorithm is not guaranteed to terminate. For example,it

is possibleto encirclea vertex with paths making it unreachable [PSS01].The

spanningtree construction ensuresthat no vertex can be encircledduring the

tree building phase. Once we have a tree, we can complete the triangulation

by adding the remaining patch boundariesin any order. For a proof of this see

[PSS01].

Consistent neighbor ordering and the initial construction of a spanning tree of

the feature vertices ensurethat the path layout algorithm always terminates in a

topologically valid triangulation [PSS01]. To improve the geometric quality of the

triangulation we employ a set of heuristics to avoid and �x swirls (Section 4.1) and

we 
ip edgesby replacing them with the other diagonal of the quad formed by the

two adjacent patches. We perform this operation only when the new path is shorter

and the new con�guration is valid on the sphere.

3.3.3 Dealing with swirls

Homotopy de�nes a setof equivalenceclassesfor mapsbetweentwo surfacesin the

presenceof constraints. Two mapsbelongto the sameclassif thereexistsa continuous

deformation between them that maintains the constraints. Any optimization algo-

rithm that continuously deformsthe parameterizationsuch as[PH03] always remains

within a homotopy class. It is therefore important to initialize the parameterization

in a good con�guration. Somehomotopy classesappear bad to a human observer

becausepaths take unnecessarilylong routes around other feature vertices. We call

a swirl the local con�guration of theselong paths. Figure 3.3 shows an exampleof

swirl on the horse'sleg. The white patch (bottom) must connectto B, but it doesso

around A. It cannot be straightened sinceit would have to move over A and AB.

Praun et al. [PSS01]note that swirls correspond to \p oor" homotopy classes

and cannot be �xed using local continuous relaxation like the 1-ring relaxations

of patches around a vertex [GVSS00]. Instead they proposea set of heuristics to

prevent them. Unfortunately we do not bene�t from a user-provided basedomain,
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Figure 3.3. Swirl Illustration

so some of their heuristics do not work in our case. Furthermore, our setting is

harder since the spherical locations of the feature points obtained in steps1 and 5

of the algorithm (Section3) may be quite di�eren t from preferredsphericallocations

consideringthe geometryof the current mesh,andneighbor orderingconstraints based

on thesesphericallocations may prevent the insertion of many paths that look good

on the mesh. To addressthis problem, we developa morerobust set of swirl-avoiding

heuristics,aswell asa method to identify and removeswirls after they haveappeared.

Swirl-a voiding heuristics The main tool we use in selecting new paths to

insert in the network is their ranking in the priorit y queue. Paths are normally

ranked accordingto their surfacelength (shorter is better), but they are occasionally

penalized (placed at the end of the queue) when certain conditions occur. Such

conditions include:

� The current path links non-extremevertices,and therearestill someextremities

left unconnected.Extremities are featureswith large averagedistanceto their

nearestneighbors (such as legs, arms, etc.). We start the spanning tree con-

struction by linking such features. If left unconnectedthey might causeswirls

sincepaths linking other verticesgo around the baseof the extremity, equally

likely on the \correct" as on the \wrong" side.

� The spherical image of the path creates spherical triangles with very small

angles(< 10 degreesin our examples). In thesecasesthe winding order of the

3 feature locations on the sphereis not reliable. Furthermore, skinny triangles

make the sphericaloptimization lessrobust.
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� Failed sidednesstestsfor neighboring features.Wecheck whether the projection

of a featurevertex onto the path (computedusingunrestrictedDijkstra from the

neighbor to the path) is on the samesideasthe projection of the corresponding

feature point onto the arc on the sphere.If someof the verticesare on di�eren t

sideson the meshand the sphere,we try to force the path to lie on the correct

side of nearby feature vertices. To do this we add temporary constraint paths

from the path endpoints to the neighboring feature. We now trace the shortest

path on the mesh. The path sotraced is on the correct sideof all the featuresin

the connectedcomponent of the neighbor. However, this might not always be

possibleas the addition of the temporary constraint paths might form a cycle

enclosingeither the sourceor the destination vertex on di�eren t sideson the

meshand the sphere.In such cases,we add the path to the end of the queue.

Figure 3.4. Sidednesstest to avoid swirls
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Figure 3.4 shows an example of this test. Path BD (top) fails the sidedness

test sincefeature vertex C lies to the left on the meshand on the right on the

sphere.Paths BC and CD are introducedtemporarily and BD is traced sothat

it starts and endsin the samesectoron the meshason the sphere.Point C lies

on the right of the newly traced path BD (bottom) both on the meshand the

sphere.

Unswirl operator: In addition to using heuristics that avoid swirls (as Praun

et al. did [PSS01]),we have alsodeveloped a method to identify and remove them in

the rare casesthat they do occur. Paths betweentwo featuresincident to many other

\long" paths (with high ratios betweenactual length and geodesicdistancebetween

endpoints) are likely to be the center of swirls. To �x them, we remove all paths

incident to the two vertices,and then replacethem in a new order, introducing �rst

paths that were previously bad (so they have a chance to use a more direct route

now that someof the old nearby constraints are absent). If this doesnt work, we

let the user to add/remove certain paths and then let the algorithm complete the

triangulation. In all the exampleswe tried however, we did not require any user

intervention.

Edge 
ips: As a post-process, we 
ip edgesto improve the quality of the

triangulation. The edge
ips are done only if the new path is shorter and the new

con�guration is valid on the sphere.Inpractice, our path tracing algorithm produces

well rounded triangular patchesand very few edge
ips are needed.

3.4 Obtaining good spherical locations

Oncewehavea consistent triangulation of the meshand the spherewecanproceed

with the algorithm. In step 1, we obtain sphericallocations using oneof the models.

We shift theselocations in steps3-6 consideringthe geometriesof all the models.

Figure 3.5 demonstratesthe role of steps3-6 of the algorithm. The top row shows

the location of feature points on the sphere.The left column shows feature locations

computed using only the cow model (unconstrained spherical parameterization of

the cow). Performing constrainedparameterization of the dinosaur model with the

feature locationsdeterminedusing the cow leadsto a poor map with largedistortion.



29

The right column shows feature locations computed using all the models shown in

Figure 4.5. Optimizing the locations using all the models results in much better

maps. Even though step 1 makes the processbiasedtowards one model of the set,

the commonoptimization in step 5 removesthis asymmetry.

Figure 3.5. Parameterizationquality improvesafter optimizing the map taking into
account all models.

3.5 Mesh boundaries

Mesheswith boundariesposea challengefor the algorithm sinceeach hole must

be in correspondencein the di�eren t models. To deal with boundarieswe need to

imposefeature path constraints in addition to points. We cannot directly apply the

solution for boundariesfrom spherical parameterization [PH03], since in that work

the holestypically keeptheir perimeter on the sphererelatively constant but shrink

to a region with almost zeroareaand jaggedoutline. A few point constraints would

not keeptheseregionsin correspondenceacrossdi�eren t models.
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We treat holesby placing a number of feature vertices (at least 3 and the same

number for all the input meshes)around each hole and marking the paths between

them as path constraints. During the sphericalparameterization (steps 1, 2, 5, and

6 of the algorithm) vertices along a constrainedpath are only allowed to move on

the sphericalarc between the two neighbors that are also on the path, rather than

in the full kernel of their 1-ring polygon. Step 3 (and the possibleremeshafter step

6) is modi�ed such that the remeshexactly samplesthe feature paths. This is done

by splitting someof the remeshtriangles using the spherical arc corresponding to

the path, if the remeshdoesnot needregular connectivity (such as the intermediate

remeshused in steps 3-5), or by snapping nearby remeshvertices if onesdesiresa

purely regular connectivity (such as when constructing geometry imagesbasedon

the sphericalparameterization).

Figure 3.6 shows an exampleof parameterizinga meshwith boundary. As can be

seen,the perimeter of the spherical triangle corresponding to the boundary contour

is big enoughto support the meshboundary, but the areashrinks to almost zero.

Figure 3.6. Mesh with boundary

The feature vertices at the endsof the boundary paths can move on the sphere

during the coarse-to-�neoptimization only when the adjacent paths are singleedges
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(i.e. there are no intermediate vertices along the path). Otherwise, the constraint

that the intermediate verticeslie on the arc betweenthe endpoints would be broken.

To maximizethe coarse-to-�newindow during which theseverticescan be optimized,

when we createthe progressive meshwe �rst remove verticeson boundary paths (so

that they are the last onesto appear during the vertex optimization).



CHAPTER 4

APPLICA TIONS

4.1 Morphing

Morphing is the processof continuously transforming a sourceobject into a target

object over time. For morphing, we simply store two corresponding positions of the

sphericalremeshand linearly interpolate betweenthem.

Praun and Hoppe [PH03] createmorphs betweenmesheswithout any point con-

straints. Figure 4.1showsa morph createdbetweenthe bunny and the gargoyle using

their sphericalremeshes.

Figure 4.2 shows a morph betweenthe bunny and the gargoyle usingour method.

The morph looks good even though the two geometriesare very di�eren t. Note that

the head of the bunny seemsto rotate so as to align with the head of the gargoyle.

This wasachieved by placing two featuresoneeach on the front and back of the neck

of the bunny and the gargoyle.

4.2 Database of ob jects

Figure 4.3illustrates the basicapproach for applicationsmaking useof largemodel

databases. To create the database, a few representativ e models are selectedand

consistently parameterizedusing our algorithm, in order to obtain good spherical

locations for the 22 feature points. Note that the hole at the necks was mapped to

a sphericaltriangle with very small area,and yet did not collapseto a point (due to

tangential stretch along the boundary). In our examplewe usedthe 5 headsshown

out of a setof 8. The remainingmodelscanbesubsequently addedto the databaseby

running constrainedsphericalparameterization(step 6 of our algorithm). Note that

not all featureverticesneedto be speci�ed for the newmodels,but the initial models
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Figure 4.1. Morph betweenbunny and gargoyle without point constraints

to be parameterizedshould contain the largest set of featuresthat the databasemay

needin correspondence.

Once the database is created, the consistent parameterization can be used to

obtain a setof commonremesheswhich canthen beusedfor taskssuch asclassi�cation

and retrieval basedon principal component analysisas in [TP91]. On the right side

of Figure 4.3 we show the averageof our set of heads,and the �rst three principal

components (visualized addedto the averagehead).

Real-world instancesof such applicationsmay include databasesof scannedheads

or bodies,or brain surfacesfrom MRI. It is alsouseful in compressionsincea datbase

of headscould be represented asa set of few eigenheadsplus the projection of heads

onto theseeigenheads.
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Figure 4.2. Morph betweenbunny and gargoyle.

4.3 A ttribute Transfer

Consistent parameterizationscan also be usedto transfer meshproperties, such

as geometricdetail (the high-frequencycomponents of a multiresolution meshrepre-

sentation), normals, colors, or texture coordinates. This is done by a simple vertex

to vertex attribute copy since we have a vertex-wise correspondence. Figure 4.4

demonstratesexamplesof color and normalstransfer betweentwo heads.The texture

and normals of the head on the left are combined with the geometryof the head in

the middle to producethe oneon the right.

4.4 More examples

Figure 4.5 gives an additional example of consistently parameterized models.

The top row shows the original models with 20 feature points. Row 2 shows their

parameterizationsonto the sphere.The third row shows consistent geometryimages.

Row 4 shows consecutive 50% pair-wise morphs betweenthe remeshes.Finally the
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Figure 4.3. By spherically embedding a set of models such that corresponding
user-provided featuresmap to the samespherical locations, we enableapplications
such as principal component analysis.
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Figure 4.4. Texture and normals of the head on the left are combined with the
geometryof the headin the middle to producethe oneon the right.

last row shows 4-way morphs (ratios 1/2 - 1/6 - 1/6 - 1/6 resp.). Similar maps in

[PSS01]used54 features. The stretch e�ciencies were0.322,0.316,0.341,0.286.

This exampleis challenging due to the great variation in geometry betweenthe

models,and their many long extremities that test the robustnessof the basedomain

constructionalgorithm andof the sphericalparameterization. To illustrate the quality

of the parameterizationand the correspondencebetweenthe features,weshow morphs

between pairs of models as well as various points in the linear interpolation space

between the four models. The stretch e�ciency numbers reported in the Table 4.1

provide a quantitativ e measureof the parameterizationquality. They are de�ned as

in [PH03], and have an upper bound of 1.0.
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Our path layout procedure introduces between 0.5% and 2.8% new "Steiner"

vertices in our examples. Thesenumbers are similar to those reported by Kraevoy

et al. [KSG03]. For applications involving remeshing,inserting new vertices in the

original meshesis not an issue.

4.5 Geometry images

To createa geometry image,we �rst samplethe sphereusing a subdivided octa-

hedron. We then cut someof the edgesof this octahedron as in [PH03] and unfold

its facesinto the plane to createa geometryimage.

The main advantage of geometryimagesis that they represent geometrywithout

storing any connectivity. The connectivity information is implicit and neednot be

storedseparately. In addition, renderinga textured geometryimagedoesnot needany

expensive memory gather operations, such as dereferencingvertex indicesor making

random memory accessesto texture. Instead, the correspondencebetweengeometry

and textures is direct and implicit, and one can march along the regular structure

for rendering. This accesspattern works very well with caching. The regularity of

the structure also allows image processingalgorithms to be adapted for geometry.

Finally, they provide a natural framework for level of detail. Simpler models can be

obtained by simply subsamplingthe original geometryimage.

The third row in Figure 4.5 shows consistent geometryimagesobtained using our

method.

4.6 Stretc h e�ciencies

Sanderet al. [SSGH01]de�ne a measureto report the stretch of a parameteriza-

tion. They de�ne the L 2 stretch e�ciency as the surfacearea in 3D divided by the

domain area after the domain has beenpre-scaledto have a stretch error of 1. L 2

stretch e�ciency = A M
A D

1
L 2 (M )2 , whereL 2(M )2 is the L 2-stretch norm integrated over

the surfaceM (seeSection2.9.2for details). Thusan isometry hasa stretch e�ciency

of 1.

Table 4.1 shows the stretch e�ciencies we obtain comparedto the unconstrained

sphericalparameterizationof Praun and Hoppe [PH03]. The venus model was para-
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Table 4.1. Stretch e�ciencies

Model [PH03] (Unconstrained) Our method
Venus 0.943 0.847
bunny 0.706 0.697

gargoyle 0.643 0.632
armadillo 0.454 0.286

horse 0.363 0.316
cow 0.405 0.322

dinosaur 0.360 0.341

meterizedconsistently with 7 other models as shown in Figure 4.3. The bunny and

gargoyle modelswereparameterizedconsistently (Figure 3.1). The armadillo, horse,

cow and dinosaurmodelsare shown in Figure 4.5.

4.7 Timing

Table 4.2 shows timing results for our method. It takes about 10 minutes to

run one 100k face model through our pipeline. This is signi�cantly faster than the

sphericalparameterizationtimes reported in [PH03], but in accordancewith the order

of magnitude speedupthat they obtained after code optimization. For small meshes,

step 5 is the most expensive since it involves several geometriessimultaneously.

However, when the original meshesare very dense(for example,someof the headsin

Figure 4.3have 300kfaces),the remeshesusedin steps3-5canhave lower complexity,

and in that casestep 6 becomesthe most expensive one.

Table 4.2. Timing results

Models Complexity (# faces) Steps Total time
1 2 3 4 5 6

Fig. 1 12,402-363,534 19 81 0 0 8 95 203
Fig. 2 70,980-199,994 10 5 0 0 5 17 37
Fig. 7 24,088-199,994 2 23 0 0 7 24 56

Timing results (in minutes, cumulative for all models) for the heads
example(Figure 1), bunny and gargoyle example(Figure 2), and 4
animals (Figure 7). The timings for steps2 and 6 are cumulative for
the di�eren t models in the set.
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All thesetiming experiments weredoneon a 2.4GHzPentium 4 PC with 512MB

RAM. These timing results are slower compared to the methods of [PSS01]and

[KSG03]. This is mainly becauseof the non linear stretch optimization that is done

in steps 1, 2, 5 and 6. Use of the conformal metric would have resulted in better

executiontimes. However, as Praun et al. [PH03] show, the useof conformal metric

leadsto scaledistortion and henceundersampling. Also, Schreiner et al. [SAPH04]

show that the conformal metric is not suited for applications like morphing sinceit

is doesnot favor natural correspondenceof major geometricfeatures.

Unlike Praun et al. [PSS01]however, we do not require a user speci�ed base

complex. Also, we do not su�er from the discontinuties present in simplicial/planar

paraemterization. Our method is faster than [SAPH04] who do a much more �ne

grain optimization.
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Figure 4.5. Consistent parameterizationsbetween4 di�eren t models



CHAPTER 5

INTER SURF A CE MAPPING

5.1 In ter-surface maps

Inter-surfacemaps have a number of practical applications including morphing,

principal component analysis, attribute transfer, deformation transfer etc. Unlike

previousapproacheswhich composeparametrizationsof M 1 and M 2 over someinter-

mediate domain, we directly optimize the quality of the overall map (seeFigure 5.1.

The useof an intermeidate domain may result in a poor inter-surfacemap sinceeach

sub map ignoresthe non uniform distortion present in the other. For examplewhen

mapping a cow to a horse,the cow's legswould not be encouragedto match with the

horse'slegs. While it is possibleto manually forcecorrespondencesof constraints on

a densesetof domainvertices,a moreelegant and 
exible solution is to automatically

favor this correspondencewithin the distortion metric itself.

Figure 5.1. Lack of intermediate domain results in better inter-surfacemaps
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Our method works for arbitrary genus and does not require the user to provide

a simplicial complex (e.g. [PSS01]). The user may optionally specify corresponding

feature points on M 1 and M 2, and our construction guaranteesthat the map satis�es

theseconstraints.

Some parametrization schemes may require a large set of manually speci�ed

features to guide the parametrization processto a good (or even valid) solution.

Our mapping method is robust even with few feature constraints. Moreover, directly

minimizing the distortion of the inter-surface map tends to naturally align corre-

sponding shape elements. Of course,a few user-speci�ed constraints are helpful for

overall registration and for linking semantically related regions.

Chapter 3 discussesa robust method for creating consistent parameterizations

between a set of genus-zero models. Though inter-surface maps are not created

explicity, they canbe thought of asthe composition of the mapsto the sphere.These

inter-surfacemapscan then be usedfor a number of application including morphing,

principal component analysis,digital geometryprocessing,attribute transfer and the

like as described in Chapter 4.

Onedisadvantageof usingthe sphereasan intermediatedomainmethod is that the

method is restricted to genus-zerosurfaces.Also the useof a sphereasan intermeidate

domain may result in a poor inter-surface.

5.2 Problem De�nition

Given two triangular meshesM 1 and M 2 of the same topology, with a set of

corresponding feature vertices (V1; V2), where Vi = (vi 1; vi 2:::; vik ) are the feature

verticeson meshM i , our goal is to to producea piecewise-linearmap betweenthe two

triangle meshesthat satisfy the constraints. We specify the map using a meta-mesh

that includes the vertices of both the initial meshesas well as vertices formed by

edgesof M 1 intersecting thoseof M 2. We call such a map an inter-surfacemap.

5.3 Algorithm Overview

Our strategy is to useprogressive re�nement to robustly createand optimize the

inter-surface map. Even for planar and spherical parametrizations, which involve
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smooth domains, coarse-to-�ne approaches help parametrizations converge to good

solutions [HGC99, SGSH02,AKS03]. For inter-surface maps, the lack of domain

smoothnessexacerbatesthe problem of local minima, further motivating progressive

re�nement.

Our method �rst constructs progressive mesh(PM) representations of both M 1

and M 2 [Hop96]. To simplify the task of initializing the inter-surfacemap (and in

fact make this task trivial), we constrain the two progressive meshesto have base

mesheswith identical connectivities. And, to satisfy user-speci�ed correspondences,

featurepoints areretainedasverticesin the basemeshes.Consequently the algorithm

becomesprovably robust. A trivial valid map is createdinitially , and the re�nement

operations always succeed,so that by induction we are guaranteed a valid map

betweenthe fully re�ned surfaces.

The basicstepsof our algorithm are:

1. Partition the surfacesM 1 and M 2 into a correspondingsetof triangular patches,

by tracing a set of corresponding paths. If user-speci�ed featuresare provided,

theseare chosenas path endpoints.

2. Create progressive mesh representations of both M 1 and M 2, using the path

networks to constrain the simpli�cations, resulting in two base mesheswith

identical connectivities.

3. Establish a trivial map betweenthe two basemeshes:a 1-to-1 map on vertices,

with no edge-to-edgeintersections.

4. Iterativ ely re�ne the two progressive meshes. After each vertex split, update

the inter-surfacemap and optimize it on the local neighborhood. When both

meshesare fully re�ned, we obtain the inter-surfacemap.

Steps1 and 4 are the most challenging. Step1 is presented in detail in this thesis.

For details on step 4 refer [SAPH04]. To create the progressive meshesin Step 2,

we constrain the edgecollapsesequenceto preserve the topology of the paths, as

described by Sander et al. [SSGH01]. We thus obtain basedomains whoseedges

correspond to original paths and whosetriangles correspond to original patches(see
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Figure 5.3). Sincethe two basedomainshave the sameconnectivity, the construction

of the initial map in Step 3 is trivial.

Figure 5.2. Example of consistent partitioning process

5.4 Initialization of coarse map
Our goal is to form a consistent partitioning of meshesM 1 and M 2 into corre-

sponding triangular patches. The patch boundariesare de�ned by path networks

linking together feature vertices. These feature vertices are optionally speci�ed by

the user. If their number is insu�cien t for the given surfacegenus our algorithm

automatically inserts additional pairs. For examplewe needat least 4 features for

genus-zeroobjects, at least 7 featuresfor genus 1 objects (seeFigure 5.3), more for

higher genus), We allow the path connectivity to be either speci�ed (as in [PSS01])

or arbitrary (as in [KSG03]), depending on the application scenario.

Our approach is to link togethercorresponding featurepairs on both meshesusing

constrained shortest paths, similarly in spirit to the methods of [PSS01,KSG03,
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Figure 5.3. The Csaszartorus

KS04]. Weadd paths in a greedyfashion,subject to constraints that ensureconsistent

topology, and using heuristics that avoid swirls. When a maximal graph of non-

crossingpathshasbeencreated,the two surfaceshavebeenpartitioned into triangular

patches.

For genus-zerosurfaces,the approach is similar to the one described in Chapter

3, except that instead of the spherewe have a secondmesh.

Path tracing: The algorithm starts o� by computing the shortestpath from each

feature vertex to its ten closestneighbors using Dijkstra searches. Thesepaths are

storedin a priorit y queuesortedin increasingorder of summedpath length on the two

meshes.Our greedypath-insertion algorithm selectsthe best pair of corresponding
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paths from the priorit y queue.When the bestcandidateis selected,we check whether

it is still valid, and if not we recomputeit and insert it back in the queue.

To allow the creation of a valid path betweenany pair of features,we lazily add

extra Steiner vertices in the meshes,as suggestedby Kraevoy et al. [KSG03]. Our

schemeperformsDijkstra searcheson both the meshverticesand the edgemidpoints.

Sinceusing edgemidpoints in a path correspondsto adding Steiner vertices,we give

preferenceto paths that do not use them. This may lead to slightly more jagged

paths, but the precisegeometry of the paths is not critical to the �nal map, since

the paths are not constraints - they only guide the construction of compatible PM

sequences.

The legality conditions are as follows:

1. Paths on either meshshouldnot intersecteach other. If the path currently being

introduced to the network intersectsany of the paths already in the network,

we trace another path betweenthe two verticesconstraining it to not intersect

any existing paths and add it back to the queue.

2. The paths shouldstart and end in corresponding sectorson the two meshes(We

assumethat the meshesareorientable). This is neededto obtain path networks

with consistent topologiesbetween the two meshes.When the shortest paths

on each mesh are not consistent, we trace two candidate pairs of paths, by

imposingthe sectorsfrom M 1 on the path on M 2, and vice-versa,and then pick

the best pair.

The top row in Figure 5.4 shows a valid con�guration of paths. The middle row

shows that if the pink path is added on the meshon the left, there does not

exist a corresponding path on the meshon the right that doesnot violate the

consistent vertex ordering condition. The bottom row shows how a path can be

addedin the correct sectorif Steinerverticesare allowed. The Steinervertex is

shown in blue.

3. To guarantee the successof the algorithm, we must avoid enclosingany vertex

within a path cycle not connectedto it. Praun et al. [PSS01]observe that for

genus-zerosurfacesit is su�cien t to �rst build a spanning tree of the feature
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(a) Legal path network

(b) Pink path violates consistent vertex ordering constraint

(c) Use of a Steiner vertex solvesthe problem

Figure 5.4. Consistent Vertex Ordering

vertices (before forming any cycles). We generalizethis approach to arbitrary

genus. To this end,we must distinguish betweenseparatingand non-separating

cyclesformed by the paths. (A separatingcycle is one that breaksthe surface

into two disjoint components - seeFigure 5.5.) Our strategy is to �rst build

a maximal path network without separating cycles, before adding any paths

forming separatingcycles.

For a surfaceof genus g with k feature vertices, the maximal non-separating

graph is the union of a tree spanningall feature points and 2g non-separating

cycles,and thus hasexactly k-1+2g paths. This maximal non-separatinggraph

topologically cuts the surfaceinto a discGu et al. [GGH02],with all the sectors
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Figure 5.5. Non-separating(left) and separatingcycles(right)

around feature verticesas verticeson the boundary of the disc. The neighbor

ordering constraint ensuresthat the ordering of the disc verticesis the samefor

both M 1 and M 2. In such a con�guration, there always exists a unique way to

link any two vertices(sectorsadjacent to a feature). Oncesuch a path is added,

each of the two topological discsrepresenting M 1 and M 2 is further split into

two discs,which can be then consistently decomposed.

The newpath that needsto be addedto split the discsmay sometimes link two

featuresthat are already connected(by a path in di�eren t sectors,goingacross

a handle of the objects). In such caseswe automatically introduce additional

feature points to support the new path. As an example,for the pair of genus 2

surfacesin Figure 6.3,8 featuresarespeci�ed by the user,and 7 additional ones

are automatically introduced(blue dots in the close-upsshow in Figure 5.4).

There are two issuesrelated to building the maximal non-separatinggraph: avoid-

ing separatingcycles,and avoiding swirls.

Av oiding separating cycles: If a newly introducedpath betweenverticesA and

B forms a cycle,we test whether it is separating,and if so,we replacethe path with

one forming a non-separatingcycle using an algorithm similar to that of Lazarus

et al. [LPVA01]. Speci�cally, we perform two simultaneous breadth-�rst searches

starting from the vertices incident to the path AB, on its two sides. The searches

are constrainedby the existing path network and by the candidate path AB. Each

visited vertex is taggedwith its parent (the vertex visited previously to get to it) and
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Figure 5.6. Automatic addition of feature points

with the left/righ t side of AB it connectsto. If we ever reach a \left" vertex from a

\righ t" taggedone, then the cycle is non-separating.

Figure 5.7. Test for non-separatingcycle

Figure 5.7 illustrates the test. To check whether path AB completesa non-

separating cycle, two simultaneous searches are started from the path AB on its

two sides. The left front is shown in yellow and the right in green. Since the two

fronts meet it is a non-separatingcycle.
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Sometimesthe shortest path obtained by doing a Dijkstra search completesa

non-separatingcycle on one of the meshes,but a separatingcycle on the other. In

such a casewe form a non-separtingcycle on the secondmeshalso as follows. We

trace a temporary path betweenthe two featureverticescompletinga cycle. We then

initialize a front to contain all vertices adjacent to the temporary path and grow it

in a breadth �rst manner. The boundary of the region visited in the search at a

certain time is in generalcomposedof several contours that can subsequently split,

merge, or contract to a point. When contours merge(say at a point O), we trace

back two paths to the previous split event P, using the \parent" �elds. From this

non-separatingcyclebetweenP and O we selectthe vertex X closestto A and B. We

measuredistanceby tracing paths XA, XB that (1) do not crossthe cycle at points

other than X, (2) meet the cycle from opposite sides,and (3) end at A and B on the

samesideof the temporary AB path. The path AX-XB forms the �nal path.

Figure 5.8. Tracing a non-separatingcycle

Figure 5.4shows an exampleof tracing a non-separatingcycle. The top left image

shows the result of tracing the shortest path betweenfeature verticesA and C. This
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completesa separating cycle as show in the image on the top right. To trace a

non-separatingcycle, a contour is grown. The contour wraps around the torus and

meetsitself at point O (bottom left). The non-separatingcycle is now obtained by

tracing back the paths from O to A and C (bottom right).

The non separatingcycle so obtained is not always the shortest. We obtain the

shortest non-separatingcycle from the path AC obtained above as follows. We trace

shortestpaths from sourceand destination verticesto all points on both sidesof AC.

The paths shouldstart in the samesectorat both the sourceand destination vertices.

Now the shortest path is the one that links a point on AC to sourceand destination

from di�eren t sidesand whosesum is least.

If there are not enoughuser-provided featuresto resolve the genus of the object,

we trace non-separatingcyclesconnectingto oneof the existing featuresusing a pro-

ceduresimilar to the oneabove (with A=B), and createtwo new feature constraints

to support the cycle. This is done repeatedly until all the 2g non separatingcycles

have beenadded.

Av oiding swirls: As described in Section3.3.3,a swirl is an awkward geometric

con�guration in which paths betweenfeature vertices take unnecessarilylong routes

around other existing paths. We provide a set of heuristicsthat work well in practice

and producegood swirl-free patches.

In the caseof consistent partitioning of two meshes,we have found two heuristics

to be e�ectiv e at avoiding swirls. The �rst heuristic is to prefer early connectionof

featurepoints at meshextremities. To identify meshextremities,wecomputefor each

feature vertex an averagedistanceto the closestset of neighboring features(8 in our

implementation). Vertices with a high distance (top 25%) are consideredextrema.

This test is similar to the test described in Section3.3.3except that now we have to

considerextremeverticeson both the meshes.

The secondheuristic is to delay paths that passon the \wrong side" of neighboring

featuresPraun et al. [PSS01],and when forced to choosesuch a path, to re-route it

on the correct side. For each candidatepath, we gather a set of neighboring feature

vertices(the k-closestneighbors of the two endpoints on the two meshes).For each of

theseneighbors we determineon which sideof the path it lies by computing the side
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on which the shortest route from the neighbor to the path meetsthe path. If the side

is di�eren t betweenthe two meshes,then the path is likely to causea swirl, so it is

penalizedin the pool of candidatepaths. If only penalizedpaths are left, we attempt

to re-route the lowest-costpath on the correct side of the o�ending neighbor vertex

as follows. Shortest paths between the o�ending neighbor and the candidate path

endpoints are computed (under normal constraints) and temporarily added to the

path network. The new path is thus forcedto go on the correct sideof the connected

component of the o�ending neighbor (seeFigure 3.4). We re-route the path on each

meshconsideringthe path layout on the other meshas referenceand then selectthe

path with lower summedcost on the two meshes.

Handling surface boundaries: Our map initialization algorithm is easily ex-

tended to mesheswith boundaries(Figure 5.9). Each boundary contour is triangu-

lated using a singlecentral point. The point is treated as a feature vertex, and must

be associated with a corresponding boundary-center vertex on the other mesh. Once

the two path networks are computed, these boundary-center vertices are removed

along with the facesused to triangulate the boundaries. The paths connecting to

the boundary centers are clipped to the boundary, and these clip points become

new feature vertices. We then consistently triangulate the resulting non-triangular

patches,and the remaining stepsproceedas before.
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Figure 5.9. Mesheswith Boundaries



CHAPTER 6

INTER SURF A CE MAPPING - RESUL TS

Figures 6.1, 6.2 and 6.3 show examplesof the meshpartitioning for 2 genus 0, 1

and 2 objects respectively. Figure 6.3 shows the robustnessof the algorithm. The

dragon was made genus 2 by punching a hole through its tail. The user speci�ed

only 7 feature points, 1 each on each foot and the remaining around the tail. The

remaining 8 wereautomatically addedby the algorithm.

Figure 6.1. Consistent meshpartitioning of genus 0 objects

Our path layout procedure introduces between 0.6% and 2.1% new \Steiner"

verticesin our examples.This is very similar to the number of Steinerverticesadded

when consistently partioning a meshand the unit sphere(Chapter 4).

Oncethe mesheshave beenconsistent partitioned, we construct progressive mesh

representations of both the meshesusingthe path networksto constrainsimpli�cation,

resulting in two basemesheswith identical connectivities. We now de�ne a trivial 1-1

map on the basemeshverticesand re�ne them iterativ ely to full resolutions. We can



55

Figure 6.2. Consistent meshpartitioning of genus 1 objects

Figure 6.3. Consistent meshpartitioning of genus 2 objects

then usethe map for a number of applicationsincluding morphing, attribute transfer,

deformation transfer, geometryremeshingand the like (see[SAPH04] for details).

6.1 Timing

Table 6.1 shows time take to consistently partition two meshes.All thesetimings

experiments were done on a 2.4GHz Pentium 4 PC with 512MB RAM. The dragon

and the feline exampletakesa long time becausethe userhasspeci�ed only 7 feature

constraints. Hencemore time wasneededto completenon-separatingcyclesstarting

at a single feature point and add more feature verticesto support the cycle.
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Table 6.1. Timing results

Models Complexity (# faces) Time (in secs) # features
cow and horse 23k and 97k 98 17

bunny and gargolye 70k and 200k 207 32
mug and teapot 3450and 5056 10 20

dragon and feline 80k and 150k 233 7



CHAPTER 7

CONCLUSION AND FUTURE W ORK

We have presented a new robust algorithm for consistently parameterizinga set

of genus-zeromodels onto a spherein the presenceof feature constraints. This has

many applications including morphing, principal component analysis, deformation

and attribute transfer transfer. The regularly sampledconsistent geometry images

obtained using our parameterizationsallow digital geometryprocessingapplicableto

many real-world applications. As demonstratedby the examples,our algorithm can

handleany number of modelsand any number of contraints producing low distortion

maps.

The central part of the algorithm, constrainedsphericalparameterizationis guar-

anteed to produce topologically equivalent spherical triangulations and meshpatch

partitions, and avoids awkward swirl con�gurations through a collection of novel

heuristics. The heuristics described in Section 3.3.3 su�ce to produce good results

in all the exampleswe tried. For simpler cases(not shown here) involving a small

number of geometricallysimilar modelsa subsetof the heuristicssu�ce.

We have also presented a method to robustly partition two meshesof arbitrary

topology into a set of consistent patches. This is used as the �rst step in forming

high quality inter-surfacemaps between two meshesof arbitrary topology. To our

knowledge, this is the �rst method that is guaranteed to work for arbitrary genus.

The central idea is to build a maximal path network without any separatingcycles

beforeadding any paths forming separatingcycles.

As future work, weenvision a multiresolution versionof our path tracing algorithm

that speedsup the Dijkstra searches. We could apply our treatment of meshbound-

aries to internal feature path constraints. However, mapping thesefeature paths to

straight arcson the spheremight be limiting in someapplications. For remeshing,it
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would be useful to give the usersomecontrol over the discretization of thesefeature

paths.

A major limitation of the current apporach is the time taken to producethe maps

becauseof the non-linear stretch minimizing optimization. This can prevent it from

beingusedby artists in the animation industry who want to interactively view results

andchangethe location/number of featurevertices. Yoshizawa et al. [YBS04]propose

a method for computing fast stretch minimizing parameterizations.They computean

initial parametrization using Floater's shape preservingmethod [Flo97]. They then

repeatedly improve the parameterization obtained in the previous step by solving a

linear system corresponding to a convex combination map using weights chosento

minimize the stretch. It is not clearhow this could be adaptedto work on the sphere

and would be interesting future work.

Two methods [SAPH04]and [KS04] have sincebeenproposedto construct inter-

surfacemaps robustly betweensurfacesof arbitrary (but same)topology. We have

described the extensionof our matching algorithm to higer genus in this thesis. How-

ever, both thesemethods cannot createmapsbetweensurfacesof di�eren t topology.

This would be an interesting avenue for future work. Also, it would be useful to

develop algorithms that handle databasesof models.

Another interesting idea is to create inter surface maps between surfacesrep-

resented as point cloud or volumetric data. This would greatly simplify topology

changesin the inter-surfacemaps.
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