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Abstract— Effective address calculation for load and store
instructions needs to compete for ALU with other instructions
and hence extra latencies might be incurred to data cache
accesses. Fast address generation is an approach proposed to
reduce cache access latencies. This paper presents a fast address
generator that can eliminate most of the effective address
computations. Experimental results show that this fast address
generator can reduce effective address computations of load and
store instructions by about 74% on average for SPECint2000
benchmarks and cut the execution times by 8.5%. In addition,
further improvement can be made if data of previous load
operations are buffered in the unused data field of LSQ entries
as well. Runtime impact will expand to 10.5% on average when
the default LSQ is modified to the cached LSQ design.

I. I NTRODUCTION

Each data cache access of a load or store instruction can
be broken into two phases: effective address computation
(AGEN) phase and cache access (L/S) phase. Modern pro-
cessors often divide a load or store instruction into two sub-
instructions to match these two phases. For instance, when a
load or store instruction of Alpha 21264 enters the pipeline[1],
[7], the AGEN andL/S phases will be treated as two consecu-
tive and dependent instructions, as shown in Figure 1(a). After
the effective address is computed at theExecutestage, the
result will be sent to the next pipeline stage and meanwhile
be forwarded to theDispatchstage of theL/S phase as well.
Therefore, theWriteBack stage ofAGEN and theDispatch
stage ofL/S can then be executed simultaneously in the same
clock cycle. In theExecute (L/S)stage, the computed address
will be compared with the addresses in the LSQ and the tags
of L1 cache to determine if the operand can be obtained from
a normal store-to-load forwarding in LSQ or be read from a
cache block.

Since theAGEN phase of a load or store instruction needs
to compete for ALU with other instructions to compute the
effective address, extra latencies might be incurred to data
cache accesses. In order to minimize the impact of theAGEN
phase on performance, researchers have proposed various
fast address generation techniques to reduce cache access
latencies [2], [3], [4], [5], [8], [10]. They have developed
polices and implementations to predict or look up the effect
address of a load or store instruction at theDispatch stage
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Fig. 1. Pipeline Stages of Load and Store Instructions

of the AGEN phase. As a result, theL/S phase a load or
store instruction can enter itsExecute (L/S)stage to start cache
access before theExecute (Agen)stage actually computing the
effective address. If the effective address is looked up from a
buffer, Executestage of theAGEN phase can be skipped, as
depicted by theBypasspath in Figure 1(b). On the other hand,
if the effective address is predicted,Executestage of theAGEN
phase will be executed in parallel withExecutestage of the
L/S phase to determine if the speculated effective address is
correct. When the address speculation is wrong,Executestage
of the L/S phase will be performed again with the computed
effective address to access the right data.

These proposed methods look for one of the following three
possible sources of fast address computations:

• load or store instructions with zero offsets [8],
• load or store instructions with small non-negative off-

sets, i.e. instructions whose computations of effective
addresses do not generate carries [2], [3], or

• load or store instructions whose effective addresses have
been computed recently, i.e. instructions whose effective
addresses can be looked up from a buffer [4], [5], [10].

This paper presents a fast address generator that identifiesload
and store instructions of all three categories. Consequently,
this fast address generator can eliminate most of the effective
address and hence can effectively reduce latencies of data
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cache accesses.
Experimental results show that this fast address genera-

tor can reduce effective address computations of load and
store instructions by about 70% on average for SPECint2000
benchmarks [11] and cut the execution times by 8.5%. In
addition, further improvement can be made if data of previous
load operations are buffered in the unused data field of LSQ
(load/store queue) entries [9]. Execution times reductioncan
achieve 10.5% on average when a cached LSQ is applied since
the pipeline stage of accessing the target cache line can be
skipped as well.

The main results of this paper are as follows:

• A fast address generator is presented that identifies load
and store instructions of all three categories as mentioned
above.

• This technique eliminates effective address calculation
of 74% load and store instructions for SPECint2000
benchmarks, which results in 8.5% reduction of average
executiont times.

• Cached LSQ can further extend the performance improve-
ment by another 2% to reach 10.5%.

The rest of this paper is organized as follows. Section II
introduces the fast address generator and Section III briefly
describes the cached LSQ. Experimental results will be pre-
sented in Section IV. Section V concludes this paper.

II. FAST ADDRESSGENERATION

The goal of fast address generation is to predict the effective
addresses of as many load and store instructions as possible
at Dispatchstage.

A. Datapath

The SimpleScalar pipeline is modified to accommodate a
fast address generator that predicts effective addresses of load
and store instructions [1]. Figure 2 depicts the datapath of
the simulated Alpha 21264 pipeline [7]. As a load or store
instruction enter theDispatchstage from the fetch queue, its
base and offset will be fed into the fast address generator. If
the effective address of this instruction can be predicted,the

effective address computation of this instruction by ALU will
be aborted, i.e. theAGEN phase of this instruction will skip
theExecutionstage and go to theWriteBackstage directly. The
predicted effective address will be forwarded to theWriteBack
stage of theAGEN phase, where theWriteBack logic will
update the information of theL/S phase of the load or store
instruction in the issue queue.

B. Fast Address Generator

In order to predict the effective addresses of most load
and store instructions at theDispatchstage ofAGEN phase,
this fast address generator will look for all the three possible
sources of fast address computations listed in Section I.
Fortunately, the first two types of instructions can be com-
bined, since zero-offset instructions can be categorized into
instructions with small non-negative offsets as well. In other
words, computations of effective addresses for these instruc-
tions will not generate carries. Consequently, the fast address
calculation mechanism proposed by by Austin et. al. can be
used to perform carry-free addition, as theNAND-OR Check
component depicted in Figure 3.
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As for the third category, this address generator looks for
load or store instructions whose effective addresses have been
computed recently. That is, instructions that repeatedly access
those cache blocks in the current working set will fall into
this category. This paper deploys adummy register fileto
store the bases, offsets, and effective addresses of recentload
and store instructions, as shown in Figure 3. When a load or
store instruction enters theDispatchstage, thedummy register
comparator (DRC)consults the dummy register file to check
if the effective address has already been computed.

The NAND-OR Checkcomponent andDRC work concur-
rently to predict effective addresses of load and store instruc-
tions before theExecutestage. Effective address calculation
will be skipped if one or both components hit.

C. Dummy Register Comparator (DRC)

Spatial locality of programs indicates that other words of a
cache block will likely be accessed in the near future when
a word of the cache block is referenced. As a result, data
accesses with the same cache tag but different byte offsets
might be clustered in a short time period. Therefore, it is not
effective forDRC to look for an entry in the dummy registers
that matches exactly with the base, offset, and effective address
of the current load or store instruction. Instead,DRC only
compares the tag part (i.e. higher bits excluding bits for byte
offset in a cache block) of the base and offset of every load or
store instruction and then reports the tag part of the effective
address if a match is found. For instance, for a data cache
with a block size of 32 bytes, the lowest 5 bits (i.e. the byte
offset part) will be ignored during buffer lookup. The byte
offset part of effective addresses will be computed by a 5-bit
parallel adder, which can be implemented by just two level of
AND-OR logic.

1) Dummy Register File:Figure 3 depicts the structure of
the dummy register file that buffers the tag part of bases,
offsets, and effective addresses of recently executed loadand
store instructions. Each entry is associated with a processor
register. When a load or store instruction enters theWriteBack
(AGEN)stage after executing effective address calculation, the
tag part of its base register will be stored in its corresponding
entry in theBaseH field and its offset in theOffsetH field. In
addition, the effective address of this load or store instruction
will be buffered in the corresponding entry as well. However, a
singleAddr H field is not enough, since the byte offset part of
effective address calculation by the 5-bit parallel adder might
generate a carry. Therefore, two fields are used to store the two
possible effective addresses that can be obtained from the same
base and offset, depending on the carry of the parallel adder.
That is, theAddr H field is used when no carry is generated
by the parallel adder; Otherwise, calculated effective address
will be stored in theAddr C H field.

2) Update Policies:This paper has implemented the fol-
lowing two policies for updating the dummy register file.

DRC.always: The corresponding dummy register of the
base register used in a load or store instruction is updated
when the instruction enters theWriteBack (AGEN)stage.

DRC.agen:The corresponding entry of the dummy register
file is updated when theAGEN phase of a load or store
instruction leaves theExecuteand enters theWriteBackstage.
In other words, only those load and store instructions that
actually perform effective address calculation will update the
dummy register file.

III. C ACHED LSQ

Further runtime saving can be observed if the data of load
instructions are buffered in the unuseddata field of LSQ
entries as well, i.e., the same technique as thecached LSQ
proposed by Nicolaescu et al. [9]. When the effective address
of a load instruction matches any LSQ entry, the value can
be looked up directly from thedata field. As a result, the
instruction can jump directly to theWriteBack stage of its
L/S phase and broadcast the loaded value. Figure 4 depicts
this bypassing path from the theDispatchstage of theAGEN
phase to theWriteBackstage of itsL/S phase, which would
translate to an extra saving of one pipeline stage.
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Processor Core

Instruction Window 64 RUU, 32 LSQ entries

Issue Width 4 instructions/cycle

Functional Units 4 IntALU, 1 IntMult,

4 FpALU, 1 FpMult, 2 Memory Ports

Pipeline 5 Stages: Fetch/Dispatch/Execute/WriteBack/Commit

Memory Hierarchy

L1 Dcache 64KB, 32B blocks, 4-way, 1-cycle latency

L1 Icache 64KB, 32B blocks, 4-way, 1-cycle latency

L2 cache 1MB, 64B blocks, 8-way LRU, 6-cycle latency

Memory 100-cycle latency

TABLE I

CONFIGURATION OFSIMULATED PROCESSOR

Issued Instructions Committed Instructions

Total Loads Stores L+S(%) Total Loads Stores L+S(%)

gzip 74942.6 18898.7 4237.7 30.9% 57970.2 14261.9 3519.4 30.7%

vpr 13527.6 4488.1 1470.9 44.1% 10709.2 3524.1 1192.6 44.0%

gcc 6764.9 2374.4 734.1 45.9% 5117.1 1774.2 588.1 46.2%

mcf 14149.0 4758.8 859.4 39.7% 9168.1 2901.8 532.0 37.5%

crafty 35474.7 11017.3 1651.7 35.7% 27216.4 8271.0 1398.6 35.5%

parser 17934.9 5094.5 1517.6 36.9% 13434.1 3610.7 1219.6 36.0%

eon 3600.1 1074.7 700.2 49.3% 2642.1 771.2 533.9 49.4%

perlbmk 37509.4 12161.9 5295.6 46.5% 27622.3 8842.9 3880.1 46.1%

gap 12726.6 3906.2 1127.9 39.6% 9517.7 2899.1 850.5 39.4%

vortex 19231.8 5325.9 3002.1 43.3% 17813.6 4882.3 2819.8 43.2%

bzip2 65239.5 17217.1 5210.2 34.4% 61127.5 16075.1 4825.2 34.2%

twolf 17274.0 4418.7 1160.0 32.3% 13200.0 3284.5 895.4 31.7%

TABLE II

INSTRUCTIONCOUNTS (IN M ILLIONS)
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Fig. 5. Efficiencies of Three Different Approaches

IV. EXPERIMENTAL RESULTS

A. Setup

Experiments are conducted by executing the SPECint2000
benchmarks [11] with the TRAIN data set on SimpleScalar
v3.0d [1]. The simulated processor is a 21264-like proces-
sor [7], and the parameters of the processor and memory
hierarchy set by SimpleScalar are listed in Table I. The
SPECint2000 binaries with SPEC peak settings were down-
loaded from the University of Michigan through a link at
the SimpleScalar home page [12]. Instead of just collecting
a small trace of each program as done by other researchers,
this paper chose to simulate the entire program of every
SPECint2000 benchmark to avoid the pitfall that a program’s
locality behavior is not constant over the run of the entire
program [6]. Table II lists the numbers of instructions that
are issued and committed when no fast address computation
is applied. The number of committed instructions are smaller
than the numbers of issued instructions because of speculation.
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Fig. 6. Ratio Breakdown of Fast Address Computations

B. Performance Evaluation

Efficacy
Figure 5 depicts the effectiveness of the three approaches

of fast address computations listed in Section I under the two
different update policies. This figure shows that 42% of load
and store instructions are with zero offsets (i.e.ZERO), while
62% of loads and stores uses small offsets (i.e.NANDOR).
Update polices will not affect these two approaches, since no
lookup operations on the dummy register file are performed.
However, update policies can significantly affect the efficien-
cies of DRC. Figure 5a demonstrates thatDRC.alwayscan
predict the effective address of 39% load and store instructions,
while Figure 5b shows thatDRC.agenonly eliminates 17% of
effective address computations.

The fast address generator presented in Section II com-
bines these techniques and hence looks for load and store
instructions of all these three categories. As a result, it can
identify more opportunities to skip the address computation
phase of cache accesses. Figure 6(a) shows that under the
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DRC.alwayspolicy this fast address generator can eliminate
72.1% of effective address calculation of load and store
instructions on average, which is 10% more than theNANDOR
approach alone. Out of the 72.1% reductions, 32.8% comes
from NANDOR, 28.7% is recognized by bothNANDORand
DRC, and the rest 10.6% is contributed byDRC alone. This
result suggests that the effect addresses of a fairly large number
of load and store instructions will be predicted by the both
NANDORandDRC components.

Although theDRC.agenpolicy looks quite inefficient when
compared with theDRC.alwayspolicy, more effective address
computations can be skipped when combiningDRC under the
DRC.agenpolicy with NANDOR, as shown in Figure 6(b).
The reduction rate now reaches 74.4% and the common part
is lowered to only 3.7%. This outcome demonstrates thatDRC
under theDRC.agenpolicy complementsNANDORvery well.
Now only one fourth of load and store instructions need to
actually perform effective address computations.

Figure 7 displays the efficiencies of this fast address gen-
erator from a different point of view, i.e. by comparing the
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ratios of load and stores instructions that can skip effective
address calculation stage. Figure 7(a) shows the bypass ratio
of load instructions is 5.9% higher than that of store instruction
under theDRC.alwayspolicy, while the difference is reduced
to 3.6% underDRC.agen.

When the effective address of a load or store instruction
is predicted by the fast address generator and its entry in
the issue queue is updated with the predicted address, it
is not necessarily ready to be issued to theExecutestage
because of dependencies. Figure 8 depicts that about half of
predicted store instructions will not be ready for execution
until dependencies are resolved.

DRC.alwayspolicy makesDRCupdate the dummy registers
more times thanDRC.agen. Figure 9 shows there are 0.55
updates per cycle underDRC.always, while DRC.agenper-
forms only 0.14 modifications per cycle on average. Therefore,
DRC.agenis more efficient thanDRC.always. Figure 10 also
demonstrates thatDRC.agenis a better policy, since it gets
more hits per update thanDRC.always.
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Cached LSQ
The cached LSQ stores the data of load instructions in the

unuseddata field of LSQ entries. Consequently, the buffered
data can be forwarded to load instructions without actually
accessing cache blocks when the effective addresses matches
addressfield of LSQ entries. Figure 11 reveals that data of
about 20% of load instructions can be retrieved directly from
LSQ entries. Skipping cache block accesses can further reduce
load/store latencies.

Run Time Impact
Fast address calculation can effectively reduce load/store

latencies by eliminating most of effective address calculation
of load and store instructions. As a result, performance can
be improved, as shown in Figure 12. When only the effective
address computations of load and store instructions with zero
or small offsets are bypassed byNANDORapproach, average
execution time for SPECint2000 benchmarks is reduced by
7.6%. CombiningNANDORandDRC can extend the runtime
reduction to 8.5%. The best performance improvement can be
achieved when cached LSQ design is incorporated as well,
and the impact on execution times reaches 10.5%.

Figure 13 shows that the average IPC for for SPECint2000
benchmarks is improved from 1.65 to 1.82 by the fast address
generator alone, while combining the cached LSQ and the
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Fig. 16. Breakdown of Average Load/Store Latencies

fast address generator can push the average IPC to 1.87.
Figure 14 translates the IPC improvement to speedups. The
speedup of deploying fast address generation is 1.11, whereas
incorporating the cached LSQ as well improves the speedup
to 1.14.

Prediction efficiency does not translate directly into per-
formance improvement. Eliminating over 70% of effective
address calculation of load and store instructions only pro-
duces 8.5% of runtime reductions. The reason is because a
load or store instruction might not be executed immediately
right after its effective address has been predicted by the fast
address generator. Figure 15 depicts the average clock cycles
that load and store instructions stay at theDispatch stage
before performing data accesses atExecutestages.DRC can
effectively reduce the latencies between these two stages for all
the SPECint2000 benchmarks. However, the latency reduction
at theDispatchstage can not fully converted into performance
improvement due to the extra delays incurred at theWriteBack
stage, as shown in Figure 16. As a result, latency reductions
of load and store instructions are smaller than expected.

V. CONCLUSIONS

This paper has presented a fast address generator that
can reduce load/store latencies of data cache accesses by
eliminating effective address calculation of most load andstore



instructions. Experimental results have shown that this fast ad-
dress generator eliminates 74% effective address computations
of load and store instructions on average for SPECint2000
benchmarks and reduces the execution times by 8.5%.
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