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Abstract

We describethe rst formal speci cationof anon-trivial subsebf MPI, thedominantcom-
municationAPI in high performancecomputing. Engineeringa formal speci cation for

a non-trivial concurreng API requiresthe right combinationof rigor, executability and
traceability while alsoservingasa smoothelaboratiorof a pre-&isting informal speci -

cation.It alsorequireghemodularizatiorof reusablespeci cationcomponents$o keepthe
lengthof thespeci cationin check.Long-livedAPIs suchasMPI arenotusually textbook
minimalistic' becausehey supporta diversearrayof applicationsa diversecommunityof

usersandhave ef cient implementationsverdecadesf computinghardware.We choose
the TLA+ notationto write our speci cations,anddescribehow we organizedthe speci -

cationof 150 of the 300 MPI 2.0 functions. We detail a handfulof thesefunctionsin this

paper and asses®ur speci cationwith respecto the aforesaidrequirements.We close
with a descriptionof possibleapproacheshat may help renderthe act of writing, under

standingandvalidatingspeci cationsmuchmoreproductve.



1 Intr oduction

TheMessagdlassingnterface(MPI, [32]) library hasbecomea defactostandardn HPC,
andis beingactiely developedandsupportedhroughseveralimplementation$9, 31, 7].
However, it is well known that even experiencedprogrammersnisunderstand/Pl APIs
partially becausehey aredescribedn naturallanguagesThe behaior of APIs obsered
throughad hoc experimentson actualplatformsis not a conclusve or comprehensie de-
scriptionof thestandardA formalizationof the MPI standardvill helpusersavoid misun-
derstandinghe semanticof MPI functions. However, formal speci cations,ascurrently
written anddistributed,areinaccessibléo mostpractitioners.

In our previouswork [22], we presentedheformal speci cationof around30%of the 128
MPI-1.0 functions(mainly for point-to-pointcommunication)n a speci cationlanguage
TLA+ [33]. TLA+ enjoys wide usagein industry by engineerge.g. in Microsoft [34]
andIntel). The TLA+ languages easyto learn. A new useris ableto understandur
speci cationand startpracticingit after a half-an-hourtutorial. Additionally, in orderto
help practitionersaccessour speci cation, we built a C front-endin the Microsoft Visual
Studio(VS) paralleldeluggerervironment,throughwhich userscansubmitandrun short
(perhapstricky) MPI1 programswith embeddedassertiongcalled litmus tests). A short
litmus testmayexhibit a high degreeof interleaving andits runningwill revealthenuances
of the semanticof the MPI functionsinvolved. Suchtestsareturnedinto TLA+ codeand
run throughthe TLC modelchecler [33], which searcheslll thereachablestateso check
propertiessuchasdeadlocksanduserde ned invariants.This permitspractitionergo play
with (and nd holesin) thesemanticsn aformal setting.

While we have demonstratethe meritsof our previouswork ([22]), this paperthejournal
versionof our postempapeq15], handledar moredetailsincludingthosepertainingto data
transfers.n this work, we have coveredmuchof MPI-2.0 (hasover 300 API functions,as
opposedo 128for MPI-1.0). In addition,this new work providesarich collectionof tests
thathelpvalidateour speci cations.It alsomodularizeghespeci cation,permittingreuse.

Model Validation. In orderto make our speci cationbefaithful to the Englishdescription,
we (i) organizethespeci cationfor easytraceability. mary clausesn ourspeci cationare
cross-linlkedwith [32] to particulampage/linenumbers(ii) providecomprehensie unittests
for MPI functionsandarich setof litmus testsfor tricky scenarios(iii) relateaspectof

MPI to eachotherandverify the self-consisteng of the speci cation (seeSection4.11);
and(iv) provide a programminganddehuggingervironmentbasedon TLC, Phoenix,and
Visual Studioto help engagesxpert MPI users(who may not be formal methodsexperts)



into experimentingwith our semantiale nitions.

Thestructureof this paperis asfollows. We rst discusgherelatedwork onformal speci-
cations of large standardsindsystemsptherwork on applyingformal methodgo verify
MPI programsis alsodiscussed.Thenwe give a motivating exampleandintroducethe
speci cationlanguageTLA+. This exampleillustratesthatvendorMPI implementations
do not capturethe nuancef the semanticof an MPI function. As the main part of this
paper the formal speci cationis givenin Section4, wherethe operationalsemanticsof
representate MPI functionsare presentedn a mathematicalanguageabstractedrom
TLA+. In Section5 we describea C MPI front-endthattranslatesiP1 programswrittenin
Cinto TLA+ code,plustheveri cation framewvork thathelpsusersexecutethe semantics.
Finally we give the concludingremarks.In the appendixwe give anexampleto shav how
the formal semanticgnay help therigid analysisof MPI programs— we prove formally
the de nition of a precedenceelationis correct,which is the baseof a dynamicpatrtial
orderreductionalgorithm.

2 RelatedWork

The idea of writing formal speci cationsof standardsand building executableerviron-
mentsis avastarea.

The IEEE Floating Point standard12] wasinitially conceved asa standardhat helped
minimizethe dangerof non-portableoating pointimplementationsandnow hasincarna-
tionsin varioushigherorderlogic speci cations(e.g.,[10]), nding routineapplicationsn

formal proofsof modernmicroprocessorating point hardwarecircuits. Formal speci -

cationsusingTLA+ includeLamports Win32 ThreadsAPI speci cation[34] andtheRPC
Memory Problemspeci edin TLA+ andformally veri ed in the Isabelletheoremprover
by Lamport,Abadi,andMerz[1]. In [13], Jacksorpresents lightweightobjectmodeling
notationcalled Alloy, which hastool support[14] in termsof formal analysisandtesting
basedn Booleansatis ability methods.

Bishopetal[3, 4] formalizedin theHOL theorenyprover[20] threewidely-deployedimple-
mentationf the TCP protocol: FreeBSD4.6-RELEASE Linux 2.4.20-8,andWindows
XP ProfessionabP1.Analogousto ourwork, the speci cationof theinteractiondetween
objectsaremodeledastransitionrules. Thefactthatimplementation®therthanthe stan-
darditself are speci ed requiresrepeatingthe samework for differentimplementations.



In orderto validatethe speci cation, they performa vastnumberof conformanceests:
testprogramsn a concretamplementatiorareinstrumentedaindexecutedto generatesx-

ecutiontrances,eachof which is then symbolically executedwith respectto the formal

operationalsemantics.Constraintsolving is usedto handlenon-determinismn picking

rulesor determiningpossiblevaluesin arule. Comparedvith their work, we alsorely on

testingfor validationcheck. However, sinceit is the standardhatwe formalize,we need
to designandwrite all thetestcasedy hand.

Norrish[19] formalizedin HOL [20] astructurabperationabemanticandatypesystenof
themajority of the C languageg¢overingthedynamicbehaior of C programs Semantic®f
expressionsstatementanddeclarationgremodeledastransitionrelations.Thesoundness
of the semanticsandthe type systemis proved formally. Furthermorejn orderto verify
propertiesof programsa setof Hoarerulesarederivedfrom the operationabemanticsin
contrastthe notion of type systemdoesnot appearin our speci cationbecausd LA+ is
anuntypedlanguage.

Eachof theformal speci cationframavorksmentionedhbove solvesmodelingandanalysis
issuesspeci c to the objectbeingdescribed.In our case we wereinitially not surehow

to handlethedauntingcompleity of MPI nor how to handleits modeling,giventhatthere
hasonly beenvery limited effort in termsof formal characterizatioof MPI.

Geogelin and Pierre[8] specify someof the MPI functionsin LOTOS [6]. Siegel and
Avrunin [29] describea nite statemodelof a limited numberof MPI point-to-pointop-
erations.This nite statemodelis embeddedn the SPIN modelchecler[11]. They [30]
alsosupportalimited partial-ordereductionmethod- onethathandleswild-cardcommu-
nicationsin a restrictedmanner asdetailedin [24]. Siegel [28] modelsadditional non-
blocking' MPI primitivesin Promela. Our own pastefforts in this areaare describedn
[2, 21, 25, 23]. None of theseefforts: (i) approachthe numberof MPI functionswe
handle(ii) have the samestyle of highlevel speci cations(TLA+ is muchcloserto math-
ematicallogic than nite-state Promelaor LOTOS models),(iii) have a modelextraction
framawork startingfrom C/MPI1 programsand(iv) have apracticalway of displayingerror
tracesn theusers C code.

3 Motivation

MPI is a standardlizedand portablemessage-passirgystemde ning a core of library
routinesuseful to a wide rangeof userswriting portablemessage-passingrogramsin
Fortran, C or C++. Versions1.0 and 2.0 were releasedn 1994 and 1997 respecttely.



Currentlymore thana dozenimplementationsxist, on a wide variety of platforms. All
segmentsof the parallel computingcommunictyincluding vendors,library writers and
applicationscientistawill bene t from aformal speci cationof this standard.

3.1 Motivating Example

MPI is a portablestandarcandhasa variety of implementation$9, 31, 7]. MPI programs
are often manuallyor automatically(e.g.,[5]) re-tunedwhenportedto anotherhardware

platform, for exampleby changingits basicfunctions(e.g., MP1_Send) to specialized
versions(e.g.,MPI_Isend ). In this contet, it is crucial that the designergerforming

codetuning areaware of thevery ne detailsof the MPI semantics.Unfortunately such

detailsare far from obvious. For illustration, considerthe following MPI pseudo-code
involving threeprocesses:

PO MPLirecv (rcvbufl; ;reql);
MPLIrecv (rcvbuf 2;from 1; recR);
MPLWait(redl); ----------------------- Isend
MPLWait(recR);
MPLBcast (revbuf 3;root = 1);

% Bcast —» Bcast

P1 sendbufl= 10; Isend Wait
MPLBcast(sendbuf1;root= 1); Wait
MPLIsend (sendbuf2; to 0; req);

MPLWait(reo);

P2 sendbuf2= 20;
MPLIsend (sendbuf2; to O; req);
MPLBcast (recvbuf 2;root = 1);
MPLWait(reo);

Procesdl and2 aredesignedo issueimmediatemodesendso procesd), while Process
0 is designedo posttwo immediate-modeeceves. The rst receveis awildcardreceve
that may matchthe sendfrom P1 or P2. Theseprocesseslso participatein a broadcast
communicationwith P1 asthe root. Considersomesimple questionspertainingto the
executionof this program:

1. Is therea casewherea deadlockis incurred?If the broadcasts synchronizingsuch
that the call at eachprocessis blocking, thenthe answeris "yes', since PO can-
not completethe broadcasbeforeit recevesthe messagefrom P1 andP2, while
P1will notisendthe messageintil the broadcasts complete. On the otherhand,
this deadlockwill not occurif the broadcasts non-synchronizing As in anactual
MPI implementationMPI_Bcast may be implementedas synchronizingor non-
synchronizingthis deadlockmay not be obsenedthroughad hoc experimentson a
vendorMPI library. Ourspeci cationtakesbothbasesnto consideratiorandalways
givesreliableanswers.



2. Supposéhe broadcasts non-synchronizingis it possiblethat a deadlockoccurs?
The answeris "yes', sincePOmay rst receve a messagdrom P1, thenget stuck
waiting for anothermessagdrom P1. Unfortunately if we run this programin a
vendorMPI implementationP1 may receve messagegst from P2andthenfrom
P1. In this caseno deadlockoccurs. Thusit is possiblethatwe will not encounter
this deadlockevenwe run the programfor 1,000times. In contrastthe TLC model
checler enumerateall executionpossibilitiesandis guaranteedo detectthis dead-
lock.

3. Supposehereis no deadlock,is it guaranteedhat rcvbufl in PO will eventually
containthemessagesentfrom P2?Theanswelis no', sinceP1'sincomingmessages
may arrive out of order However, runningexperimentson a vendorimplementation
mayindicatethattheanswels yes,especiallywhenthe messageéelivery delayfrom
P1to POis greaterthanthatfrom P2to PO. In our framevork, we canaddin PO
anassertiorrcvbufl == 20 right beforethe broadcastall. If it is possibleunder
the semanticgor othervaluesto be assignedo thesetwo variables thenthe model
checlerwill nd theviolation.

4. Supposeahereis no deadlock,when canthe buffers be accessed®Sinceall sends
andrecevesusethe immediatemode,the handleshatthesecalls returnhave to be
testedfor completionusingan explicit MPI_Test or MPI_Wait beforethe asso-
ciatedbuffers are allowed to be accessed.Vendorimplementationsnay not give
reliableanswerfor this question.In contrastwe canmove the assertionsnentioned
in theresponséo the previous questionto ary otherpoint beforethe corresponding
MPI_wait s. Themodelcheclerthen nds violations—meaninghatthedatacannot
beaccessedntherecever until afterthewait .

5. Will the rst receve alwayscompletebeforethe secondat PO? No suchguarantee
exists,astheseareimmediatanodereceveswhichareguaranteednly to beinitiated
in programorder Again,theresultobtainedoy observingherunningof thisprogram
in a vendorimplementatiormay not be accurate.Iln orderto answerthis question,
we canreversethe orderof the MPI_Wait commands.If the modelchecler does
not nd adeadlockhenit is possiblefor the operationdo completein eitherorder

The MPI referencestandard32] is a non machine-readabldocumenthat offers English
descriptionsof the individual behaiors of MPI functions. It doesnot supportary exe-
cutablefacility thathelpsanswerthe above kinds of simplequestionsn ary tractableand
reliableway. RunningtestprogramsusingactualMPI libraries,to revealanswerdo the
above kinds of questiongs alsofutile, giventhat (i) variousMPI implementationgxploit
the liberties of the standardby specializingthe semantican variousways, and (ii) it is
possiblethatsomeexecutionsof atestprogramarenot exploredin theseactualimplemen-
tations.



Thuswe aremotivatedto write a formal, high-level, andexecutablestandardspeci cation
for MPI 2.0. The availability of aformal speci cationallows formal analysisof MPI pro-
grams. For example,we have basedon this formalizationto createan ef cient dynamic
partial orderreductionalgorithm[26]. Moreover, the TLC modelchecler incorporatedn

ourframenork enablesisergo executetheformal semantiale nitions andverify (simple)
MPI programs.

3.2 TLA+ andTLC

The speci cationis written in TLA+ [33], a formal speci cationnotationwidely usedin
industry It is aformal speci cationlanguagebasedon (untyped)ZF settheory Basically
it combineghe expressvenesf rst orderlogic with temporallogic operatorsTLA+ is
particularlysuitablefor specifyingandreasoningaboutconcurrentindreactve systems.

TLC, amodelcheclerfor TLA+, exploresall reachablestatesn the modelde ned by the
system. TLC looks for a state(i.e. an assignmenbf valuesto variables)where(a) an
invariantis notsatis ed, (b) thereareno exits (deadlocks)(c) thetypeinvariantis violated,
or (d) auserde ned TLA+ assertionis violated. WhenTLC detectsan error, a minimal-
lengthtracethatleadsto the badstateis reported(in our framework this traceturnsinto a
Visual Studiodeluggerreplayof the C source).

It is possibleto portour TLA+ speci cationto otherspeci cationlanguagesuchasAlloy
[13] andSAL [27]. We areworking on aformalizationof a smallsubsef MPI functions
in SAL, which comeswith state-of-the-arsymbolic model checlers and automatedest
generators.

4 Speci cation

TLA+ providesbasicmodulesfor set,function, record,stringandsequenceWe rst ex-
tendthe TLA+ library by addingthede nitions of advanceddatastructuresncludingarray
map, and orderedset(oset ), which are usedto modela variety of MPI objects. For in-
stanceMPI groupsandl/O les arerepresentedsorderedsets.

The approximatesizes(without including commentsand blank lines) of the major parts
in the current TLA+ speci cation are shovn in Table 1, where#funcsand #lines give
the numberof MPI functionsand codelines respectrely. We do not model functions
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Figurel: MPI objectsandtheirinteraction

whosebehaior dependsn the underlyingoperatingsystem. For deprecatedtems(e.g.,
MPI_KEYVAL CREATE),weonly modeltheirreplacementMPI_COMM _CREATE KEYVAL).

Main Module #funcs(#lines)
Pointto PointCommunication 35(800)
Userde nedDatatype 27(500)
GroupandCommunicatoManagement 34(650)
Intra Collective Communication 16(500)
Topology 18(250)
ErvironmentManagemenin MP1 1.1  10(200)
ProcessManagement 10(250)
OnesidedCommunication 15(550)
Inter Collectve Communication 14(350)
I/1O 50(1100)

InterfaceandEnvironmentin MP12.0  35(800)

Tablel. Sizeof the Speci cation(excludingcommentsandblanklines)

4.1 Data Structures

Thedatastructuresnodelingexplicit andopaqueMPI objectsareshavnin Figurel. Each
processcontainsa setof local objectssuchasthe local memoryobjectmems Multiple
processesoordinatewith eachotherthroughsharedobjectsrendezvous , wins , and
soon. The messaggassingprocedurds simulatedby the MPI systenmscheduler(MSS)
whosetaskincludesmatchingrequestat originsanddestinationandperformingmessage
passing MPI callsandthe MSS areableto make transitionsnon-deterministically



Requesbbjectregs is usedin point-to-pointcommunicationgo initiate and complete
messagesA messageontainsthe source destinationtag, datatype, countandcommu-
nicatorhandle. It carriesthe datafrom the origin to the target. Note that noncontiguous
datais representeds(userde ned) datatypesA similar le requesbbjectfreqs is for
parallell/O communications.

A groupis usedwithin a communicatotto describethe participantsin a communication
“universe”.Communicatoreommsaredividedinto two kinds: intra-communicatoreach
of which hasa singlegroupof processesandinter-communicatorgachof which hastwo
groupsof processesA communicatorlsoincludesvirtual topologyandotherattributes.

A rendezwousis a placesharedby the processegatrticipatingin a collectve communica-
tion. A processstoresits datato the rendezwus on the entry of the communicatiorand
fetchesthe datafrom the rendezouson the exit. A similarfrend objectis for (shared)
le operations.

For one-sidedcommunicationsgpochesepos are usedto control remotememoryac-
cesseseachepochis associatedvith a “window”, modeledby wins , which is made
accessibldo accesseby remoteaccessesSimilarly, a“le” supportingl/O accessess
sharedoy a groupof processes.

OtherMPI objectsarerepresentedscomponentin asharecernvironmentshared _envs
andlocal ervironmentsenvs . The underlyingoperatingsystemis abstractedsos in a
limited sensewhichincludesthoseobjects(suchasphysical les onthedisk)visibleto the
MPI system.Sincethe physicalmemoryat eachprocesss animportantobject,we extract
it from os andde ne aseparat®bjectmemsfor it.

4.2 Notations

We presenbur speci cationusingnotationsextendedandabstractedrom TLA+.

421 TLA+

The basicconceptin TLA+ is functions. A setof functionsis expressedy [domain !
range]. Notationf [e] representshe applicationof functionf one; and[x 2 S 7! €
de nesthefunctionf suchthatf [x] = efor x 2 S. For example,thefunctionf 4oy that



doublegheinput naturalnumberis givenby [x 2 N 7! 2 x]Jor[17! 2,27! 4;:::]; and
f double[4] = 8.

For an-tuple(or n-array)he;;  ;eni, €fi] returnsits i™ componentlt is actuallya func-
tion mappingi to €fi] for 1 i n. Thusfunction f goune IS €quivalentto the tuple
h2; 4;6;8; i.An orderedsetconsistingof n distinctelementss actuallyan-tuple.

Notation[f EXCEPT![e,] = &,] de nesafunctionf °suchthatf °= f exceptf Je,] = e,.
A @appearedhn e, representsheold valueof f [e;]. For example,[f goune EXCEPTI[3] =
@+ 10]is the sameasf goune €XCeptthatit returns16 whenthe inputis 3. Similarly,
[r EXCEPT!:h = €] represents recordr®suchthatr®= r exceptr®h = e, wherer:h
returnstheh- eld of recordr.

Thebasictemporallogic operatorusedto de ne transitionrelationsis the next stateoper
ator, denotedusing' or prime. For example,s® = [s EXCEPT![x] = €] indicatesthatthe
next states®is equalto the original states exceptthatx's valueis changedo e.

For illustration, considera stopwatchthat displayshourandminute. A typical behaior
of the clock is the sequencéhr = O;mnt = 0) ! (hr = O;mnt = 1);! ; ;! ;(hr =
O;mnt = 59);(hr = I;mnt = 0);! ; ,where(hr = O;mnt = 1) is a statein which the
hourandminutehave thevalueO and1 respectiely.

The next-staterelationis a formula expressingthe relationbetweenthe valuesof hr and
mnt in theold (rst) statetime andnew (second)statetime © of a step. It asserthatmnt
equalsmnt + 1 exceptif mnt equalsh9,in whichcasemnt isresetto 0 andhr isincreased
by 1.
time®= let c= time[mnt] 6 59in
[time EXCEPT[mnt] = if cthen@+ 1lelse O;
I[hr]=if : cthen @+ lelse @]

Additionally, we introducesomecommonlyusednotationswhende ning the semantics
of MPI functions.

1 2 theconcatenationf queue ; and »
1 Xk 2 thequeuewith x beingthek™ element
null value
anarbitraryvalue
> and? boolearvaluetur e andf alse
1V 2 1 Is asub-array(sub-queuedf
8 v is anarray
f ] hvi anew function(map)f 1 suchthaf ;[x] = vand8y 6 x:fi[y] = f[y]
fix theindex of elementx in functionf ;i:e: f [f jx] = x
c?e & if cthen x else y
size (f) orjfj thenumberof elementsn functionf
remove(f ; k) removefromf theitematindex k

unused.index (f) returnani suchthati 2 DONf )



TLA+ allowsusto specifyoperationsn adeclaratve style. For illustrationwe showv below
a helperfunction usedto implementthe MPI_COMMBPLIT primitive, whereDOMRNG
CARDreturnthe domain,rangeand cardinality of a setrespectrely. This codedirectly
formalizesthe English description(seepagel47in [32]): “This function partitionsthe
groupinto disjoint subgroupspnefor eachvalueof color . Eachsubgroupcontainsall
processesf the samecolor. Within eachsubgroupthe processesrerankedin the order
de ned by key , with tiesbrokenaccordingo theirrankin theold group.Whentheprocess
supplythe color value MPI_UNDEFINED a null communicatoiis returned. In contrast,
suchdeclaratve speci cationcannotbe donein the C language.

! [ :
Commaplit (group;colors; keys; proc) =

1: let rar|1k = groupjproc in

2: if colors[rank] = MPI_UNDEFINEDthen MPI_GROURNULL

3: else | |

4: let s= fk 2 DONgroup) : colors[k] = colors[rank]gin

5: let s1=

6: chooseg?2 [0::CARDs) 1! DONgroup)] :

7: "~ RNGQ)=s

8: ”"8ijj2s: | | | |

9: gii < gij ) (keys[i] < keys[j] _ keys[i] = keys[j] * i <)

12: in [i 2 DONsy) 7! groupiss[il

After collectingthe color andkey informationfrom all otherprocessesa processproc
callsthisfunctionto createthegroupof anew communicatarLine 1 calculategherankof
this processn thegroup;line 4 obtainsa setof processesf the samecolorasprocs;lines
5-11sortthis setin the ascendingorderof keys, with ties brokenlaccordingto theranks.
For example,supposegroup = h2;5;1i, colors = 1;0;0 andkeys = H0; 2;1i, thenthe
call of this functionat process createsanew grouphl; 5i.

4.2.2 Operational Semantics

Theformal semanticof an MPI functionis modeledby a statetransition. A systemstate
consistsof explicit and opaqueobjectsmentionedabove. We write obj , for the object
obj at processp. For example,regs , refersto the requestobject (for point-to-point
communicationsat procesy.

We usenotation$ to de ne thesemantic®f anMPI primitive,and= to introduceanauxil-
iary function. Thepre-conditiorcondof aprimitive,if exists,is speci esby “requires fcondy”.
An error occursif this pre-conditionis violated. In generala transitionis expressedisa
rule of format ggj‘;ﬁ , Wwhereguard speci esthe requiremenfor the transistionto be trig-
gered,andaction de nes how the MPI objectsareupdatedafterthe transition. Whenthe
guardis satis ed, theactionis enabledandmay be performedby the system.A null guard

will beomitted,meaninghatthetransitionis alwaysenabled.




For instancethe semanticof MPI_Buffer _detach isshavn belown. Thepre-condition
saysthatbuffer at procesp mustexist; the guardindicatesthatthe call will block until all
message thebuffer have beentransmittedi.e. the buffer is empty);theactionis to write
the buffer addressandthe buffer sizeinto the p's local memory anddeallocatehe space
taken by the buffer. Thebuffer locatesin theenvs object. A variablesuchasbuff is
actuallyareferenceo alocationin the memory;in mary casesve simply write buff for
mems[buff ] for brevity.

MPLBuffer _detach (buff;size;p) $
requires fbuffer ,6 g
buffer :capacity = buffer :max_capacity
mem$[buff] = buffer ,:buff ~ mem§[size] = buffer ,:size ~ buffer [ =

In the following we describebrie y the speci cationof a setof representatie MPI func-
tions. The semanticgpresentechereare abstractedrom the actual TLA+ codefor suc-
cinctnessandreadability which hasbeentestedthoroughlyusingthe TLC modelchecler.
The entire speci cationincluding testsand examplesandthe veri cation framework are
availableonline[17].

4.3 Quick Guide

In this sectionwe usea simpleexampleto illustratehow MPI programsandMPI functions
aremodeled.Considerthefollowing MPI programinvolving two processes:

PO: MPI_Sendbufs; 2; MPILINT; 1; 10; MPI_COMM_WORLD)
MPI_Bcastbufy; 1; MPI_FLOAT; 0; MPI_COMM_WORLD)

P1: MPI_Bcastbufp; 1, MPI_FLOAT; 0; MPI_.COMM_WORLD)
MPI_Rec\ybuf,; 2; MPLINT; 0; MPI_ANY _TAG; MPI_COMM_WORLD)

This programis corvertedby the compilerinto thefollowing TLA+ code(i.e. the model
of this program).An extra parameters addedto an MPI functionto indicatethe process
this primitive belongsto. In essencea modelis a transitionsystemconsistingof transition
rules. Whenthe guardof a rule is satis ed, this rule is enabledandreadyfor execution.
Multiple enabledrules are executedin a non-deterministiananney leadingto multiple
executions.Thecontrol o w of aprogramataprocesss representelly thepcvalues:pd0]
andpd1l] storethe currentvaluesof the programpointersat proces9) and1 respectiely.
In our framework, a blocking call is modeledby its non-blockingversionfollowed by a
wait operatione.g. MP1_Send = MPI_send + MPI_Wait . Notethatnew variables
suchasrequest, and status, are introducedduring the compilation, eachof which is
assignedan integer address.For example,suppose equest, = 5 at procesd), thenthis
variablesvalueis givenby mems[0][r equesty] (i.e. mems[0][5])). To modify its valueto v in



atransitionrule, we usememsJ0][r equesto] = v (or recquesty = v for brevity purpose).

pO's transitionrules

A pcf0]= L1 A pcP= [pc EXCEPTI0] = L2]

A MPI_Isendbufs; 2; MPILINT; 1; 10; MPI_COMM_WORLD; r equesto; 0)
A pcf0]= Ly A pcP= pc®= [pc EXCEPTI[0] = L3]

A MPI_Wait(r equesto; status o; 0)

A pcf0] = Lz » pc®= [pc EXCEPT[pid] = L4]

N

N

N

MPI_Bcastyit (bufy; 1; MPI_FLOAT; 0; MPI_COMM_WORLD; 0)
pefpid] = L4 ~ pc®= [pc EXCEPT[pid] = Ls]

MPI_Bcasiyait (bufp;1; MPI_FLOAT; 0; MPI_COMM_WORLD; 0)
pl'stransitionrules

A pcfl]= Li A pc®= [pc EXCEPT[1] = L]

N MPI_Bcastit (bufp; 1; MPI_FLOAT; 0; MPI_.COMM_WORLD,; 1)
Apc[l]= Lz A pcP= [pc EXCEPTI[1] = L3s]

N MPI_Bcastyait (bufp; 1; MPI_LFLOAT; 0; MPI_.COMM_WORLD; 1)
Apc[l]= Lz A pcP= [pc EXCEPTI[1] = L4]
N
N
N

MPI_Irec(bufs; 2; MPILINT; 0; MPI_ANY _TAG; MPI_COMM_WORLD; r equests ; 0)
pc[l] = L4 ~ pc®= [pc EXCEPT[1] = Ls]
MPI_Wait(r equest ; status 1; 0)

A enabledule maybeexecutedatany time. Supposehe programpointerof proces$0 is

L, thentheMPI_Isend rule maybeexecutedmodifyingtheprogrampointertoL ,. This
rulecreatesinew sendrequest eqof formathdestination; communicator id; tag; valuei ; equest id
andappends eqto pO'srequestjueuereqs o. Herefunctionr ead data readsanarrayof
datafrom the memoryaccordingto the countanddatatypenformation.

let v = readdata(mems;bufg; 2; MPILINT) in
regs $ = reqs ; hl;commg[MPI_COMM_WORLD]:cid; 10; Virequest o

Similarly, whenthe MPI_Irecv rule at processpl is executed,a new receve request
of formathbuf f er; source;communicator id; tag; i request id 1S appendedo regs 3, where_
indicateghatthe datais yetto bereceved.

reqs § = reqs ; houf,; 0;commsg [MPI_COMM_WORLD]:cid; MPI_.ANY _TAG; - request,

As indicatedbelawv, the MPI SystemSchedulewill matchthesendrequesandthereceve
request,andtransfersthe datav from processp0 to processpl. Thenthe sendrequest
request, becomesil; cid; 10; _i, andthereceve request equest; becomedil; cid; 10; vi,
wherecid is thecontet id of communicatoMPI_ COMMVORLD

is_match (h0; requestoi; hl; request;i)
regs J[requesty] = [@EXCEPT:value = ]
regs 9[request;] = [@EXCEPT:value = V]

Supposehe sendis not buffered at pO, thenthe MP1_Wait rule shovn belowv will be
blocked until the datain the sendrequesis sent. Whenthe valueis sent,the sendrequest
will be removed from p0's requestqueue. We usenotation to denoteall the requests
excluding the one pointedby requesty in p0's requestjueue,andreqs , = Gamma
i request, 1S @predicatefor patternmatching.

regs o = hL; cid; 10; i r equest
regs J =




Analogously the MPI_Wait rule at processpl is blocked until the receve requestre-
ceivestheincomingvalue. Thenthis requesis removedfrom pl's requesueue andthe
incomingvaluev is writteninto p1'slocal memory

regs = ~ mem§[buf]=v

In our formalization, eachprocessdivides a collective call into two phases:an “init”
phasethat initializes the call, and a “wait” phasethat synchronizegshe communications
with otherprocesseslin thesetwo phasegprocessesynchronizewith eachotherthrough
the rendezvous (or rend for short) object which recordsthe information including
the statusof the communicatiorandthe datasentby the processesFor a communicator
with context ID cid thereexists a separataendezous objectrend [cid]. In the “init”
phaseproces9 is blockedif the statusof the currentcommunicationis not v’ ("vacant’);
otherwisep updatesthe statusto be ‘e (‘entered’)and storeits datain the rendezous.
Recallthatnotation ] hp;’Vvd representshefunction with theitematp updatedo "v°,
and[i 7! vq;] 7! vp] isafunctionthatmapsi andj to v; andv, respectrely. In thegiven
example,therendezwusobjectpertainingto communicatoMPI_ COMMVORLDecomes
HO 7! %1 7! V9;[0 7! v]i, wherev = readdata(mems; buf,; 1; MPI_FLOAT), after
the“init” phase®f thebroadcasatproces$) andl areover.

syninit (cid; v; p) = proces9 joins thecommunicatiorandstoresdatav in rend
rend [cid]= h ] hp;V4;Syi
rend 9cid]= h ] hp;e%; S, ] hp;vii

In the“wait” phaseif thecommunications synchronizingthenproces$ hasto wait until
all otherprocessem the samecommunicatiorhave nished their“init” phaseslif pis the
lastprocesghatleaves,thentheentirecollectve communications overandtheobjectwill

be deletedptherwisep just updatests statusto bel (‘left').

SYyNwait (Cid; p) = procesy leavesthe synchronizaingommunication
rend [cid]= h ] hp;'ed;S,i »
8k 2 commsy[cid]:group: [ k] 2 €% 1%
rend Jcid] = if 8k 2 comms[cid]:group: [ k] = ‘I°then
else h ] mp;14; Syi

Thesesimpli ed rulesillustratehow MPI point-to-pointandcollectve communicationgare
modeled.The standardulesfor thesecommunicationgregivenin Section4.4and4.6.

4.4 Point-to-point Communication

In our formalization,a blocking primitive is implementedas an asynchronousperation
followedimmediatelyby a wait operation,e.g. MPLSsend= MPLIssend + MPLWait and
MPLSendrecv = MPLIsend + MPLWait + MPLIrecv + MPLWait. The semanticof core



pointto pointcommunicatiorfunctionsareshovn in gures 3,4, 5 and6; andanexample
illstruatinghow a MPI programis “executed’accordingto thesesemanticss in gure 2.
Thereadetis supposedo referto thesesemanticsvhenreadingthroughthis section.

A proces$ appendsts sendor receve requestontainingthe messagéo its requestjueue
regs ,. A sendrequestontainsinformationaboutthe destinationprocesqdst), the con-
text ID of thecommunincato(cid), thetagto be matchedtag), the datavalueto be send
(value), andthe status(omitted here)of the messageThis requestalsoincludesboolean
ags indicating whetherthe requestis persistentactive, live, canceledand deallocated
or not. For brevity we do not shav the lastthree ags whenpresentinghe contentof a
requestin the queue. In addition,in orderto modela readysend,we includein a send
request eld prematch of formathdestination processyequestindexi whichrefersto
thereceverequesthatmatcheghis sendrequestA receve requeshasthesimilarformat,
exceptthatit includesthe buffer addressnda eld to storetheincomingdata.Initially the
datais missing(representedby the“_” in the data eld). Lateron anincomingmessage
from a sendewill replacethe “_" with the datait carries. Notationv_ indicatesthatthe
datamay be missingor containavalue.For example,hbuf; 0; 10; ; _;>;>;H0;5ii }**isa
receve requessuchthat: (i) the sourceprocesss proces; (ii) thecontect id andthetag
are10andMPI_ANY.TAGrespectiely; (iii) theincomingdatais still missing;(iv) it is a
persistentequesthatis still active; (v) it hasbeenprematchedvith the sendrequesiith
index 5 atproces®; and(vi) theindex of thisreceve requesin therequesgueues 2.

MPI offers four sendmodes. A standardsendmay or may not buffer the outgoingmes-
sage.If buffer spacds available,thenit behaiesthe sameasa sendin the bufferedmode;
otherwiseit actsasa sendin the synchronousnode. A buffered modesendwill buffer
the outgoingmessagandmay completebeforea matchingreceve is postedwhile a syn-
chronoussendwill completesuccessfullyonly if a matchingreceve is posted. A ready
modesendmaybe startedonly if the matchingreceveis alreadyposted.

As anillustration, we shov below the speci cation of MPI_IBsend . Sincedtype and
comm arethereferencegpointers)to a datatypeanda communicatoobjectrespectiely,
their valuesare obtainedby datatypes ,[dtypel andcomms,[comm] respectiely. The
valueto be sendis readfrom the local memoryof process throughthe r ead data func-
tion. It is the auxiliary function ibsend that createsa new sendrequestand appendst
to p's requesigueue. This function alsomodi es the sendbuffer objectat proces (i.e.
buffer ), to accomodatedhe data. Moreover, the requesthandleis setto pointto the



Po p1 p2

Issend (v1;dst = 1;cid = 5; Irecv (b;src= 0;cid = 5; Irecv (b;src= ;cid = 5;
tag = O;req= 0) tag = ;req= 0) tag = ;req= 0)
Irsend (vz;dst = 2;cid = 5; Wait(req= 0) Wait(req= 0)
tag = O;req= 1)
Wait(req= 0)
Wait(req= 1)
step event regs o regs ; regs »
1 issend (v; 1;5;0;0) h1;5;0;v;?;>; ig®
2 irecv (b;0;5; ;1) h;5,0,v;?;>; i§ hb;0;5; ;_;?2;>; i
3 irecv (b; ;5; ;2) h;5,0;v;?;>; ig® h;0;5; ;. ?2:,>; ig° hb; ;5 ;57> ig°
4 irsend (v; 2;5;0;0) h150v1’> > i h;0;5; ;.?2,>, i¢  ho ;5 ;5?;>; r()lnrC
h; 5;0;v2; ? ;> h2; Gii |3
5  tansfer (0;1) L5073 i hbi0;5; jvii?i>; i5¢ Moy ;5 5?5 h0; i e
h;5;0;vy;?;>;h2;0ii 'S
6 wait (0; 0) h;5;0;v2; 2>, 12;0ii |5 Hb;0;5; ;v1;?;>; ipS Ho; ;5 ;5 ?;>;H0; i {°
7 wait (1; 0) h;5;0;v2;?;>;h2;0ii {3 H;0;5; ;vi;?;>; ig® hb; ;5 ;.?,;>;H0; 1||rC
8 transfer (0;2) h;0;5; ;v1;?;>; igS Hb; ;5 ;v2;?;>; I'()lurc
9 wait (0; 2) hb;0;5; ;vi;?:>; ig®
10 wait (0; 1)

Figure 2: A point-to-pointcommunicationprogramand one of its possibleexecutions.
Procesg sendsmessageto p; andp, in synchronousendmodeandreadysendmode
respectrely. The schedulerrst forwardsthe messagdo p;, thento p,. A requestis
deallocatedfterthewait call onit. Superscriptss, rs andrc represenssend rsendand
recvrespectrely. The executionfollows from the semanticshavn in Figures3, 4 and5.

new requestwhichis thelastrequesin thequeue.

ibsend (v; dst; cid; tag; p) $ buffer send
requires fsize (v) buffer p:vacancyy
appenda new sendreques{which is active andnon-persistentinto thequeue
regs J = recs, hdst;cid; tag;v; ?;>; iPsend A
reducethe capacityof the sendbuffer by thesizeof v
buffer g:vacancy= buffer p:vacancy size (v)

MPLIBsend(buf; count; dtype;dest;tag; comm;request;p) $ toplevel de nition

let cm = commsg[comm]in thecommunicator
~ ibsend (read data(mems; buf; count; datatypes [dtype]); cm:group[dest]; cm:cid; tag; p)
n mem%[reqjest] = len(regs ) settherequeshandle

TheMPI_Recv is modeledn asimilarway. If asendrequestindareceve requesmatch,
thenthe MPI SystemScedulercantransferthe valuefrom the sendrequesto thereceve
request.RelationP de nesthe meaningof “matching”. Therearetwo caseseededo be
considered:

The sendis in readymode. Recallthatwhena sendrequest eq, is addedinto the
gueueijt is prematchedo areceverequest eg suchthattheprematch eld (abbre-



viatedas! ) in req, storeshetuplehdestinationprocessdestinationrequesindexi,
andin req storesthetuplehsource processsourcerequesindexi. TheMSSknows
thatreq, andreg matchif thesetwo tuplesmatch.

Thesendis in othermodes.Thesendrequestindreceve requestirematchedf their
sourcedestinationcontet ID andtaginformationmatch. Notethatthe sourceand
tagin the receve requestmay be MPI_ANY.SOURCEand MPI_ANY_.TAG respec-
tively.

(hp; dst; tagp; ! p; kpi P bsrc;q;tagq; ! o; Kqi) =
if 1q= " 1lg= then
thetwo requestsontainno pre-matchednformation
N tagq 2 ftagp; ANY.TAQ thetagsmatch
A g= dst qisthedestination
N src 2 fp; ANY.SOURCE thesourceis p or ary process
else thetwo requestshouldhave beenpre-matched
o= hgkgi N 1= hp;kpi
It istheruletransfer  thatmodelsthe messag@assingnechanismif a sendmessage
in procesy’'s queuematchesa receve requestn g's queuethenthe datais transferred.

Note thatmessagefrom the samesourceto the samedestinationshouldbe matchedn a
FIFOorder Supposeén proces$'srequestjueughereexistsanactive sendrequesteq =
hdst; cid; tagp; v; prp; > ;! pi $°"9, which containsa datavaluev to be sent;andprocessy's
requestjueuecontainsanactvereceverequesteq = houf; src;cid; tagy; -; prg; >; ! ¢i°,
whosedatais yetto bereceved. If req, (reg) is the rst requesin its queuethatmatches
req, (reg), thenthe valuein req, canbe transferredto req,. The following predicate
guaranteethis FIFO requirement:

@dst; cid; tagy; v; pri;>; ! 108 2 @buf; srep;cid; tagz; - pra; >t aife 2 1
_ p;dst;tags; ! 1;mi P bsrc;qg;tagq; ! o;ji _ hp;dst;tagp;! p;ii P Isrcz; g tags; ! 2; ni
_ Ip;dst;tags;! 1;mi P bsrcy; g, tagy; ! 2; ni

As shavnin thisrule, whenthetransferis done thevalue eld in thereceverequesteq
is lled with theincomingvaluev, andthevalue eld in the sendrequestreq is setto _,
indicatingthatthe valuehasbeensentout. If therequesis not persistenandnotlive (i.e.
the correspondindiPl_ Wait hasbeencalled),thenit will be removed from the request
gueue.In addition,if thereceve requestt procesgj is not live, thentheincomingvalue
will bewrittento g'slocalmemory

The MPI_Wait call returnswhenthe operationidenti ed by the request equest is com-
plete. If request is a null handle,then an empty status(wherethe tag and sourceare
MPI_ANY.TAG and MPI_ANY_.SOURCEHEespectrely, and countequalsto 0) is returned;
otherwisgheassitanfunctionwait _oneis invoked,which pickstheappropriatevait func-



Data Structures
sendrequest : important elds + lessimportant elds
hdst :int ; cid :int ; tag :int ; value; pr : bool ; active : bool ; prematchi ™% +
hcancelled: bool ; dealloc: bool; live: booli
recvrequest : important elds + lessimportant elds
Houf :int ; src:int ; cid :int ; tag:int ; value; pr : bool; active: bool ; prematchi’®® +
hcancelled: bool ; dealloc: bool; live: booli

ibsend (v; dst; cid; tag; p) $ buffer send

requires fsize (v) buffer p:vacancyg checkbuffer availability

regs o = recsp, hdst;cid; tag;v; ?;>; i’ A appendanew sendrequest
buffer g:vacancy: buffer p:vacancy size (v) allocatebuffer space
issend (v; dst; cid; tag; p) $ synchronousend

regs g: reqs , hdst;cid;tag;v;?;>; j ssend

(ho; dst; tagp; ! p; kpi P bsrc;q;tagq; ! q; Kqi) 2 matcha sendrequestindareceve request
if 1gq= "~ 1ly= then

tagq 2 ftagy; ANY.TAGY ~ g= dst * src2 fp;ANY.SOURCE
else ! , = hoykgi ~ ! g = hoskpi prematchedequests

irsend (v; dst;cid;tag;p) $ readysend

9q: 9hsrc;cid; tags; ; pri;>; 1,5V 2 reqgs g :
hp;dst; tag; ; len (regs ,)i P hsrc;q;tagy; ; ki

regs g: reqs , hdst;cid;tag;v;? ;> hg; Kii rsend A reqs 8:! = hp;len (regs ,)i

requires f g amatchingreceve exists?

isend $ if use_buff er then ibsend else issend standardnodesend

irecv (buf;src;cid;tag;p) $ receve
regs p = regs , tbuf;src;cid;tag; ;?;>; ire

MPLIsend (buf; count; dty pe;dest;tag; comm;request; p) $ standardmmediatesend
let cm = comms[comm]in thecommunicator

~ isend (read.data(mems; buf; count; dtype); cm:gr oup[dest]; cm:cid; tag; p)

n mem%[recpest] = len(regs ) settherequeshandle

MPLIrecv (buf;count; dtype;source;tag; comm;request;p) $ immediatereceve
let cm = comms[comm]in thecommunicator

A irecv (buf; cm:group[dest]; cm:cid; tag; p)

n mem%[recpest] = len(regs p)

wait _one(request; status; p) = waitfor onerequesto complete
if regs p[memsg[request]]:mode= recv

then recv _wait (request) for receverequest

else send_wait (request) for sendrequest

MPLWait(request; status; p) $ thetoplevel wait function
if memg[request] = REQUESINULL then

memg[status] = empty_status thehandleis null, returnanemptystatus
else wait _one(request; status; p)



transfer (p;q) $ messagéransferringirom process to process)
nreqs , = §  hdstcid;tagp;viprp; >t pited 5
nregs o= 7 houfisrcicid;tagg; prg;>;!gifY 34
N matchtherequestsn a FIFO manner
hp; dst; tagp; ! p;ii P tsrc;q;tagq;! ¢;ji »
@dst; cid; tagy; v; pri; > ;! gisend 2 D
@buf; srcy; cid; tagy; - pro; >; ! 2115 2
_ hp;dst;tags;! ;mi P bsrc;q;tagqy; ! o)
_ hp;dst; tagp; ! p;ii P bsrcy; g;tagy;! 2; ni
_ hp;dst;tags;! 1;mi P hsrcy; gytagz;! 25 ni
N regs = sendthedata
let b= regs y[il:livein
if :b~ :regs pfil:prthen § 5

q.
1 -

else § hdst;cid;tagp; _; prp; b;! pised b
N regs 3= receiethedata
let b= regs 4[j:livein
if b~ :regs gfjlprthen § 3
else § houf;p;cid;tagq; v; prq; b;! 4i' e 3

Nregs gfilive) memg[buf] = v write thedatainto memory

recv _wait (request; status; p) $ wait for areceverequesto complete
let recrindex = memg[request] in

" regs g[reqindex]:live= ? indicatethewait hasbeencalled
N

_ - regs p[regindex]:active) mems[status] = empty_status
_ therequesis still active

let 1 houf;src;cid;tag; v pr;>;! e ngex 2= regs 4in
let b= pr ~ :regs ,[regindex].deallocin
let new_recs =

if bthen

1 hbuf;src;cid;tag;v_;pr;?;!i"eV 2 settherequesto beinactive
else 2 removetherequest
in
let new_regindex = updatetherequeshandle
if bthen reqindex else REQUESINULLIn
if regs g[reqgindex].canceledthen
mem%[status] = get status(regs p[req.index]) »
regs p = new.recgs " mem%[recpest] = new_reg.index
else if src= PROCNULLthen
mem%[status] = null_status *
reqs , = new.recs " mem%[recpest] = new_reg.index

else
wait until thedataarrive, thenwrite it to the memory
V.6 _
mem%[status] = getstatus(regs p[rec.index]) »
memg[buf] = v_"

regs p = new.recgs " mem%[recpest] = new_reg.index

Figure4: Modeling point-to-pointcommunicationgll)



send_wait (request; status; p) $ wait for areceve requesto complete
let recindex = memg[reaquest]in
" regs 8[re0rindex]:live: ? indicatethewait hasbeencalled
AN
_ - regs p[regindex]:active) mems[status] = empty_status
_ therequesis still active
let 1 hdst;cid;tag;v_;pr;>;! i[“eoqd_iendex 2= regs 4in
let b= pr ~ :regs ,[regindex]:dealloc _ v_6 _ in
let new._recs =
if bthen
1 houf;src;cid;tag;v_;pr;?;! i€ 2 settherequesto beinactive
else 1 2 removetherequest
in
let new_reqgindex = updatetherequeshandle
if bthen regindex else REQUESINULLIn
let action =
updatetherequestjueuethe statusandtherequeshandle
" memg[status] = get status(regs p[regindex])
N regs , = new.recs " mem%[reqjest] = new_reg.index
in
if regs q[reqgindex].canceledthen action
else if dst= PROCNULLthen
mem%[status] = null_status
regs , = new.regs " memg[recpest] = new_req.index
else if mode= ssendthen synchronousend

cancompleteonly a matchingreceve hasbeenstarted
9q: 9hsrcy;cid; tagy; o pro;>; ! 10 8 2 41
hdst; p;tag;! ;req P hsrcy;q;tagy;! 1;Ki
action
else if mode= bhsendthen
action ~ buffer %capaticy = buffer :capaticy size (v.)
else if nobufferis usedthenwait until thevalueis sent
;usebuffer) (v.=))
action

issend _init (v;dst;cid ;tag;p)$ persistentinactive) requesfor synchronousend
regs 8: regs , hdst; cid; tag;v;>;?; issend

irecv _nit (buf;src;cid;tag;p) $ persisten{inactive)receiverequest
regs 8: regs , houf;src;cid;tag; ;>;?; i

start (reqg.index; p) $ start(activate)apersistentequest

requires fregs p[reqindex]:pr ~ : regs ,[regindex].activeg
regs g[reqindex] = [regs p[reqindex] EXCEPT:active = >]

Figure5: Modeling point-to-pointcommunicationglil)



cancel (regindex; p) $ cancelarequest

if regs p[regindex]:activethen regs 0[reormdex] canceled= > markfor cancellation
else regs ; 0 = removereqs p,reorlndex)

free request (request;p) $ freearequest
let regindex = memg[request]in
let 1 hdsttag;v ;pr;act; IPe(:qd?ndex 2= regs 4in
if actthen reqgs g[reormdex].dealloc: > markfor deallocation

else regs 8= 1 2 N memg[recpest] = REQUESINULL removetherequest

has_completed(r eg.index; p) = whetherarequestascompleted
_ 9hbuf;src;cid; tag; v, pr;>;! i"'*% = regs 4[reqg.index] thedatav havearrived
_ 9hdst; cid; tag; v_; pr;>;! iM% = reqs qlregindex] :

__mode= bsend thedataarebuffered

_mode= rsend * (usebuffer _ (v.= .)) thedatahave beensentor buffered

__mode= ssend * theremustexist a matchingreceve

9q: 9hbufy;srey;cid; tags; - pro; > ;! 10 Y 2 regs ¢ :
hdst; p;tag;! ;req P hsrcy;g;tags;! 1;Kki

wait _any(count; reoa,r!ay; index; status; p) $ wait for any requesin reqa,r!aly to complete
if 8i 2 O::count 1: reoa,r!ay[i] = REQUESINULL _ : regs p[reoﬁ,r!ay[i]]:active
then memg[index] = UNDEFINED” memg[status] = empty_status
choose i : has_.completed(recy ray[i]; 9)
else
memg[index] =i "
memg$[status] = get_status(reqs p[req-;lr,;,lyh]])

!
wait _all (count; reorarréy; status _array;p) $ wait for all requestsn rec,, r!ay to complete
8i 2 0::count 1:wait _one(reqa”!ay [i]; status_arrayl[i]; p)

wait for all enabledequestsn ey r: ray to complete,abstractlngawaythestatuses

wait _somégincount; reqElrray outcount; |nd|ceElrray p) $ |

if 8i 2 0:count 1:regyray[i]= REQUESINULL _ : regs ,[regyray[i]]:active
then memg[index] = UNDEFINED

else

let (index; count)— plckall thecompletedequests
choose(A % reoa,ray, maxk 2 1::incount 1):812 0::k 1:has. completed(A[I] p)
in
I
wait _all (count; index; p) '
outcount®= count * indicearray®= index

Figure6: Modeling point-to-pointcommunicationglV)



tion accordingto thetypeof therequest.

wait _one(r eq status; p) = wait for onerequesto complete
if regs p[req:mode= recv

then recv _wait (req) for receverequest

else send_wait (req for sendrequest

MPLWait(r equest; status; p) $
let regindex = memsp[request]in
if reqindex = REQUESINULL then
memg[status] = empty_status thehandleis null, returnanemptystatus
else wait _one(req.index; status; p)

Let uslook closeratthede nition of recv _wait (see gure 4). Firstof all, afterthis wait

call therequests not “li ve” any more,thusthelive ag is setto false. Whenthe call is

madewith aninactive requestjt returnsimmediatelywith anemptystatus.If therequest
is persistenaindis notmarkedfor deallocationthentherequesbecomesnactive afterthe

call; otherwiseit is removedfrom therequesueueandthe correspondingequeshandle
is setto MPI_REQUESINULL

Then, if the requesthasbeenmarked for cancellation,thenthe call completeswithout
writing thedatainto thememory If thesourceprocesss anull processthenthecall returns
immediatelywith a null statuswith source= MPI_PROCNULL, tag= MPI_ANY_.TAG and
count= 0. Finally, if thevaluehasbeenreceved(i.e. v. 6 _), thenthevaluev is writtento
procesg's localmemoryandthe statusobjectis updatedaccordingly

The semanticof a wait call on a sendrequestis de ned similarly, especiallywhenthe
call is madewith a null or inactive or cancelledequestpor thetargetprocesss null. The
main differenceis thatthe wait on a receve requestcancompleteonly afterthe incoming
datahave arrived, while the wait on a sendrequesimay completebeforethe dataare sent
out. Thuswe cannotdeletethe sendrequeswhenits datahaven't beensent,this requires
the conditionbto bepr ~ : regs [reqindex].dealoc _ v 6 _. After thecall, the
statusobject,requesfjueueandrequesthandleareupdatedin particulay if therequeshas
sentthe data,andit is not persistenbr hasbeenmarkedfor deallocationthenthe request
handleis setto MPI_.REQUESINULL On the otherhand,if the datahave not beensent
(i.e. v_.6 ), thentherequeshandlewill beintact.

memﬁ[status] = get_status(regs ,[reqg.index])
reqs , = new.regs " memg[recpest] = new_req.index

Dependingon the sendmode,the wait call may or may not completebeforethe dataare
sent. A sendin a synchronousnodewill completeonly if a matchingreceve is already
posted.

9q: 9hsrey; cidy;tagy; o pro;>; ! i * 2 4
hdst; p;cid; tag;! ;req P tsrcy;q;cidy;tags;! 1;ki

A bufferedmodesendwill completeimmediatelysincethe datais buffered. If no buffer



is usedareadymodesendwill beblockeduntil the datais transferredptherwiseit returns
intermediately

Whena persistentommunicatiorrequests createdye setits presistent ag. A commu-
nicationusingapersistentequests initiatedby thestart ~ function. Whenthisfunctionis

called,therequesshouldbeinactive. Therequesbecomesctive afterthecall. A pending,
nonblockingcommunicatiorcanbe canceledy a cancel call, which markstherequest
for cancellationA free _request call markstherequesbbjectfor deallocatiorandset
therequeshandleto MPI_REQUESINULL An ongoingcommunicatiorwill be allowed

to completeandtherequeswill bedeallocateanly afterits completion.

In our implementationthe requirementfor a requestto be completeis modeledby the
has_completedfunction. A receve requesis completewhenthe datahave beenreceved.
A sendrequesin the buffer modeis completewhenthe datahave beenbufferedor trans-
ferred. This functionis usedto implementcommunicatioroperationf multiple comple-
tions. For example MPI_Waitany blocksuntil oneof thecommunicatiorassociateavith
requestsn thearrayhascompletedlt returnsin index thearraylocationof thecompleted
requestMPI_Waitall  blocksuntil all communicationsomplete andreturnshestatuses
of all requestsMPI_Waitsome waitsuntil atleastoneof thecommunicationgompletes
andreturnsthe completedequests.

4.5 Datatype

A generabdatatypas anopaguebjectthatspeci esasequencef basicdatatypesndinte-
gerdisplacementsTheextend of adatatypes thespanfromthe rst byteto thelastbytein

thisdatatype A datatypecanbederivedfrom simplerdatatypeshroughdatatypeconstruc-
tors. Thesimplestdatatypeconstructormodeledoy contiguous  _copy , allowsreplica-
tion of adatatypento contiguoudocations.For example,contiguous_copy(2; hidouble ; Oi ;

hchar; 8ii ) resultsin hidouble ; Oi ; hchar ; 8i; hdouble ; 16 ; hchar ; 24ii .

Constructortype _vector constructsa type consistingof the replicationof a datatype
into locationsthatconsistof equallyspacedlocks;eachblock is obtainedby concatenat-
ing the samenumberof copiesof the old datatype.type _indexed allows oneto spec-
ify a noncontiguouglatalayout wheredisplacement®etweenblocks neednot be equal.
type _struct isthemostgeneratypeconstructorit allowseachblockto consisof repli-
cationsof differentdatatypesTheseconstructorarede nedwith thecontiguous _copy
constructoandtheset _offset function(whichincreaseshedisplacementsf theitems



in thetypeby a certainoffset). Otherconstructorsarede ned similarly. For instance,

type _vector (2;2; 3; hidouble; 0i ; hchar; 8ii ) =
hidouble ; 0i; hchar; 8i; hdouble; 16i; hchar; 24i;
hdouble; 48i; hchar; 56i ; hdouble ; 64i ; hchar ; 72ii
type _indexed (2; h3; 1i; 4, Oi ; hidouble ; 0i ; hchar ; 8ii ) =
hidouble ; 64i ; hchar; 72i ; double ; 80i ; hchar; 88i;
hdouble ; 96i ; hchar; 104 ; double; Oi ; hchar; 8ii
type _struct (3;h2;1;3i;H0; 16; 26i ; Hloat ;hldouble;Oi; hchar; 8ii ;chari) =
hifloat ;O0i;Hloat ;4i;hdouble;16i;hchar;24i;hchar; 26i;hchar; 27 ; hchar; 28ii

When creatinga new type at processp, we storethe type in an unusedplacein the
datatypes |, object,andhave the outputreferencedatatype point to this place. When
deletingadatatypeatproces®, weremoveit fromthedatatypes |, objectandsettheref-
erenceo MPI_DATATYPENULL Derived datatypesupportthe speci cationof noncon-
tiguouscommunicatiorbuffers. We shav in Figure7 how to readdatafrom suchbuffers:
noncontiguouslataare “packed” into contiguousdatawhich may be “unpacled” laterin
accordancé¢o otherdatatypes.

Datatypeoperationsarelocal function— no interprocess€ommunicationis neededvhen
suchanoperations executed.n thetransitionrelationspnly thedatatypes objectatthe
calling procesds modi ed. For example,thetransitionimplementingMPI_Type _index

is asfollows. Notethatarguementblockengths is actuallythe startaddressof the block
lengtharrayin thememory;augumentsldtypeandnewty pestorethereferenceso datatypes
in thedatatypes objects.

MPLTypeindex (count; block engths; displacements;oldty pe;newty pe;p) $

let lengths = [i '2 0::count 7! mems[blockiengths + i]] in lengtharray

let displacements= [i 2 0::count 7! mems[displacements+ i]] in

let typeindex = unused.index (datatypes,) in new datatypendex

let dtype= datatypes ,[oldtype]in | |

N dataty pes[ty pe.index] = type _indexed (count; blockl engths; displacements; dtype)
A mems[newty pel®= type.index updatethereferenceo thenew datatype

4.6 Collective Communication

All processeparticipatingn acollectvecommunicatiorcoordinatewith eachotherthrough
thesharedend object.Thereisarend objectcorrespondingo eachcommunicatorand
rend [cid] refersto therendezwoususedby thecommunicatowith context id cid. A rend
objectconsistf asequencef communicatiorslots. In eachslot, thestatus eld records
the statusof eachprocess:'e (‘entered’), |” (left") or 'v' (‘vacant',which is the initial
value);theshared data eld storesthe datasharedamongall processesanddata stores
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typemap: htype;disp : int i array

contiguous_copy(count; dtype) = replicatea datatypdnto contiguoudocations
let F(i)=
if i = 1lthen dtype
else F(i 1) [k2 DONdtype) 7!
hdty pelk]:ty pe;dtypek]:disp+ (i 1) extend(dtype)i]
in F(count)

setof f set(dtype;of f set) 2 adjustdisplacements
[k 2 DONdtype) 7! hdtypek]:ty pe;dty pelk] + of f seti]

replicatea datatypento equallyspacedlocks
type _vector (count; blockength; stride; dtype) $
let F(i)=
if 1= countthen hi
else let of f set= set.of f set(dtype;extend (dtype) stride i) in
contiguous_copy(blocklength; of f set) F (i + 1)
in F(0)

replicatea datatypento a sequencef blocks

type _indexed (count; blocklengths dlsplacements dtype) $
let F(i) =

if 1= 0then hi

else F(i 1)

contiguous_copy(blocki engths[| 1];

|
set_of f set(dtype;displacementdi 1] extend (dtype)))
in F(count)

replicatea datatypeo blocksthatmaycon5|st0f dlfferentdatatypes

type _struct (count; bIockIengths dlsplacements dtype@ $
let F(i)=
if i = Othen hi |
else F(i 1) contiguous_copyblocklengths]i I1]; |
set_of f set(dtypedi 1], displacementdi  1])
in F(count)

create_dataty pe(dataty pe;dty pe;p) = createanew datatype

let index = unused.index (datatypes ) in
datatypes O[mdex]— dtype » memg[datatype] index

type _free (datatype;p) = freeadatatype
datatypes g— datatypes |, nfdatatypes ,[datatypelg * dataty pe®= DATATYPENULL
read data(mem; buf; count; dtype) = read(non-contiguousylatafrom the memory
let read.one(buf) =
let Fi(i)=1if i= Othen hielse Fi(i 1) mem[buf + dtypeli 1]:disp]
in Fi(size (dtype))
in let F,(i 2 0::count) =
if i =0then hielse Fo(i 1) readonelbuf + (i 1) extend(dtype))
in E-(cotint)



the datasentby eachprocesdo the rendezous. We usethe notation to representhe
contentin the status.

Most collective communicationgre synchronizingwhile therest(like MPI _Bcast ) can
eitherbe synchronizingor non-synchronizing.A collective primitive is implementedoy
aloosesynchronizatiorprotocol: in the rst “init” phaseproces9 checkswhetherthere
existsaslotsuchthatp hasnotparticipantn. A negativeanswemeanghatp is initializing
anew collectve communicationthusp createsanew slot, setsits statugo be "entered'and
storedts valuev in this slot. If thereareslotsindicatingthatp hasnotjoinedtheassociated
communicationgi.e. p's statusis V'), thenp registersitself in the rst of suchslotsby
updatingits statusandvaluein theslot. This phaseas the samefor both synchronizingand
non-synchronizingommunicationsRulesyn i,y andsyn i arethesimpli ed caseof

Syn put .

After the“init” phaseprocess proceedgo its next “wait” phase.Amongall the slotsp

locateghe rst oneindicatingthatit hasenteredut notleft theassociatedommunication.
If the communications synchronizingthenit hasto wait until all otherprocesse the

samecommunicatiorhave nished their “init” phasesptherwiseit doesnot have to wait.

If pisthelastprocesghatleaves,thentheentirecollectve communicatiors over andthe

communicatiorslot canbe removed from the queue;otherwisep just updatests statusto

be left'.

Theseprotocolsare usedto specify collectve communicationprimitives. For example,
MPI_Bcast isimplementedstwo transitions:MPI_Bcast i,y andMPI_Bcast .. The
root rst senddts datato therendezwousin MPI_Bcast i, , thenby usingthe asyn ait

rule it canreturnimmediatelywithout waiting for the completionof otherprocessesOn
the otherhand.,if thecall is synchronizinghenit will usethesyn 5 rule. In contrasta
non-rootprocesp needdo call thesyn 5 becausé mustwait for thedatafrom theroot
to “reach”therendezwous.

In the MPI_Gather call, eachprocesancluding the root sendsdatato the root; andthe
root storesall datain rankorder Expressiorfi 2 DONgr) ! rend ,[comm:cid]:data[gr [i]]]
returnsthe concatenatiomf the dataof all processe# rank order Functionwr ite data
writesanarrayof dataintothememory MPI_Scatter istheinverseoperatiorto MPI_Gather .
In MPI1_Alltoall , eachprocessendglistinctdatato eachof therecevers. Thej ! block
sentfrom process is receved by procesg andis placedin thei" block of the receve
buffer. Additionally, datafrom all processes a groupcanbe combinedusingareduction
operationop. Thecall of MPI_Scan ata processwith ranki returnsin thereceve buffer
thereductionof thevaluesfrom processewith ranksO; ;i (inclusive).
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rendezvous f or a communication :
hstatus : [p:int ! f1%°€% v0]; sdata; data: [p:int ! value]i array

proces9 joins thecommunicatiorandstoresthe shareddatavs and

its own datav in therenderous

SyNput (Cid; vs; v; p) =

if cid 2 DONrend ) then rend 9cid] = Hp 7! € vs;[p 7! V]i

else if 8slot 2 rend [cid] : slot:status[p] 2 f €% 1% then
rend 9cid] = rend [cid] Hp 7! €J;vs;[p 7! V]i

else
rend [cid]= 1 h ] hp;Va;v;Svi 2~
8slot2 ; :slot:status[p] 6 v°
rend Jeid]= 1 h ] hpi'e%; v Sy povii
syninit (cid; p) = syn_write (cid; ; ; p) nodataarestored

SYNwrite (Cid; V; p) = syn_write (cid; ; v;p) noshareddataarestored

SYyNwait (Cid; p) = procesy leavesthesynchronizaingommunication
rend [cid]= 1 h ] mp;e%;vs;Svi 22
8k 2 comms[cid]:group: [ k]2 f€% 1%~
8slot2  :slot:status[p] 6 €°

rend Ycid] = if 8k 2 comms[cid]:group: [ k]= [°then 1
else 1 h ] mI% vs; Sii 2

asynyait (cid; p) = procesg leavesthe non-synchronizaingommunication
rend [cid]= 1 h ] mp;e%;vs;Svi 22
8slot2  :slot:status[p] 6 €°

rend Jcid] = if 8k 2 commsy[cid]:group: [ k] = 1°then 1
else 1 h ] mI% vs; Sii 2

Figure8: Thebasicprotocolfor collectve communications



Po p1 07)
synput (Cid = O;sdata = vs;data = vg) Synine (cid = 0) Synwite (cid = 0; data = v»)

asynuait (Cid = 0) SYNwait (Cid = 0)  SyNwait (cid = 0)
syninir (cid = 0)
step event rend [0]
1 SYNput (0; Vs; Vo;0)  HO 7! "eY; vs; [0 7! Vol
2 syninit (0;1) HO 7! "% 17! e9;vs;[0 7! voli
3 SyNwait (0; 0) HO 7! 1% 17! "e9;vs; [0 7! vl
4 syninit (0;0) HO7! 1%17! "9 vs;[07! voli HO7! €Y ; i
5 SYNwrite (0;v2;2)  HO7! 71%171°€%271 e vs;[07! vo;27! vo]i  HOT7! €Y ; i
6 SyNuait (0; 2) HO7! 18171 €271 19 vs; [07! vo; 27! vo]i HOT7! '€Y; ; i
7 SyNwai (0;1) HO7! €Y ; i

Figure9: An exampleusingthe collective protocol. Threeprocesseparticipatein collec-
tive communicationyia a communicatomwith context ID = 0. Proces$,'s asynchronous
wait returnsevenbeforep, joins thesynchronizationit alsoinitializesanew synchroniza-
tion afterit returns. Proces,, the last onejoining the synchronizationdeallocateghe
slot. The executionfollows from the semanticshovn in gure 8.

MPI-2 introducesextensionsof mary of MPI-1 collective routinesto intercommunicators,
eachof which containa local group and a remotegroup. In this case,we just needto
replacecomms[cid]:gr oupwith comms,[cid]:group[ comms,[cid]:remote.groupin the
rulesshavn in gure 8. In our TLA+ speci cationwe take both casesnto accountwhen
designinghe collective protocol.

For example,if thecommin MPI_Bcast is anintercommunicatqrthenthe call involves
all processedn the intercommunicatqrbroadcastingrom the root in one group (group
A) to all processe the othergroup(groupB). All processes groupB passthe same
valuein agumentr oot, whichis therankof therootin groupA. Theroot passeshevalue
MPI_ROOQOTin root, andotherprocesses group A passthe value MPI_PROCNULL in
root

4.7 Communicator

Messag@assingn MPI is via communicatorsgachof which speci esaset(group)of pro-
cesseshatparticipatan thecommunicationCommunicatorganbecreatecanddestryed
dynamicallyby coordinatingprocessesInformation abouttopology and other attributes
of acommunicatocanbe updatedoo. An intercommunicatois usedfor communication
betweenwo disjoint groupsof processesNo topologyis associateavith anintercommu-



theroot broadcastslatato prococess
bcast init (buf;v;root;comm;p) $
(comm:grouprooft] = p) ? syny, (comm:cid;v; ; p) : Synine (comm:cid; p)
bcast wait (buf; v; root;comm;p) $
if comm:group[root] = p then
need.syn ? synysit (comm:cid; p) : asynwait (comm:cid;p)
else synyit (comm:cid;p) memg[buf]= rend p[comm:cid]:sdata

theroot gatherdatafrom prococess
gather iy (buf;v;root;comm;p) $ Synwie (cOomm:cid;v; p)
gather wait (buf; v; root;comm;p) $
if comm:group[root] 6 pthen
need.syn ? synysit (comm:cid; p) : asynwait (comm:cid;p)
else
A syNyait (comm:cid; p)
N let data= [i 2 DONcomm:group) ! rend ,[comm:cid]:data[comm:group(i]]]
in mem% = write _data(mems; buf; data)

theroot scatterglatato prococess
scatter it (buf;'v:root;comm:p) $

(comm:group[r'oot] =p) ?synput(comm:cid;!v; i P) : Syninir (comm:cid; p)
scatter wait (buf; ‘v ;root;comm;p) $

if comm:group[roof] = p  : needsyn then asynya,i: (comm:cid; p)

else syny,it (comm:cid; p) mem%[buf]: rend p:sdata[comm:groupjp]

all prococessendandreceve data
alltoall it (buf;!v;comm;p) $ syn_write (comm:cid;!v;p)
alltoall it (buf; v :comm;p) $
N SyNwait (comm:cid; p)
AN let gr = comm:groupin
let data= [i 2 DOMyr ! rend [comm:cid]:data[gr[i]][grjp]] in
mem% = write _data(mems; buf; data)

| .
reducer ange(op; data; star t; end) '=' reducethedataaccord|ingo therange

let F(i)=if i= startthen datali] else op(F (i 1);data[i]) in F(end)
reducedop; data) = reducerange(op; data; 0; size (data)) reduceanarrayof values

pre x reductionon the datadistributedacrosghe group
scaninit (buf;v;op;comm;p) $ synwite (CcOmm:cid;v;p)
scanwait (buf; v; op;comm;p) $
N SyNyait (comm:cid; p)
AN let gr = comm:groupin
let data=[i 2 0::grjp 7! rend p[comm:cid]:data[gr[i]]]
in mem%[buf] = reducerange(op; data; 0; grjp)

inter _bcast iy (buf;v;root;comm;p) $ broadcasin aninter-communicator
(comm:group[root] = ROOT ? syn_put(comm:cid;Vv; ; p) : synijxt (comm:cid;p)
inter _bcast wait (buf; v;root;comm;p) $
if root2 fPROCNULL,ROOT ~ : needsyn then asyny,i: (comm:cid;p)
else syny,it (comm:cid; p) memg[buf]: rend p[comm:cid]:sdata

Figure10: Modeling collective communications



nicator

4.7.1 Group

A groupde nestheparticipantan the communicatiorof acommunicatarlt is actuallyan
orderedcollectionof processesgeachwith arank. An orderedsetcontainingn elements
rangingfrom 0 to N canbemodeledasafunction:

[[20:n 1! 0:N]

Givenagroupgr modeledasanorderedset,therankof a procesg in this groupis given
by orj,, andthe processwith ranki is by grfi].

The distinct concatenatiorof two orderedsetss; ands, is obtainedby appendingthe
elementsn s, ns; to S;:

S1 S, = [ 20:(syy+jsej 1) 7Vi<jspj?sifi] @ sofi  size (s1)]]:
Thedifferencejntersectiorandunionof two orderedsetsaregivenby

s;  Sp = orderedsetdifference

let F(i 2 0:jsij) =

(i=0)?hi : (s1fi 1]2sp) ?F(i 1) hs[i 1Ji - F(i 1)
in F[jsij]

S1 S, = orderedsetintersection

let F(i 2 0:jsij) =

(i=0)?hi: (s1]i 1]2s)?F( 1) bsii 1) 0 F( 1)
in F[jsij]

S1 S2= S (s2 s1) orderedsetunion

Functionincl (s;n; ranks) createanorderedsetthatconsistof then elementsn s with
ranksranks[0];:::;ranks[n 1], excl createsanorderedsetthatis obtainedby deleting
from s thoseelementsvith ranksranks|0];:::;ranks[n 1];range _incl (range _excl )
acceptsa ranges argumentof form (r st rank,lastrank,stride)indicating ranksin s to be



included(excluded)in thenew orderedset.
incl (s; n; ranks) 2 [i20:n 17! s[ranks[i]]]
excl(s; n; ranks) 25 (incl (s; n; ranks))

range_incl (s; n; ranges) =
let flatten(first;last;stride) = proces®nerange

if last < firstthen hi

else first flatten(first+ stride;last; stride)
in
let F(i) = processlltheranges

if i = 0then hi

else let ranks = flatten(rangeqi 1])

in F(i 1) incl(s;size (ranks);ranks)

in F(n)

range_excl(s;n; ranges) 2 s (range_incl (s; n; ranges))

For example,supposes; = ha;b;c;di ands, = Hd;a;ei, thens; s, = h;b;c;d;el,

s; S, = hajdi,ands; s, = hb;ci. Supposes = ha;b;c;d;e;f;g; h;i; ji andranges=

hi®; 7; 1i; hl; 6; 2i ; h0; 9; 4ii ,thenrange_incl(s; 3;ranges) = hg; h; b;d;f; a;e;ii andrange_excl(
s;3;ranges) = hc;ji.

Sincemostgroupoperationsarelocal andtheir executiondo not requireinterprocessom-
munication,in thetransitionrelationscorrespondindgo suchoperationspnly thegroups
objectat the calling processis modi ed. For example,the transitionimplementingthe
unionof two groupsis asfollows.

MPLGroup_union (groupy ; groupz; gr OUpnew ; P) $

let gid = unused.item (groups ;) in

groups 8= groups ] hgid; groups p[groupi] groups p[group;]i *
mems[gr oupnew | = gid

4.7.2 Communicator Operations

Communicatoconstructor@nddestructorarecollective functionsthatareinvokedby all
processem theinvolvedgroup.Whenanen communicators createdeachparticipanting
processrst invokesthe “synchronizationinitialization” primitive (mentionedn the Sec-
tion 4.6) to expressits willing to join the creation;thenit callsthe “synchronizationwvait”
primitive to wait for thejoining of all otherprocessesnally it createghelocal versionof
thenew communicatoandstoreit in its commsobject.



Communicatorsnay be attachedwith arbitrary piecesof information (called attributes).
Whena attribute key is allocated(e.g. by calling the MPI_Comnxreate _keyval ) and
storedn thekeyvals object,it is attachedvith acopy callbackfunction,adeletecallback
functionandan extra statefor callbackfunctions. Whena communicatois createdusing
functionslike MPI_Commdup, all callbackcopy functionsfor attributesareinvoked (in

arbitraryorder). Whenthe copy functionreturnsf lag= ?, thentheattributeis deletedn

the createdcommunicatorptherwisethe new attribute valueis setto the valuereturnedn

attr ibute_val _out.

The MPI_Comnmdup codeshownn in Figure 11 createsa new intracommunicatowith the
samegroup andtopology asthe input intracommunicator The associatiorof cachedat-
tributesis controlledby the copy callbackfunctions.As the nev communicatomusthave
auniquecontet id, the the processwith rank 0 picks anunusedcontext id, write it to the
sharedareaof therendezwus,andregistersit in the system.In the“synchronizatiorwait”
phasesachprocesdetchesthe uniquecontet id, nds a placefor the new communicator
in its commsobject,andupdateshereferencedo this place.

Intercommunicatooperationgrealittle morecomplicated For example Intercomm _merge
createsanintracommunicatofrom theunionof thetwo groupsof aintercommunicatorAll
processeshouldprovide the samehigh valuewithin eachof the two groups. The group
providing thevaluehigh = > shouldbe orderedbeforethe oneproviding high = ?; and
theorderis arbitraryif all processeprovide thesamehigh argument.

TheTLA+ speci cationof communicatoobperationss moredetailed wherewe needo: (i)

checkwhetherall processeproposéhesamegroup andthegroupis asubsebfthegroup
associateavith the old communicator{ii) have the functionreturnsMPI_COMMNULL to
processeshat are not in the group ; (iii) call the error callbackfunctionswhen errors
occur

4.7.3 Topology

A topologycanprovide a corvenientnamingmechanisnfor the processesvithin a com-
municator andadditionally may assistthe runtime systemin mappingthe processesnto
hardware. A topologycanbe representedby a graph,with nodesand edgesstandingfor
processeandcommunicatiorinks respectrely. In somecasest is desirableo useCarte-
siantopologiesof arbitrarydimensions).

The primitive Cart _create builds a new communicatorwith Cartesiantopology in-
formation. Argumentsndims and dims give the numberof dimensionsand an inte-
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communicator : cid : int ; group: oset; remote_group: oset; topology; attr ibutes : map

create.comm(comm; keyvals) = createanew communicator
let copy.attr (comm;attr ; keyvals) = call the copy function
let keyval = keyvals[attr :key] in
let y = keyval:copy.attr _f n(comm;attr :key; keyval:extr a_state; attr :value) in
[comm EXCEPT!attr ibutes =
if y:flag= ? then remove@; attr :key) else @] hattr :key; y:attr ibute_val _outi
]in
let traverse(T) = callthecopy functionsof all attributes
if T = fg then comm
else chooseattr 2 T : copy.attr (tr averse(T nfattr g); attr ; keyvals) in
if attr ibutes 2 DOMcomm then comm else tr averse(comm:attr ibutes)

comndupiyie (comm;newcomm;p) $ duplicateacommunicator

let cid = next _comntid in obtainanunusecdcontext id
if comm:grj, = Othen syn_put(comm;cid; ; p) * register _cid (cid)
else syn_init (comnyp)

commdupyaic (comm; newcomm;p) $

syn_wait (comm;p) »

let slot = rend [comm:cid] in

let cid = slot:sdatain let new.index = unused.index (comms,) in

commsg = comms, ] ew_index; [create.comm(comm;keyvals,) EXCEPT!:cid = cid]i »
newcomm®= new_index

createa new intracommunicatoby merging thetwo groupsof theinte-communicator
intercomm _mergani: (inter comm; hig h; intr acommyey, ; p) $

let cid = next _comnxid in

if comm:grj, = Othen syn_put (inter comm;cid; high; p) ~ register _cid (cid)
else syn_write (intercomm;hi gh;p)

intercomm _merg&yait (inter comm; hig h; intr acommyey, ; p) $
syn_wait (inter comm;p) *
let slot = rend [inter comm:cid] in
let cid = slot:sdatain let new.index = unused.index (comms,) in
let Ir = inter comm:group inter comm:remote_groupin
let rl = inter comm:remote group inter comm:groupin
let group=
if 8i;j 2 inter comm:group[ inter comm:remote_group:
rend [inter comm:cid]:data[i] = rend [inter comm:cid]:datalj ]
then choose gr 2 flr;rlg processeproposehesamehigh value

else high ?Ir : rlin orderthetwo groupsaccordingo thehigh value
comm% = commsg ] (new.index;
[create_comm(@; keyvals,) EXCEPT
I:cid = cid; !:group= group; l:remote_group=]
) N

inter comm@,., = new_index

new

Figurell: Modelingcommunicatooperations



ger array specifyingthe numberof processesn eachdimensionrespectrely. periods

speci es whetherthe grid is periodic or not in eachdimension;andreorder speci es
whetherranksmay be reorderedor not. If the total size of the grid is smallerthanthe

size of the group of comm, then thoseprocessesot tting into the grid are returned
MPI_COMMNULL Herethe helperfunctionrange_productndims; dims; i; j) computes
thevalueof dimsJi] dimsJj ].

Functioncoord_2_rank translateghe logical processcoordinatego procesganks;func-
tion rank_2_coord is therank-to-coordinateganslator They areusedto implementedhe
MPI_Cart _rank andMPI_Cart _coords primitives.

For furtherillustrationwe give the codeof MPI_Cart _shift . WhenaMPI_Sendrecv
operationis called alonga coordinatedirectionto performa shift of data,the rank of a
sourceprocesdor the receve andthe rank of a destinationprocessor the sendcanbe
calculatedoy thisMPI_Cart _shift  function. Thedir agumentindicateshedimension
of theshift. In thecaseof anend-of shift, out-of-rangerocessewill bereturnedhevalue
MPI_PROCNULL ClearlyMPI_Cart _shift isnotacollectivefunction.

4.8 ProcesdVlanagement

TheMPI-2 processnodelallows for the creationandcooperatre terminationof processes
after an MPI applicationhas started. Sincethe runtime ervironmentinvolving process
creationand terminationis not modeled,we do not specify MPI_Commspawn, which
startsmultiple copiesof an MPI programspeci cation, MPI_Commspawn _multiple
which startsmultiple executablespeci cations,and MPI_Comnget _parent , whichis
relatedto the“spawn” primitives.

Somefunctionsareprovidedto establisrcommunicatiorbetweertwo groupsof MPI pro-

cesseghat do not sharea communicatar One group of processe¢the server) indicates
its willingnessto acceptconnectiongrom othergroupsof processeshe othergroup (the

client) connectgo thesener. In orderto theclientto locatethe sener, the sener provides
a port_namethatencodes low-level network addressin our speci cationit consistsof a

processd andaportnumber A senercanpublishaportnamewith MPI_Publish _name

andclientscanretrieve the port namefrom the servicename.

A sener rst callsMPI_Open_port to establishaportatwhichit maybe contactedthen
it calls MPI_Commaccept to acceptconnectiondrom clients. This port namemay be
reusedafterit is freedwith MPI_Close _port . All publishedchameanustbeunpublished



Data Structures
Cartesian topology :
ndims :int ; dims :int array ; periods : bool array ; coordinate : int array

range_product(ndims; dims; i; j ) = computedimsii] dims|j ]
let F(ky=k>j ?1: dimslk] F(k+ 1)in F(i)

createa communicatoxvith Cartesiartopology

cart _create _init (comm;ndims; dims; periods;reorder;comm_cart; p) $
let cid = next_comirtid in

if comm:grj, = 0then syn_put(comm;cid; ; p) * register _cid (cid)
else syn_init (comnyp)

cart _create _wait (comm;ndims; dims; periods;reorder;comm_cart; p) $
syn_wait (comm;p) »
let slot = rend [comm:cid] in
let cid = slot:sdatain let new_ndex = unuseditem (comms,) in
let commpew =
if proc range_product(ndims; dims; O;ndims 1) then COMMNULL
else
[create_.comm(commygq ; keyvals,) EXCEPT
I:cid = cid;
l:group = reorder ? permute(@) : @
] 1 Hopology; [ndims 7! ndims; dims 7! dims; periods 7! periods]i
in commsg = comms, ] hnew_index; commpey i *
comm_cart®= new_index

coord_2_rank(coord; ndims; dims) = convertacoordinateo therank
let F(n) = if n= size(coord) then 0

else range_product(ndims; dims; n+ 1;ndims 1) coord[n]+ F(n+ 1)
in F(0)

rank_2_coord(rank; ndims; dims) = convertarankto the coordinate
let F(x;n)=if n= 0then hkxi else F(x dims[n];n 1) (x %dims[n])
in F(rank;ndims 1)

cart _shift (comm;dir;disp;p) = Cartesiarshift coordinates
let tp = comm:topology in
let hdims; ndimsi = hp:dims; tp:ndimsi in
let rank = comm:groupj, in let coord = rank_2_coord(rank; ndims; dims) in
let f(i) = computetherankofanodein adirection

if :tp:periods[rank] » (i dims[dir] _ i < 0)then PROCNULL

else coord_2_rank([coord EXCEPT[dir] = i]; ndims; dims)
in [ranksour ce 7! f (@ disp) % dims|[dir ]);

rankgest 7! f (@ + disp) % dims|[dir])]

Figurel2: Modelingtopologyoperations



beforethe correspondingportis closed.

Call MPI_Commaccept is collective over the calling communicatar It returnsan in-
tercommunicatothat allows communicatiorwith the client. In the “init” phasethe root
processetstheport's clientgroupto beits group.In the*wait” phasegachprocessreates
a new intercommunicatowith the local (remote)groupbeingthe sener (client) groupof
the port. Furthermorethe root processsetsthe port's statusto be “waiting' so that new
connectiorrequestgrom clientscanbeaccepted.

Call MPI_Comnronnect establishecommunicatiorwith a sener speci ed by a port
name. It is collective over the calling communicatorand returnsan intercommunicator
in which the remotegroup participatedn an MPI_Commaccept . We do not modelthe
time-outmechanismjnstead,we assumehe time out periodis in nitely long (thuswill
leadto deadlockif thereis no matchingMPI_Commaccept ). As shavn in the code,the
root procesicks a new context id in its “init” phase.In the “wait” phaseeachprocess
createsa new intercommunicatorandthe root procesuupdateghe port sothatthe sener
canproceedo createintercommunicators.

4.9 One-sidedCommunication

RemoteMemory Access(RMA) allows oneprocesgo specifyall communicatiorparam-
eters,both for the sendingsideandfor the receving side. This mechanisnseparateshe
communicatiorof datafrom the synchronizations.

A procesexposesa“window” of its memoryaccessibldy remoteprocesseslrhewinsob-
jectrepresentthe groupof processethatown andaccesshe setof windows they expose.
Themanagementf this object,e.g. the creationanddestrgying of awindow, is similarto
thatof the communicatoobjectcommsexceptthatwindow operationsaresynchronizing.

RMA communicationcalls associatedvith a window occurat a processonly within an
epochfor this window. Suchan epochstartswith a RMA synchronizatiorcall, proceeds
with someRMA communicatiorcalls(MPI_Put , MPI_Get andMPI_Accumulate ),and
completeswith anothersynchronizatiorcall. RMA communicationgall in two cateyories:
active target communicationwhere both the origin and target processesnvolve in the
communicationandpassivearget communicationywhereonly theorigin processnvolves
in the communication. We model active (passve) target communicationwith the eps
(locks ) object.



Data Structures
port : name : hproc: int ;port :int i; cid : int ; status : f ‘connected ‘waiting %;
server_group: oset; client _group: oseti

open_port (port_name; p) = establishanetwork address

let new_port_id = unused.item (ports ;) in

let new_port = [name 7! hp;new_port_idi; status 7! ‘waiting 9 in
ports g: ports ] [new_port_id 7! new_port] *

port_name®= new_port:name

close _port (port_name;p) = releaseanetwork address
requires fport_name 2 service _namesg
ports g: remove(ports ,; port_name:port)
thesener attemptdo establishcommunicatiorwith aclient
comnaccept i, (port_name;root;comm;newcomm;p) $
let port_no = port_name:port in
if comm:grj, = rootthen
ports [port_no]:status = ‘waiting O A synpy (comm:cid; port_no; ; p)

ports g[port_no] = [ports ,[port_no] EXCEPT!:server_group= comm:group]
else synjyt (comntid ;p)

commaccept wait (port_name; r oot;comm; newcomm;p) $
let port_no = rend p[cid]:sdata in
let port = ports comm:g roup[root][port—no] in
SyNn,,.it (comm;p) ~ port[port_no]:status = “connected

comm'é,)[newcomm] = [ cid 7! port:cid; group?7! port:server_group;
remote_group 7! port:client _group] »
(p= comm:group[root]) ) ports g[port_no]:status = “waiting ©

theclientattemptdo establishcommunicatiorwith a sener
commconnect iy (port_name; root;comm;newcomm;p) $
let port = ports ot namepr oclPOrt-name:port] in
let cid = next .commcid in
if comm:grj, = rootthen

port:status = ‘waiting ® * syn, (comm:cid; cid; ; p)

register _cid (cid)

else syniyi (comntid ; p)

comrconnect wait (pPort_name; root;comm; newcomm;p) $
syn,, i (comm:cid; p)
let cid = rend p[comm:cid]:sdata in
let port = ports comm:g roup[root][port—no] in
let hhost; port_noi = hport_name:proc;port_name:porti in
comms[newcomm)] =
[cid 7! cid; group 7! comm:group;
remote_group 7! ports s [POrt_nol:server_group] *
(p = comm:group[root]) )
ports O[port_no]:status = ‘connected
ports B[port_no]:client_group: comm:group”

ports §[port_no]:cid = cid

Cintiral1 2 MaoadalinAarhiont coarnar ~rcammiinicratinne



MPI_Win_start and MPI_Win_complete startand completean accesspoch(with
mode= ac) respectrely; while MPI_Win _post andMPI_Win_wait startandcomplete
anexposureepoch(with mode= ex) respectiely. Thereis one-to-onematchingbetween
accessepochesat origin processesnd exposureepocheson target processes.Distinct
accespochedor awindow at the sameprocessnustbe disjoint; so mustdistinct expo-
sureepoches.In a typical communicationthe target processrst calls MPI_Win _post
to startan exposureepoch,then the origin processcalls MPI_Win start  to startsan
accesepoch,andthenafter someRMA communicationst calls MPI_Win_complete
to completethis accessepoch, nally the target processcalls MPI_Win_wait to com-
plete the exposureepoch. This MPI_Win _post call will block until all matchingclass
to MPI_Win_complete have occured.BothMPI_Win_complete andMPI_Win wait
enforcecompletionof all precedingRMA calls. If MP1_Win start  is blocking,thenthe
correspondingiPI_Win _post must have executed. However, thesecalls may be non-
blockingandcompleteaheadbf the completionof others.

A processp maintainsin eps , a queueof epoches.Eachepochcontainsa sequencef
RMA communicationgetto becompletedits match eld containsasetof hmatching process;
matching epoch tuples,eachof which pointsto a matchingepochatanothemprocessAn
epochbecomesnactive whenit is completed. Whena new epochepis createdand ap-
pendedo the endof the epochqueue this matchinginformationis updatedby calling the
helperfunctionf ind _match, which locatesat a procesghe rst active epochthathasnot

be matchedwith ep. Additionally, sinceMPI_Win _start canbe non-blockingsuchthat

it may completebeforeMPI_Win post is issued,MPI_Win _post needsto updatethe
matchinginformationeachtimeit is called. We do notremove completecepochedbecause
their statusmaybe neededy otherprocesseto performsynchronization.

Designedor passvetargetcommunicationMPI_Win lock andMPI_Win _unlock start
and completean accessepochrepsectrely. They are similar to thosefor active tamget
communicationgxceptthatno correspondingxposureepochesreneeded Accesseshat
areprotectedby an exclusive lock will not be concurrentwith otheraccesseto the same
window. We maintaintheseepochedn a differentobjectlocks , which residesin the
envs objectin ourspeci cation.

RMA communicationcall MPI_Put transfersdatafrom the caller memoryto the tar
getmemory; MPI_Put transfersdatafrom the target memoryto the caller memory;and
MPI_Accumulate updatedocationsin thetargetmemory Wheneachof thesecallsisis-
sued,t is appendedo the currentactive accesepochwhich maybein theeps orlocks
object. Note thatthereis at mostone active accesepochfor a window at eachprocess.
Thecallsin anepochis performedn a FIFO manner Whena call completesit is removed
from thequeue.



Theactive _transfer  rule performsdatatransferring:whenthe correspondingxpo-
sureepochexists, the rst RMA communicatiorcall in the currentactive epochis carried
outandthevaluev will bewritten (or reduced}o the memoryof thedestination.Therule
for passve targetcommunicatiors analogous.

Po p1 p2
win_start (group = hi; 2i;wing) win_post (group = H0i; wing) win_post (group = h0i; win )
put (origin = O;target = 1;wing) win_wait (wing) win_wait (win o)

get(origin = 0;tar get = 2;wing)
win_complete (win o)

step epsy eps; eps;

1 ho; hOi ; hi; > ; fgi &

2 ho; hOi ; hi; > ; fgi §* ho; hOi ; hi; > ; fgi §%

3 ho; ht; 2i; hi; > fh1; 0i; h2; Oigi §¢ h0; hOi ; hi; > ;thO; Oigi §*  hO; MOi; hi; > ; thO; Oigi §

4 hO; hL; 2i; htD; 1iPUt i; > ; fh1; 0i; h2; Oigi &  hO; hOi; hi; > ;h0; Oigi §  +O; HOi ; hi; > ; fhO; Oigi §¥

5 hO; h1; 2i; hiD; 1iPUt  +O; 1§98t h0; hOi ; hi; > ;thO; Oigi §*  hO; MOi; hi; > ; thO; Oigi §
>;fh1; 0i; h2; Oigi §°

6 hO; ht; 2i; hto; 2i9°ti; > ; th1; 0i; h2; Oigi ¢ +0; hOi ; hi; > ;th0; Oigi §X  hO; i ; hi; > ; thO; Oigi &

7 ho; ht; 2i; hi; 2 fh1; 0 ; h2; Oigi §¢ h0; hOi ; hi; > ; thO; Oigi §*  hO; 10i ; hi; > ; thO; Oigi §

8 ho; ht; 2i; hi; ? ;th1; 0i ; h2; Oigi §° hO; HOi ; hi; 2 ;thO; Oigi §*  hO; HOi; hi; > ; thO; Oigi §

9 ho; ht; 2i; hi; 2 ;fh1; 0i; h2; Oigi §¢ hO; MOi; hi; 2 ;thO; Oigi §*  hO; hOi; hi; ? 5 thO; Oigi §*

the execution(format: eventstep ) :
win_post (h0i; win o; 1)1; win_post (M0i; win o; 2)2; win_start (hl; 2i; win o; 0)3; put (0; 1, win o; 0)4;
get (0; 2; win o; 0)s; active _transfer (0)e;win_complete (win o; 0)7; win_wait (win ; 2)g; win_wait (win o; 1)g

Figurel4: An active targetcommunicatiorexample.The executionshowns a caseof strong
synchronizationn the window win y's with wid 0. Proces$, createsanaccesspoch,p;
andp, createsan exposureepochrespectiely. An epochbecomesnactive afterit com-
pletes.For brevity we omit thevaluein a RMA operation.The executionfollows from the
semanticshown in Figurel5and16.

4.10 1/0

MPI providesroutinesfor transferringdatato or from les on anexternalstoragedevice.
An MPI le is anorderedcollectionof typeddataitems. It is openedcollectively by a
groupof processesAll subsequentollective I/O operationonthe le arecollective over
this group.

MPI supportsblockingandnonblockingl/O routines.As usual,we modela blocking call
by a nonblockingonefollowed by a wait call suchasMPI_Wait . In additionto normal
collectiveroutines(e.g. MPI_File _read _all ), MPI providessplit collectivedataaccess
routineseachof which is split into a begin routineandan endroutine. Thustwo rounds
of synchronizationsre neededor a collective I/O communicationto complete. This is
analogoudo our splitting the collectve communicationsgnto an“init” phaseanda “wait”



Data Structures
epoch:
hwid :int ; group: oset; rma: (RM A communication) array ; active: bool ;
match : hint ;int i setjmode:facexf eg
lock : hwid :int ; RM A : (RM A communication ) array ; active: bool i ¥ pe:f EXCLUSIVESHARER
RM A communication :hsrc:int ; dst:int ; valuej P Putg etaccumulate g

f ind _match(mode;group;p) = matchacces®pochesandexposureepoches
fho first ki j g2 group * epsgy[k]:mode= mode”
p 2 epsglkl:group * @p; i 2 epsy[k]:matchg

win_post (group;win; p) $ startanexposureepoch
requires f@winiwid; ; ; >; i® 2 eps,g non-overlappingrequirement
let mt = f ind_match(ac;group;p) in
eps) = eps, hwin:wid; group;hi;>; mti® ~
892 group: 9hg; ki 2 mt ) eps §[kl:mt = eps4[k]:mt [ hp;len (eps})i

win _start (group;win; p) $ startanaccesgpoch

requires f@win:iwid; ; ; >i # 2 eps,g non-overlappingrequirement
let mt = find_match(ex;group;p) in
let action =

epsg = eps hwin:wid; group;hi;>; mti& ~
892 group: 9hg; ki 2 mt ) eps glkl:mt = eps4[k]:mt [ hp;len (eps )i
in if :is_blockthen action
892 group: 9ep™ 2 epsq : p 2 ep:goup
action

else

win_complete (win; p) $ completeanaccesepoch
let k= first i:epsp[il:wid = winiwid ~ eps[i:mode= ac * epsy[i].active
in
8eps y[Kl:rma = hi
if :is_blockthen epsg[k]:active: ?
size (eps p[k]:match) = size (eps ,[K]:group)
eps p[kl:active = ?

else

win _wait (win; p) $ completeanexposureepoch
let k= first i:epsp[ij:wid = winiwid ~ eps[i:mode= ex " eps[i]:active
in
8call 2 epsy[K] : : call:active”
8hg,ii 2 epsp[K]:match : : eps 4[i]:active
eps plkl:active= ?

Figurel5: Modelingone-sideccommunicationgl)



posta RMA operationby addingit into theactive epoch
RMZ&op(ty pe;origin; tar get; disp; v; op;win; p) $
if 9Kk :locks plil:wid = win:wid ~ locks p[i]:activethen
let k= first i:locks pli]:wid = win:wid " locks p[i]:active
in locks g[k]:rma= locks p[k]:rma horigin; tar get; disp; v; opi ¥ P
else
let k= first i:
epsplil:wid = win:wid ~ epsy[imode= ac * epsfi]:active
in epsg[k]:rma: eps[kl:rma torigin; tar get; disp; v; opi ¥ P

put (origin; tar get; addror igin ; diSPrar get; Win; p) $ the“put” operation
RM£&op(put; origin; tar get; disprar get; r ead.data(mems; addragqr ); win; p)

performactive messag@assingrigining at procesg
active _transfer (p) $

let k = first i:epsp[i:mode= ac " eps;[il:rmaé hiin
let hsrc;dst; disp;v; opi ¥ Pe = eps k] in
epsklrma= 7

if type= getthen mem% = write _data(mems; win:base+ disp; v)
else if type= putthen

let hg, i = epsylk]:match in

memg = write _data(mems; win:base + disp;v)
else

let hg, i = epsylk]:match in

mem% = reducedata(mems; win:base+ disp; v; op)

startanacces®pochfor passie targetcommunication
win _lock (lock ty pe;dst; win; p) $
requires f@winiwid; ; ; >i ® 2 eps,g non-overlappingrequirement
if locktype= SHAREDOhen
locks = locks, hwin:wid; dst; hi; >i 'ock -y pe
else
802 win:group: @ : locks g[k]:wid = win:wid ~ locks q[k]:active

locks = locks, hwin:wid; dst; hi; >i '°ck-ype

completeanaccesepochfor passve targetcommunication
win_unlock (dst; win; p) $
let k= first i:locks p[il:wid = winiwid " epsli].active
in
locks pl[k]:rma = hi
locks p[kl:active= ?

Figurel16: Modelingone-sideccommunicationgll)



phase.

Sinceat eachprocessach le handlemay have at mostoneactive split collective opera-
tion, thefrend object,whichrepresentthe placewhereprocessesendezwous,storeshe
informationof oneoperatiorratherthana queueof operationgor each le.

With respecto this fact, we designa protocolshavn belov to implementcollective I/O
communicationsin the rst “begin” phaseprocesg will proceedo its “end” phasepro-
videdthatit hasnot participatedn the currentsynchronizatior{saysyn ) andsyn 's status
is “entering®(or "€%. Notethatif all expectedprocessebave participatedhensyn 'sstatus
will adwanceto ‘leaving® (or I). In the“end” phasep is blockedif syn is notin leaving
statusor p hasleft. Thelastleaving proceswill deletethesyn . Herenotation represents
the participantsof a synchronization.

Data Structures

frend for eachle :
hstatus : f €% 1%; participants ( ) :int set;
[shared.data]; [data : hproc: int ; datai set]i

file pu(fid ;vs;vip) $ process joinsthesynchronization
if fid 2 DOMrend then frend 9fid] = he’;fpg;vs; fhp;vigi
else
frend [fid]= he% ;vs,;S/i » p2
frend 9fid]=h ( [ fpg= files p[fid]:group) ?T" : e}
[ fpg vs; Sy [ fhp;vigi

file begin (fid ;p) $ file put(ﬁd o)
file wite (fid ;v;p) $ file put (fid ; ;v;p)

file eng(fid ;p) $ procesy leavesthesynchronization
frend [fid]= h1% [ fpg;vs;Syi
frend Jfid]=if = fg then else hI% ; vg; Syi

We usethefiles  objectto storethe le information,which includesanindividual le
pointer whichis localto a processandashaied le pointer whichis sharedoy the group
of processeshat openedthe le. Thesepointersare usedto locatethe positionsin the
le relative to the currentview. A le is openedby the MPI_File _open call, which is
collective overall participantingorocesses.

Whena procesgp wantsto accesghe le in the operatingsystemos.file | it appendsa
reador write requesto its requesigueuefreqs ,. A requestcontainsinformationabout
the offsetin the le, the buffer addressn the memory the numberof itemsto be read,
anda ag indicatingwhetherthis requests active or not. The MPI systemscheduleshe
requestsn the queueasynchronoushallowing the rst active accesgo take effect at any



time. After theaccesss nished, therequesbecomesnactive,anda subsequentait call
will returnwithout beingblocked. Note that we needto move the le pointersafterthe
accesgo the le.

Analogousto usualcollectve communicationsa split collective dataacces<all is split
into a begin phaseand a end phase. For example,in the begin phasea collective read
accesseadshedatafrom the le andstoresthedatain thefrend object;thenin theend
phasédt fetcheshe dataandupdatests own memory

4.11 Evaluation

How to ensurghatourformalizationis faithful with the Englishdescription?To attackthis
problemwe rely heavily on testingin our formal framewnork. We provide comprehensie
unit testsandarich setof shortlitmus testsof thespeci cation. Generallyit sufces to test
local, collective,andasynchronoudPI primitiveson one,two andthreeprocessesespec-
tively. Thesetestcaseswhich include mary simple examplesin the MPI referenceare
hand-writtendirectlyin TLA+ andmodeledchecledusingTLC. As we have mentionedn
Section3, thanksto thepower of the TLC modelchecler ourframewnork supportghorough
testingof MPI programsthusgiving morepreciseanswerghanvendorMPI implementa-
tionscan.

Anothersetof testcasesare built to verify the self-consistencyf the speci cation. For
a communicationpattern),theremay be mary waysto expressit. Thusit is possibleto
relateaspectof MPI to eachother Actually, in the MPI de nition certainMPI functions
areexplainedin termsof otherMPI functions.

We introducethe notationMPLA ' MPLB to indicatethat A andB have the samefunc-
tionality with respecto their semantics.

Ourspeci cationde nesablockingpoint-to-pointoperationby acorrespondingionblock-
ing operationfollowedimmediatelyby a MPI_Wait operation.Thuswe have

MPLSendn) ' MPLIsend (n) + MPLWait
MPLRecvn) ' MPLirecv (n) + MPLWait
MPLSendrecv(ny;np) * MPLIsend (n;) + MPLIrecv (ny) + MPLWait + MPLWait

Typical relationshipbetweerthe MPI communicatiorroutines togethemwith someexam-
ples,include:



Data Structures
le informationataprocess
fid :int ; group: oset; f name: string ; amode: modeset; size: int ; view;
Pts : Mshar ed;iNt ; Ping :iNt i
le accessequest
H h; of f set:int ; buf :int ; count:int ; active: booli

iread (f h; of f set; buf; count;request; p) $ nonblockingle access
freqs p = freqs , Hf h;of f set;buf; count;>i read
memg[recpest] = size (fregs ;)

iwrite (f h; of f set; buf; count; request; p) $
freqs p = freqs , Hf h;of f set;buf; count;>i Write

memg[reqjest] = size (fregs ;)

file _access(p) $ perform le accessasynchronously
let K h;of f set; buf; count; >i mede = fregs ,in
N fregs g: H h; of f set; buf; count; ?i ™m°de
~Nif mode= write then
let v = readmem(mems buf; count) in
files 8[f h:f id]:pts = move_pointer s(f h; v) »
os:file 8 = write _f il e(f h; os.file ;v)
else
let v = readfile(f h;osfile p;off set;count)in
files S[f h:f id]:pts = move_pointer s(f h; v) »
mer‘r&z write _mem(mems; buf; v)

file _wait (reqp) $

let 1 H h;off set;buf;count; ?i P“eoqde 2= freqs ,
in fregs 8= 1 2 removetherequest
thebegin call of asplit collective le readoperation

file _read_all pegin (f h;of f set; buf; count; p) $
file wite (f h:f id; readf il e(f h; os.file  ,;of f set; count); p)

file _read_all enq(f h;buf;p) $ theendcall of asplitcollective le readoperation
file eng(f h:f id; p)
let v= frend [fh:fid]:data[p]in
files g[f h:f id]:pts = move_pointer s(f h; v) »
memg = write_mem(mems; buf; v)

thebegin call of a split collective le write operation
file _write _all pegin (f h; buf; count; p) $
file wite (f h:f id; readmem(mems;buf; count); p)

file _write _all eng(f h;buf;p) $ thebegin call of asplit collective le write operation
file ena(f h:f id; p)
let v= frend [fh:fid]:data[p]in
files S[f h:f id]:pts = move_pointer s(f h; v) »

os.file 8 = write file(f h; os.file p;v)

Figurel7: Modelingl/O operations



A messageanbedividedinto multiple sub-messagesentseparately

MPLAKk n)' MPLAN), + + MPLA(N),
MPLAKK n)' MPLAK),+ + MPLAK),

A collectiveroutinecanbereplacedyy severalpoint-to-pointor one-sidedoutines.

MPLBcast(n) ' MPLSendn) + + MPLSendn)
MPLGather(n) * MPLRec\n=p), + + MPLRecv(nzp)p

Communicationsising MP1_Send, MPI_Recv canbe implementedoy one-sided
communications.

MPLWinfence + MPLGet(n) + MPLWinfence '
MPLBarrier + MPLRecYd) + MPLRecvn) + MPLBarrier ;
whered is theaddressinddatatypenformation

Procesdopologiesdo not affect the resultsof messaggassing. Communications
usinga communicatothatimplementsa randomtopologyshouldhasthe samese-
manticsasthe communicatiorwith a procesgopology(like a Cartesiartopology).

Our speci cationis shovn to meetthe correctnessequirementdy model checkingtest
cases.

4.12 Discussion

It is importantto point out thatwe have not modeledall the detailsof the MPI standard.
We list below the detailsthatareomittedandthereasonsvhy we do not modelthem:

Implementatiordetails. To the greatesextent possiblewe have avoided asserting
implementation-speci aetailsin our formal semantics. One obvious exampleis
thattheinfo object,whichis oneargumentf someMPI 2.0functions,is ignored.

PhysicalHardware. The underlying, physicalhardware is invisible in our model.
Thuswe do not model low-level topology functionssuchas MPI_Cart _map and
MPI1_Graph _map.

Pro ling Interface. The MPI pro ling interfaceis to permitthe implementatiorof
pro ling tools. It is irrelevantto thesemanticof MPI functions.



RuntimeErvironment.Sincewe do not modelthe operationsystemto allow for the
dynamicprocessnanagemenie.g. processcreationandcooperatre procesgermi-
nation),MPI routinesaccessingheruntimeervironmentsuchasMPl_Commspawn
arenot modeled.Functionsassociatedavith thethreadenvironmentarenot speci ed
either

Oftenour formal speci cationsmimic programsaritten usingdetaileddatastructuresi.e.

they arenot as“declaratve” aspossible.We believe thatthis is in somesensednevitable
whenattemptingio obtainexecutablesemantic®f realworld APIs. Evenso, TLA+ based
“programs”canbe consideredsuperiorto executablemodelscreatedn C: (i) the notation
hasa precisesemanticsasopposedo C, (ii) anotherspeci cationin a programmingan-

guagecanprovide complementaryletails, (i) in our experiencetherearestill plenty of

shortbut tricky MPI programghatcanbe executedfastin our framework.

5 Veri cation Framework

Our modelingframevork usesthe Microsoft Phoenix[16] Compilerasa front-endfor C
programs. Of courseotherfront-endtools suchas GCC canalsobe used. The Phoenix
framework allows developersto insert a compilation phasebetweenexisting compiler
phasesn the procesof loweringa programfrom languagendependenMSIL (Microsoft
Intermediatd.anguagejo device speci ¢c assemblyWe placeour phaseatthepointwhere
theinput programhas(i) beensimpli ed into a singlestaticassignmen{SSA)form, with
(i) ahomogenizegointerreferencingstylethatis (iii) still deviceindependent.

From PhoenixintermediataepresentatioflR) we build a state-transitiorsystemby con-

verting the control o w graphinto TLA+ relationsand mappingMPI primitivesto their

namesn TLA+. Speci cally, controllocationsin the programarerepresentedby states,
and programstatementsare representedising transitions. Assignmentsare modeledby

their effect on the memory Jumpshave standardransitionrules modifying the valuesof

the programcounters.This transitionsystemwill completelycapturethe control skeleton
of theinput MPI program.

The architectureof the veri cation framework is shavn in Figure18. The usermay input
a programin ary languagethat canbe compiledusingthe Phoenixback-end— we have
experimentedonly with C. The programis compiledinto anintermediaterepresentation,
the PhoenixIR. We readthe PhoenixIR to createa separaténtermediateepresentation,
whichis usedto producelT LA+ code. The TLC modelcheclerintegratedn ourframewnork
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Figure 18: Architectureof the veri cation framewvork. The upper(bottom)oneindicates
the o w (hierarchicalyelationof thecomponents.

enablesusto performveri cation ontheinput C programs.If anerroris found,the error
trail is thenmadeavailableto the veri cation environment,and canbe usedby our tool
to drive the Visual Studiodehuggerto replaythe traceto the error  In the following we
describethe simpli cation, codegeneratiorandreplaycapabilitiesof our framework.

Simpli cation . In orderto reducethe compleity of modelchecking,we performa se-
guenceof transformations(i) inline all userde ned functions(currentlyfunctionpointers
and recursionare not supported);(ii) remove operationsforeign to the model checking
framework, e.g. printf ; (iii) slice the modelwith respectto communicationsand user
assertionstheconeof in uence of variabless computediusinga chaoticiterationoverthe
programgraph,similarto whatis describedn [18]; and(iv) eliminateredundantounting
loops.

Code Generation. During the translationfrom PhoenixIR to TLA+, we build a record
map to storeall the variablesin the intermediatelanguage. The addressof a variable
X is given by the TLA+ expressionmap:X; andits value at the memoryis returnedby
mems[map:x]. Beforerunningthe TLC, theinitial valuesof all constant&ndvariablesare
speci ed(e.g. in acon guration le). Theformatof the maintransitionrelationis shovn
below, whereN is thenumberof processesandpredefined_nxt is the“system”transition
which performsmessag@assingor point-to-pointcommunicationspne-sideccommuni-
cations,andso on. In addition, “program” transitionstr ansition ;; tr ansition ,; are
produceddy translatingViPI functioncallsandIR statementsin the examplesshown later
we only shav the programtransitionpart.



Figure19: Two screenshotef theveri cation framenork.



A predefined_nxt transitionsperformedoy the MSS
N UNCHANGHDapii
9pid 2 0::(N 1): executeanenabledransitionataprocess

_ transition 1
_ transition »

gpid 2 0:(N 1): eliminatespuriousdeadlocks

A pdpid] = last_label
N UNCHANGa&Dvar aibles

Error Trail Generation. In the eventthatthe modelcontainsan error, an error trail is
producedby the modelchecler andreturnedto the veri cation ervironment. To mapthe
error trail back onto the actualprogramwe obsere MPI function calls andthe changes
in the errortrail to variablevaluesthat appeaiin the programtext. For eachchangeon a
variable,we stepthe Visual Studiodeluggeruntil the correspondingalueof the variable
in the deluggermatches.We alsoobsenre which procesanovesat every stepin the error
trail andcontect switchbetweerprocesses the dehuggerat correspondingoints. When
the errortrail ends,the detuggeris within a few stepsof the error with the processhat
causegheerrorscheduled.The screenshotsn gure 19 showv the detuggerinterfaceand
thereportof anerrortrace.

Examples A simple C programcontainingonly one statementif (rank==0) MPI_Bcast
(&b, 1, MPLINT, 0,comm1)” is translatedo:

A pdpid] = L1 A pd= [pc EXCEPT[pid] = L]

A mems® = [mems EXCEPT![pid] = [@ EXCEPT![map:t;] = (mems[pid][map:_rank] = 0)]]
AN pdpid] = Lo » mems[pid][map:t;]

A pd = [pc EXCEPT[pid] = L3s]

A pdpid] = Lz * @ (mems[pid][map:t1])

A pd = [pc EXCEPT[pid] = Ls]

A pdpid] = Lz * pd= [pc EXCEPT[pid] = L4]

N MPI_Bcastinit(map:_b;1; MPI_INT; 0; map:_.comm1; pid)

A pdpid] = Ls » pd= [pc EXCEPT[pid] = Ls]

N MPI_Bcastwait(map:_b;1; MPI_INT; 0; map:_.commZ; pid)

At labelL,, thevalueof rank == 0 is assignedo a temporaryvariablet,, andthe pc
advancesto L,. In the next step,if the valueof t; is true, thenthe pc adwvancesto L 3;
otherwiseto the exit label Ls. The broadcasis divided into an “init” phase(wherepc
advancedromLsztoL 4) anda“wait” phasgqwherepcadwancedromL4toL 5). In
Figure20 we shov amorecomplicatedexample.



ThesourceC program:

int  main(int argc, char* argv(])
{

int  rank;

int data;

MPI_Status status;

MPI_Init(&argc, &argv);
MPI_Comm_rank(MPI_COMM_WORLD &rank);
if (rank == 0) {

data = 10;

MPI_Send(&data,1,MPI_INT,1,0,MPI_COMM _WORD);
}
else {

MPI_Recv(&data,1,MPI_INT,0,0,MPI_COMM _WORD, &status);
}

MPI_Finalize();
return  O;

}

The TLA+ codegeneratedby thecompiler:

A pdpid] = _-main * pd= [pc EXCEPT![pid] = L]
MPI_Init(map:_argc; map:_argv; pid)
pdpid] = L7 A pd= [pc EXCEPT![pid] = Lg]
mems®= [mems EXCEPTI[pid] = Update(@; map:_data; 10)]
changed(mems)
pdpid] = L * pc®= [pc EXCEPT[pid] = L14]
MPI_Irecv(map:_data; 1; MPI_INT; 0; 0; MPI_COMM_WORLD; map:tmpr equest; ; pid)
pdpid] = Ly A pd= [pc EXCEPT![pid] = L]
MPI_CommrankK MPI_COMM_WORLD; map:_rank; pid)
pdpid] = L, A pd= [pc EXCEPT!pid] = Ls]
mems®= [mems EXCEPT[pid] =

Update(@; map:to77; mems[pid][map:_rank] = 0)]
changed(mems)
pdpid] = Ls A pd= [pc EXCEPT![pid] = L]
mems[pid][map:tz77]
pdpid] = Ls » pd= [pc EXCEPT![pid] = Lg]
: (mems[pid][map:t277])
pdpid] = Lg * pc®= [pc EXCEPT![pid] = L 13]
MPI_Isendmap:qata; 1; MPIINT; 1; 0; MPI_.COMM_WORLD; map:tmpr equesty; pid)
pdpid] = L1y ~ pc®= [pc EXCEPT![pid] = L12]
MPI_Finalizgpid)
pdpid] = L1z » pc®= [pc EXCEPT![pid] = L11]
MPI_Wait(map:tmpr equesty; map:tmpstatus o; pid)
pdpid] = L1sa * pc®= [pc EXCEPT[pid] = L 11]
MPI_Wait(map:tmpr equest; ; map:_status; pid)

> > > > > > > > > >

> > > > > > > > > > > > >

Figure20: An exampleC programandits correspondind LA+ code.



Whenwerunthe TLC to demonstratéheabsencef deadlockdor 2 processef 1 distinct
statesarevisited, andthe depthof the completestategraphsearchis 17. The veri cation
timeis lessthan0.1secondna3GHzprocessowith 1GB of memory However, although
it sufces in generalto performthe teston a small numberof processesincreasingthe
numberof processeswvill increasehe veri cation time exponentially Thuswe areimple-
mentingef cient methodssuchaspartialorderreductionalgorithms[26][36] to reducethe
statespace.

6 Conclusion

To help reasonabout programsthat use MPI for communicationwe have developeda
formal TLA+ semanticde nition of MPI 2.0 operationsto augmentthe existing stan-
dard. We describedhis formal speci cation,aswell asour framework to extractmodels
from SPMD-styleC programsWe discusshow theframenork incorporatesigh level for-

mal speci cations,andyet allows designergo experimentwith thesespeci cations,using
modelcheckingjn afamiliar detuggingenvironment.Our effort hashelpedidentify a few

omissionsand ambiguitiesin the original MPI referencestandarddocument. The expe-

riencegainedso far suggestshat a formal semanticde nition andexplorationapproach
asdescribecheremustaccompan every future effort in creatingparalleland distributed
programmindibraries.

In future, we hopeto write generaltheoremginspiredby our litmus tests),andestablish
themusingthelsabelletheoremproverthathasatight TLA+ integration.
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A Soundnes$roof with Formal Semantics

The main problemof model checkingMPI programsis the statespaceexplosion prob-
lem. This problemmay be mitigatedby usingpartialorderreductiontechniquesA sound
partial-ordereductionguaranteethatif thereis a propertyviolationin thefull statespace,
thatviolation will be discoveredby the modelchecler while enumeratinga subsetf the
statespace.

We have developedseveralpartialorderreductionDPOR)algorithmg24, 26,35 to model
checkMPI programs. For instance the ISP checler [35] exploits the out of ordercom-
pletion semanticof MPI by issuingMPI calls accordingto match-setsvhich areample



“big-step'moves. The coreof a DPORalgorithmis to baseon andependencanalysisto
determinewhenit is safeto executeonly a subseif the enabledcalls. Suchdependence
informationis computeaseddn thesemanticof MPI calls. In this sectionwe shov how
to justify the de nition of dependencé our DPOR algorithmsaccordingto the formal
semantic®f MPI calls.

Our goalis to prove the soundnessf the complete-bef@relation de nedin [35]. Re-

lation speci esthe orderenforcedon the completionof MPI calls. An MPI immediate
sendS;; (k; hi; ji;:::), wherek is the procesgameted,i; j is the requesthandleusedto

track the processe®f this send,completeswhenit matchesa receve (e.g. by the MPI

SystemScheduler).An MPI immediatereceve S;; (k; h; ji;:::), wherek is the process
from which the messagés sourcedk = meansa "wildcardreceve'), completesvhen
it recevesthe messageA barrieroperationB;; completesvhenall participantsexit the
synchronization A wait operationW;; hi; ji completesvhenthe correspondingend(re-

ceive) operationcompletesandthe datahasbeensentout (copiedinto thetargetprocesss

memory).

Theformal de nition of thecompletes-beforeelationis givenbelow aseightrules.

(Css-kK)8is ja;jask: j1<j2) Sy.(Kiir)  Sy,(kiii)
(Crrkk) 8i; josjask t j1<j2) Rig.(kiii)  Rij,(kyi)
(Crr*k) 8is j1sjk: j1<j2) Rij.(:::)  Rij,(kiio)
Cr=*) 8iijujask: j1<j2) Rig,(3:0)  Rig,( 500
(Csw)8i; jusjark: Ja<jz2) Sy.(kihijai) — Wi, (h;jai)
Cw) 8i;jr;jask s ji<j2) Rij,(Khyjai) — Wi, (h;jqi)
(Ch)8isjijark: ji<j2) Bij, any,(::)

CW) 8 jisiaik s j1<ia) Wy, () anyy,(:)

Now we proceedo prove the correctnessf theseruleswith respecto our formal seman-
tics. As in [35], We abstractaway such elds ascommunicatoiD, tag, prematchyalue
and ags. Firstof all, rule Cswandrule Crw arevalid because blockingsendor receve
operationis modeledby a non-blockingoperationfollowed by a wait operation.As indi-
catedin the semanticsa non-blockingoperationsetstheactive ag of therequestandthe
correspondingvait operationcanreturnonly if this ag is set.Hencethesetwo operations
cannotexecuteout of order



A.0.1 Sendand Receve.

Now considerthe Css-kk rule, which speci esthe orderof two immediatesendsfrom
process to procesk. Assumethattherequesgueueat process containgwo active send
requestss;;, (k;:::) andS;;, (k;::2):

....isend ....isend
) S ) S

Supposéor contradictiorthatrequesj , maycompletebeforerequesi ;. In orderfor j , to
complete theremustexist a receve requestbuf; i; :::i]°® at procesk thatmatcheghis
sendrequestandthefollowing conditionspeci edin thetransfer  rule musthold (note

thatthe rst requestk;:::i**"isin ):
@k;:cisend 20 hp ki mi PR ki

However, if m equalsto j;, thenthis conditionis falseimmediatelybecauseequesy ;
matcheghe receve request. This contradictionimplies the correctnes®f rule Css-kk .
RuleCrr-kk  canbeprovedin asimilarway.

Letuslook atruleCrr-*k  andrule Crr-** , wherethe rst receveis awildcardreceve.
Assumethattherequestjueueatprocess containgwo activereceve request®;;,( ;:::)
andR;;,(k ;::%). Inthesecondeceveeitherk = k (i.e. thesources procesk) ork =
(i.e. it Isawildcardreceve):

Moufy; ;:ifP®  Houfg k Sooci >
If requesj, completesbeforerequesj 1, thentheremustexist a sendrequesti; : : :i send
ataproces® (which maybek) thatmatcheghis receve requestandthe FIFO condition
speci edin thetransfer  rule musthold. In otherwords,we have

hp;i; iiiyni P R iy iy jai A

@buf; ;i 2 i iini Pohgpi; oo mi
Let m equalto j;, thenthe secondcondition requiresus to prove thathp;i; :::;ni P
h;i;:::;] 40 isfalse.Usingthede nition of P (wherethe prematchelds areempty),

(hp;dst; :::; kpi P ere;q;::i:;Kqi) 2
g= dst  src2 fp; g thesourceandtagetmustmatch

aftersimpli cation we have
k 2fp;g ~ :( 2fp;g);

which is obviously false. Thusrequest , cannotcompletebeforej 1, which implies the
correctnessf thesetwo rules.

Ontheotherhand,therule 8i;j1;j2;k : j1 < j2) Rij.(k;::2) Rij,( ;:::) isinvalid.
If we performthe samecontradictionproof as shovn above, then nally we will geta
predicatenotleadingto a contradiction: 2 fp; g » :(k 2 fp; g). This predicatas true
whenk 6 p, i.e. aproces®therthank sendghemessage.



A.0.2 Barrier.

RuleCb speci esthatany MPI call startingafterabarrieroperationwill completeafterthe
barrier This ruleis valid becausehe barrierfunction hasblocking semanticsthe “wait”
phaseof abarrieroperatiorB;; , atprocess will beblockeduntil i leavesthesynchronizing
communication.Thusonly afterB;;, returnswill a subsequentPI call any;;, startand
thencomplete Similarly, rule Cwis valid becaus&Vait alsohasblockingsemantics.

Ontheotherhand,therulef8i; ji;jo;k : j1 < j2) any,(:::) Bij,gisinvalid. This
can be explainedeasily with the formal semantics.Recallthat B;;, is implementedas
Bi;,-init followedby B;;,_wait. Supposeny;;, is a sendoperationasthe barrierand
sendoperateon differentMPI objects(i.e. rend andreqs respectiely), the B;;,_wait

needsotto wait for the completionof the send.Hencethefollowing sequencés possible,
implying thatsend,j,(:::) B, isfalse.

B2

send; , starts< Bjj,-init < Bj;,-wait < send;; , completes



