





was adequate or if they still need help from a human TA. For
example, consider the following three questions:

e How do | animate the smoke? (Q1)

o What does this compiler error mean? (Q2)

e How do | make the smoke move? (Q3)
When the system receives Q1, it has not seen any other questions,
so it does not have a matching response, and it will pass Q1 to a
human who will type in a response Al. When the system receives
Q2, the system will compare Q2 to Q1 using a vector similarity
algorithm (e.g. cosine similarity), determine that they are not
similar, and pass Q2 to a human who will type in a response A2.
When the system receives Q3, the system will compare Q3 to Q1,
determine that there is a potential match and try to provide an
automated answer Al without human intervention. The student
who asked Q3 will then indicate if A1 was a satisfactory answer.

3. ABRIEF OUTLINE OF THE
EXPERIMENT

The thesis of this work is that information from student source code,
compiler output, and educational data mining can improve partially
automated student question answering above a non-trivial baseline
consisting of the natural language in the questions that students ask.
Happily, this idea can be explored while allowing all students to use a
fully functional version of the VTA system by running the
experiment as a post-hoc ablation study offline. To run the
experiment, the VTA system will consider each question in the order
in which it was entered into the system. The system will then decide
if it matches a previously entered question or if it represents a new
question category. This classification is called the evaluation
classification. The evaluation classification will be compared to the
original classification of the question logged in the system when the
student asked the question. This original classification was either
made by a human TA or the complete VTA system; if the original
classification was made by the complete VTA system, then it was
verified by the student asking the question. If the evaluation
classification and the original classification match, then the system
will receive credit for classifying that question correctly. If they do
not match, the system will receive no credit for classifying that
question. The score for each system will be the percentage of
questions classified correctly.

The experiment will use the VTA system with natural language as
the only input source as a non-trivial baseline. The experiment
will then consider four additional conditions. In the first
condition, just the natural language input and the abstract form of
student code will be used. In the second condition, just the
natural language and the compiler output will be used. In the third
condition, just the natural language and the additional information
from the educational context will be used. A fourth condition will
incorporate all of the input. | hypothesize that the baseline
condition of the natural language alone will be able to classify
approximately half of the questions, but that the additional
information will allow at least an additional fourth of the
questions to be correctly classified.

4, CONCLUSIONS AND FUTURE WORK

This paper introduces a Virtual Teaching Assistant for Introductory
Computer Science classes. The Virtual Teaching Assistant will
provide automated answers to common questions and a tracking
mechanism for all questions. This tracking mechanism will allow the

teaching staff to monitor the kinds of difficulties that students are
having and tailor instruction appropriately. The paper describes an
architecture for a generic automated question answering system and
then describes the domain-specific modules and class-specific inputs
necessary for the system to function for an Introductory Computer
Science classes. The paper then describes an ablation experiment to
determine if the additional information provided by the student input,
compiler output, and educational context can improve gquestion
classification above the non-trivial baseline consisting of student-
generated natural language questions alone.

The modular architecture of the VTA system described in the paper
will provide a foundation for extensive additional research and
instructional functionality beyond what is described in this paper.
For example, a metacognitive component could be developed using
much of the existing framework to anticipate when students might
ask a question and automatically launch the VTA system. An
instructional evaluation component could be developed to compare
different answers or interventions for a particular kind of question.
Finally, future experiments may elucidate how automated answers
affect programming efficiency, student retention, and long-term
learning gains.
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ture statistics on canonical distributions. The Summary Plot in-
corporates the Box Plot, Histogram, Moment Plot, and distribution
fitting into a unified display. Each piece of the Summary Plot is
designed to work cooperatively with all other elements, and the ad-
dition of a user interface provides the inclusion of as much or as
little of the summary elements as desired.

The first piece of the Summary Plot is the Abbreviated Box Plot,
a refinement of the traditional Box Plot which minimizes the visual
impact and maintains the data signature. In this implementation,
the minimum and maximum values (including extreme outliers),
upper and lower quartiles, and mean are represented. The box sur-
rounding the inner quartile range is reduced to its corners, and the
line representing the mean is extended past the edge of the box, to
allow the mean to be easily seen, even when the quartiles are spa-
tially close together. While the traditional Box Plot would not be
considered visually cluttered, this reduction emphasizes the values
expressed by the plot and leaves room for additional visual infor-
mation.

The histogram is a technique which manageably describes the
density of the distribution by binning the data observations. The
histogram is added to the Summary Plot as a collection of quadrilat-
erals, their height reflecting the bin size, and their width indicating
density. In addition, density is encoded through each color chan-
nel independently, the red channel being normalized log density,
the green channel, square root of normalized log density, and the
blue channel, normalized linear density. Each of the color channels
give a distinct insight to the density and combine to the histogram
color seen in Figure 1. Presenting the density of a distribution along
with the Box Plot can provide a more clear summary of the data,
for example masses of data falling outside the inner quartile range,
modality, and the skew, or heaviness, of the data on one side of the
mean.

Central moments can be used to reinforce and expand on the
statistics of the Box Plot and histogram, and include measures such
as mean, standard deviation, skew, and kurtosis or peakiness. The
Moment Plot uses glyphs to indicate the location of the mean, and
the values of the higher order moments away from the mean. Each
glyph is designed to visually express the meaning of that moment,
for instance the mean is a small cross that aligns with the median
when they are equal (i.e. a normal distribution), and standard de-
viation is conveyed as brackets falling on either side of the mean.
In addition, similar brackets are placed 2 standard deviations away
from the mean, giving a sense of the outliers of the data. While
the use of some of the higher-order central moments are problem-
atic in that their calculations can be unstable, they do provide some
insight to the distribution of the data. Work currently in progress
is to determine the most stable methods of calculating the central
moments, as well as investigating other descriptive statistics.

Often, understanding the characteristics of a particular data set is
less interesting than determining the canonical distribution that best
fits the data. This is due to the fact that the feature characteristics
of the canonical distributions (such as Normal, Poisson, and Uni-
form distributions) are well known. The final element of the Sum-
mary Plot is a Distribution Fit Plot which is either the best fitting
distribution in a library of common distributions, or a distribution
chosen by a user. This fit distribution is displayed symmetrically as
a dotted line showing the density of the distribution along the axis.
Through the user interface mentioned above, the user can also get
information about the parameters of the fit distribution, as well as
closeness-of-fit statistics.

The resulting Summary Plot provides a simple overview of the
data, and techniques for further data exploration and exact statistical
measures. The successfulness of this plot will be used as inspiration
for higher dimensional data sets.

5 EXPANDING THIS WORK TO HIGHER DIMENSIONAL DATA

The main challenges to be addressed when expanding the Summary
Plot to higher dimensional data sets are finding a visual presentation
that is simple and integrates into the data display, and finding visual
metaphors such as those in the Moment Plot that are meaningful in
2 and 3 dimensions. The approach that will be taken to accomplish
this will be to use transparent surfaces, contours and silhouettes to
indicate ranges as well as specific values within the data display.
A user interface will be important in allowing a variety of statistics
to be used, and to ensure that the display of these measures does
detract from existing visualization methods.

A first attempt at such a visualization can be seen in Figure 2. In
this figure, uncertainty information of a data simulation of the elec-
tric potentials of the heart are shown as transparent surfaces. The
surface representing the mean uses the direct mean values, since
they have a spatial unit. The position of each of the other surfaces
is relative to the mean surface. The values of each of the moments
can be seen in the grayscale images at the bottom. While this vi-
sualization is not a full proof of concept for the proposed work,
it does demonstrate the use of transparent surfaces to express the
spatial locations of statistical measures commonly used to describe
uncertainty.

The work completed to date includes the development of the
Summary Plot and its user interface. Work on the two-dimensional
data set of the electric potentials is in progress, and exploration of
three-dimensional data sets will begin late fall.
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Figure 2: Uncertainty Information for Electrophysiological Potential
Models of the Heart. Data provided by S. Geneser and R.M. Kirby [1]
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