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Abstract

Previous papess haveshownthat the slow scaling of wire
delayscompaedto logic delayswill preventsupescalar per-
formancefrom scalingwith technolagy. In this paperwe show
that the optimal pipeline for supescalar becomesshallower
with technolagy, whenwire delaysare consideed, tightening
previousresultsthat deeperpipelinesperformonly aswell as
shallower pipelines. The key reasonfor the lack of perfor-
mancescalingis that supescalardoesnot havesufcientpar-
allelismto hidetherelatively-inceasedwire delays.Howerer,
Simultaneou$ultithreading(SMT)providesthe mud-needed
parallelism. We show that an SMT running a multipro-
grammedworkloadwith just 4-wayissuenot only retainsthe
optimal pipeline depthover technolagy genemtions, enabling
at least43%increasein clodk speedeverygeneation, but also
achieves the remainderof the expectedspeedupof two per
geneation through IPC. As wire delaysbecomemore domi-
nantin future technolagies, the numberof programsneedsto
be scaledmodestlyto maintainthe scalingtrends,at leasttill
the nearfuture 50nm technology. While this result ignores
bandwidthconstrints, using SMT to tolerate latency due to
wire delaysis not that simplebecauseSMT causeshandwidth
problems.Most of the stages of a modernout-of-oderissue
pipelineemployRAMand CAM structues.Wre delaysin con-
ventional, latency-optimizedRAM/CAM structues prevent
themfrom being pipelinedin a scaledmanner We showthat
thislimitation preventsscalingof SMTthroughput \We usebit-
line scalingto allow RAM/CAMbandwidthto scalewith tech-
nology. Bitline scalingenablesSMTthroughputto scaleat the
rate of two per tdmolagy genertion in the near futu

1 Introduction

CMOS scaling trends are leading to a greater number of
smaller and faster transistorsin a single chip, but a relatve
increasan wire delays.Clock speedsiave increasedonsistently
owing not only to fastertransistorsbut alsoto deeperpipelines
with a minimal degradingimpacton instructionthroughput(i.e.,
instructions per cycle or IPC). However, becauseglobal wire
delays(e.qg.,register bypasswires) and RAM/CAM delaysscale
much slower thantransistordelays,deepersuperscalapipelines
experienceincreasedlatenciesand a signibcantdegradationin
instruction throughput.

Optimizing the pipelinedepthis basedon balancingthe clock
rateandIPC to maximizethe numberof instructionsexecutedper
secondThetradeof betweerclock rateandIPC hasbeena topic

of several recentstudies.[14] suggeststhat the optimal logic

depthper pipeline stageis 8 FO4 inverter delays.Becauseg14]

implicitly assumeshatwire delaysand RAM/CAM delaysscale
atthesamerateaslogic gatedelaysthe optimal pipelinedepthof

8 FO4 is valid only for the 100-nmtechnologyassumeddy the
study;the paperdoesnot provide ary quantitatve dataof optimal
depthstaking into accountthe slow scalingof wire delays.This
gapis partly blledby [2] which pointsout thatwire delaysdictate
thatdeeperpipelineswill not performbetterthanshallover pipe-
linesin futuretechnologies|2] concludeshatsuperscalardo not
have sufbcientparallelismto toleratetherelatively-increasedvire

delays.[12] alsomakes similar obsenationsaboutthe impactof

wire delays.

In this paper we extend the analysesf the previous papers:
First, we shawv that the optimal pipeline becomesshallowerwith
technology when wire delays are considered tightening [2]&
resultsthat deeperpipelinesperform only as well as shallaver
pipelines. Second,while [14,2] analyzesuperscalarswhich do
not have sufbcientparallelism,we analyzeSimultaneousMulti-
threading (SMT) [27], which has sufpcient parallelism. SMT
overlapsmultiple (either multiprogrammedbr explicitly parallel)
threadson a wide-issuepipeline and provides the much-needed
parallelismto toleratethe slowly-scaling wire delays.We shov
that an SMT running a multiprogrammedwvorkload with just 4-
way issuenotonly retainsthe optimalpipelinedepthovertechnol-
ogy generationsgnablingat least43% increasein clock speed
every generationput alsoachiezesthe remainderof the expected
speedupof two per generationthrough IPC. As wire delays
becomamoredominantin futuretechnologiesthe numberof pro-
gramsneedgo be scaledmodestlyto maintainthe scalingtrends,
at least till the neafiuture 50nm technology

We putthis resultin perspectre. While single-progranperfor-
mancemay continueto be important,our resultsare interesting
becausduture desktop-and sener-classcomputersarelikely to
run multiprogrammedvorkloadson SMT. Our resultsshav that
wire delays can be tolerat@dthis important class of machines.

While this resultignoresbandwidthconstraintsusing SMT to
tolerate latency due to wire delaysis not that simple, because
SMT causedandwidthproblems Most of the stageof a modern
out-of-orderissue pipeline employ RAM and CAM structures.
While decodeand executestagesare combinationallogic, fetch,
rename registerread,memory andregisterwrite involve RAMs
(cachesandregister ble), and issueand memoryinvolve CAMs
(issuequeueandload/storequeue) As such,SMT®@throughputis
boundby the bandwidthof thesestructuresWire delaysof RAM/
CAM bitlines and wordlines limit the structuresCandwidth
whichin turnlimits notonly single-progranbut alsoSMT perfor-



mance.While it is generallybelieved that wire delaysincrease
lateng, we shav that they alsofundamentallylimit bandwidth.
[14] ignoresthis constraintandimplicitly assumeshatthe band-
width will scaleat the samerateaslogic gatedelays.This band-
width issue is the third point analyzed in this paper

SMT® bandwidthdemandmay not be met easily by tradi-
tional multiporting,banking[22], line buffers[28], or hierarchical
bitlines [17]. As we explain in Section3, theseapproachesre
alsolimited by wire delays.Anothertechniqueto improve RAM
bandwidthis pipelining. Someprevious paperg16, 8] proposea
shallow, two-stagepipeline of the wordline decodein one stage
followed by the rest of the access in another

As pointedoutin [8], thekey impedimento deepeipipelining
of RAM is thatthe bitline delay cannotbe pipelinedbecausehe
signalson the bitlines are weak, and not digital; latchingcanbe
doneonly after the senseampliberscorvert the bitline signalsto
digital. Corventionaldesignspartition RAM structuresinto sub-
arraysand the bitline delay dependson the subarraysize [21].
Becausehe bandwidthdemandof superscalaprocessorganbe
satispedvithout resortingto deeppipelining, andbecausesuper-
scalar processorsare sensitve to RAM (especiallyL1 cache)
lateng, traditional designschoosesubarraysizesthat optimize
lateny. However, we showv that SMT throughputdoesnot scale
with shallov pipelining of suchlateng-optimized RAM struc-
tures; deeper pipelining is needed.

To achiere deeppipelining, a simple stratgy is to reducethe
subarraysize such that the bitline + senseampliberdelay bts
within one clock cycle (e.g.,[1,20]). Becausehe subarraysize
hasto scaleto counterwire delaysin future technologiesyve call
such designsas bitline-scaled designs.Reducingthe subarray
size, however, both increaseshe amountof addressdecoding
neededo determinethe subarrayandrequiresa larger subarray
multiplexer. Bitline scalingcountersthe resultingdelayincreases
by pipelining the subarraydecodeandsubarraymultiplexer steps
themseles. We similarly pipeline CAM bitlines into multiple
subarrays.Bitline-scaled CAM has some similarities to seg-
mented issue queues of [14,19].

For the Pnalresultin the paper we showv that even thougha
bitline-scaledRAM (or CAM) hasworselateny thana lateng-
optimized RAM (or CAM), the higher bandwidth offsets the
lateny penaltiesallowing SMT throughputo scale While previ-
ous papershave explored bitline scaling and sgmentedissue
gueue this is the brstpaperto shov that SMT canusethe tech-
nigues to tackle the wire delay problem.

Using simulationswith SPEC2000benchmarkswe bnd the
following:
¥ Latency effect on superscalar: The optimal pipelinesfor

superscalabecomeshallaver dueto slow scalingof wire

delays in future technologies.

¥ Latency effect on SMT: With unlimited bandwidth,a 4-
way issue SMT retainsthe optimal pipeline depth over
technologygenerationsenablingat least43% increasen
clock speedevery generationand achiezesthe remainder
of the expectedspeedupof two per generationthrough

IPC, at least till the neduture 50nm technology

¥ Bandwidth limitation of wir e delays: Wire delaysin con-
ventional, lateng/-optimized RAM/CAM structurespre-

vent them from being pipelinedin a scaledmanner This
bandwidth limitation preents scaling of SMT throughput.

¥ Overcoming bandwidth limitation: Bitline scaling
enablesSMT throughputto scaleat the rate of two per
technology generation in the near future.

The restof the paperis organizedas follows. We discussthe
lateny effect of wire delays and deeper pipelines next. In
Section3, we discussthe bandwidth effect. In Sectiond4, we
describethe experimentaimethodologyWe presenbur resultsin
Section5 and conclude in Sectidh

2 Latency effect of wie delays and deeper
pipelines

In this section,we analyzethe impact of wire delaysand
deepepipelinesontheperformancef bothsuperscalaandSMT
processorsWhile someof this analysisis presentedn [23,2,14],
we presentnorecomprehensi analysishy combiningthenotion
of pipelineloops (from [5]) andwire delays.While [5] shaved
the detrimentaleffect of lengtheningthe loops on performance,
we derive new propertiesexhibited by the loops and explain the
impact of wire delays in the comteof these properties.

2.1 Pipeline loops

Figurel shows a corventionalout-of-ordemprocessopipeline.
The out-of-orderpipelinecanbethoughtof asbeingcomposedf
two in-order half-pipelinesconnectedby the issue queue:the
front-endandthe back-end Figurel alsoshaws the loopsin the
pipeline. The branch mispredictionloop and bypassloops are
well-known. Thefetchloopis dueto thedependencbetweerthe
currentPC beingusedto predictthe next PC. Therenamedoop is
dueto the dependencbetweenra previousinstructionassigninga
renametag anda laterinstructionreadingthe tag. Theissueloop
is due to the dependencéetweenthe selectof a producerand
wakeup of a consumerThe load misspeculatiorioop is due to
load-missreplay The load/storequeueloop is due the depen-
dencebetweena previous store and a later load to the same
address.

The loops affect performancedifferently from each other
dependingon: 1) frequeng of loop usage2) loop length,and3)
the interaction among loops.

The more frequenta loop usageis, the higherthe impacton
performanceWhile thefetch,renamejssue andbypasdoopsare
all fairly frequent,load misspeculatiorand branchmisprediction
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FIGURE 1: Pipeline Loops




loopsareusedonly uponload missesandbranchmispredictions,
respectrely, and are less frequent.

As pointedout by [5], lengtheningary of theloopsin termsof
numberof clocksnegatively impactsIPC. A loop getslongerif 1)
the lateny of ary pipeline stage encompassedy the loop
increasesor 2) wire delaybetweenthe loop endpointsncreases.
Increasingthe clock speedby deepeninghe pipeline resultsin
increasingthe lateng of pipeline stagesAs shavn in [14], the
increasen theclock speedbeyondalimit is offsetby thedecrease
in IPC due to longer loops. Furthermore becausewire delays
constituteasigniPcanportionof RAM/CAM delays,andbecause
wire delaysscaleslowly ascomparedo gatedelays,the latengy
of several pipeline stagesincreaseswith technology The slow
scaling of various tables (prediction, rename), caches,issue
gueue, and load/store queue lengthensfetch, rename, issue,
MEM-EX, writeback-EX, load misspeculation,and load/store
gueueloops, mary of which are used frequently Apart from
RAM/CAM structures the slow scaling of global wires [12,4]
lengthensall the bypasdoops(alsoobsened by [18]), which are
used frequently

The effect of oneloop on IPC is not entirely independenbf
the otherloops. Theinterplayamongloopsexhibits the following
two properties:1) Loop Inclusion property: An increasein the
lateny of a pipelinestageaffectsall theloopsthatencompasthe
stage2) Dominanceproperty: For the setof all mutually-disjoint
loops in a half-pipeline that are usedby a producerconsumer
dependencehe loop with the maximumlengthimpactsIPC and
the shorterloops do not further degradelPC. The longestloop
stalls the consumerenoughfrom the producerthat the shorter
loopsdo not causeary morestalls. Thusthe longestloop domi-
natesthe rest of the loops. For example,a back-to-back-issued
producerconsumerregister dependencesesboth the issueloop
andthe EX-EX bypasdoop. If theissueloopis 3 cycles,increas-
ing the bypassloop from 1 to 2 or 3 cycles doesnot have ary
impacton performancebecausehe issueloop alreadystallsthe
consumesuchthatby thetime theconsumereache£X, thepro-
ducerexits EX allowing the bypasdoop to provide the bypassed
valuewithout ary more stalls. However, lengtheningthe rename
loop affectsperformancebecausehe renameloop andtheissue
loop belong to dferent half-pipelines.

While thedominancepropertyhasthe positive implicationthat
lengtheninghon-dominantoopsdo not causelPC loss, thereis a
negative implicationthatall thedominantioops(if multiple loops
areat maximumlengththenall suchloopsaredominant)needto
be shortened to impve the IPC.

The effect of loops can be reducedby exploiting indepen-
dence lf thereareenoughindependeninstructionsto PlIl all the
pipeline stagesin the dominantloop(s), then the impact of the
loopscanbeeliminated While superscalardo not have sufPcient
parallelism, SMT does.

2.2 Latency effect on superscalar

Therearesereralarchitecturatechniquedo enhancendepen-
denceandreducetheimpactof theloopsin superscalardielist a
few examplesSlow scalingof CAM hasmadeit difpcultto retain
single-g/cle issue loop (i.e., back-to-backissue of dependent
instructionsusing single-gcle issuequeue).Several techniques
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FIGURE 2: Circuits used in pipeline stages

[24,19,10]have beenproposedo obtainback-to-backssue,even

with a multiple-g/cle issuequeue.Similarly, lengtheningof the
EX-EX bypasdoop dueto multiple-gycle ALUs canbealleviated
by partial bypasseswhich allow partial ALU outputs to be
bypassedackto the next instruction[6]. Also, load misspecula-
tion and branch mispredictionloops result in squashesvhose
penalty may be reducedby selectve squashing11,5]. Finally,

lengtheningof the renameloop due to multiple-gycle rename
tablescanbe alleviated by usingbypassedrom the later rename
stages to the front of the rename tables [23].

Unfortunately the dominanceproperty implies that all the
loopshave to be shortenedo improve IPC, requiringmost,if not
all, of theabore schemesThis requiremenaddssubstantiatom-
plexity to the pipeline, not to mention extra levels of logic in
mary of the stagegputtingalimit on pipelinedepthscaling.Even
if all theabose schemesareusedto enableback-to-backssueand
perfect pipelining in rename,issue,and EX-EX bypassloops,
therearestill somedifbcultloopswhich arelengthenedy wire
delaysandpreventback-to-backssue.The difbcultloopsarethe
MEM-EX bypasdoop, whichis lengthenedy cachelateny and
is usedfrequently by load-usedependenciesand the less-fre-
guently-used branch misprediction and load misspeculation
loops.Finally, evenif therewereasmuchparallelismavailableas
neededby a deeppipeline, pipelinescannotbe arbitrarily deep-
eneddueto latch,clock skew andjitter overhead$14]. Dueto the
above problems,the optimal pipeline for superscalamat 50nm
technologyis actually shallover thanthat at 100nmtechnology
as we shw in Sectionb.2.

2.3 Latency effect on SMT

SMT overlapsmultiple threadson a wide-issuepipeline and
provides the much-needegarallelismto tolerateslowly-scaling
wire delaysanddeepepipelines All theloopsin theback-endare
alleviatedby SMT® parallelismevenwithout usingtheaforemen-
tioned aggressie schemesHowever, the loopsin the front-end
needa slight changein SMTG@ fetch policy. The ICOUNT fetch
policy [26] favorsfetchingfrom the threadthat hasthe fewestin-
Bight instructionsmotivatedby the fact that sucha threadis the
fastestprogressinghread.Multiple-cycle loopsin the front-end
imply that instructionsfrom the samethreadcannotbe fetched
backto back.Accordingly, we modify ICOUNT sothata thread
fetchedin cycle i is not consideredor fetching until cycle i +
lengthof the dominantloop in the front-end.The bestthread,as
perICOUNT appliedto therestof thethreadsjs chosenin cycle
i+1, andsoon. As we shav in Section5.2, SMT throughputcan
be scaledby 2x every technologygeneratioreven aswire delays
becomemore dominantby modestlyincreasingthe number of
programs.

3 Bandwidth scaling

Using SMT to toleratelateny dueto wire delaysis not that
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simplebecaus&SMT causedbandwidthproblems Figure2 showvs
that mostof the stagesof a modernout-of-orderissuepipeline
employ RAM and CAM structuresWire delaysof RAM/CAM
bitlines and wordlines limit the bandwidth of thesestructures,
which in turn limits not only single-progranbut even SMT per-
formance While it is generallybelieved thatwire delaysincrease
lateng, we shav that thg also fundamentally limit bandwidth.

SMT® bandwidthdemandmay not be met easily by tradi-
tional multiporting, banking[22], line buffer [28], or hierarchical
bitlines[17,3]. Adding true portscausesonsiderablencreasdan
areaandwire delays BankconBictsandline buffer misseswhich
areinevitable, reducethe effectivenesof bankingandline buffer.
Hierarchicalbitline approachbreaksup the bitlines into a two-
level hierarcly of mary OlocalGnd one Oglobal(itlines. The
hierarcly allows two accessespne in each level, to proceed
simultaneouslyBecauseylobalbitlinesareaslong asall local bit-
lines put together global bitline wire delay fundamentallylimits
the bandwidth through the hieraych

While pipelining is anotherapproachto achiese high band-
width, we shav how nawe pipelining is also limited by wire
delays.Thenwe describebitline scaling.We discussRAM using
cache as>ample and then CAM.

3.1 Bitline-scaled RAM

Figure3 showvs the componentsof cache accesstime: i)
decoderdelay (A to B) ii) wordline driver + bitline + senseamp
delay(B to D) iii) mux + outputdriver delay(D to F). The cache
accessime is usuallyreducedby partitioningthe cacheinto mul-
tiple smallersubarraysThe parameterddwl and Ndbl represent
the extent to which partitioningis done.Ndwl indicatesvertical
partitions(creatingmore, but shorterwordlines),and Ndbl indi-
cateshorizontal partitions (creatingmore, but shorterbitlines).
Thetotal numberof subarrayss NdwI*Ndbl. Corventionalcache
designsare lateng/-optimized and adjustthe subarraysize such
that the oerall access time is minimized [21].

One solution to improve bandwidthis to pipeline the cache
accessSomedesignshave a separatestagefor wordline decode
[16], shavn in Figure4(a). The decoderdelay contritutes only
25%-30%o0f the overall cachelateny and the bandwidthof a
pipelineis determinedby the slowest pipeline stage.Therefore,
usinga pipelineddecoderaloneresultsin anineffective pipeline.
This imbalancecan be removed by deepermipelining. However,
becausehe signalson bitlines areweak,andnot digital, latching
canbedoneonly afterthe senseampliberscorvert the analogbit-
line signalsto digital [8]. Thereforejn Figure3, thedelayfrom B
to D cannotbe pipelined,and a latch can be placedonly at D.
Figure4(b) shavs such a naively-pipelined cache.We obsenre
thatpipeliningalateng-optimizedcachenaively resultsin a sub-
stantially uneven split, becausethe wordline + bitline + sense
ampliber delay dominates the mux + outputeirdelay

A bitline-scaleccache(e.g.,[1,20]) eliminatesthe unevensplit
in pipeline stagesby reducingthe wordline + bitline + sense
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b) Nalvel y- Decode V.\Drd“ne De + Mux+dve
pipelined Bitline + Sense Amp
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FIGURE 4: Cache pipelining configurations

ampliperdelay so that it no longer dominatesthe mux + data
driverdelay In abitline-scaleccachethesizeof subarrayss cho-
sensuchthatthewordline + bitline + senseamplibperdelayptsin
oneclock cycle. As aresult,thewordline + bitline + senseampli-
per stageno longer limits the bandwidth. However, for same
cachesize,areductionin subarraysizemeansanincreasean the
total number of subarrays,thus increasingboth the subarray
decodedelay and the subarraymultiplexer delay which may
becomemultiple clock cycles.Fortunately unlike the wordline +
bitline + senseampliberstage thedecodeandmux + drive stages
have digital dataandcanbe pipelinedfurther Thedelayincreases
in decodeandmux + drive stagearecounterecy pipeliningthese
stages,so that the bandwidth remains unafected, despite an
increasdn overall lateng. Pipelinelatch overheadalsoincreases
thebitline-scaleccache§ateng. Typically, we seea one-or two-
cycle differencebetweerthelateny of alateng-optimizedcache
and that of a bitline-scaledcache.However, the bitline-scaled
cache€higherbandwidthoffsetstheincreasen latengy for SMT.

Someimplementationissueswith bitline-scaledcachesare:
(1) The extra latchesneededor deepermipelining increaseboth
the areaand power. (2) Prechaging createsa resourceconfict:
While anaccessn the wordline + bitline + senseampliberstage
is dischaging the bitlines, at the sametime anotheraccessn the
decodestagewould try to prechage. Therefore prechaging and
dischaging must occur atomically in the wordline + bitline +
senseampliperstage.(3) Storescausestructuralhazards:After
readingthe bitlinesandmatchingthe tags,storesalsowrite to the
bitlines. Thus, storesreusesomeof the stagescausingstructural
hazards. Such hazards can be re=blyy appropriate aiting.

Wave pipelining the cacheoverlapswordline delaysof the
next accesswith thebitline + sense-amplipettelaysof the previ-
ousaccesgwithout usinglatches)8]. Therefore,jn a wave-pipe-
lined cache,only the delay from C to D in Figure3 cannotbe
pipelined.However, this delayworsensn futuretechnologiesiue
to slow-scalingwire delaysof the bitlines, becomingmoredomi-
nant, and limiting the cachebandwidth.Thus, bitline scalingis
needeckvenif wave pipeliningis employed. To addbitline scal-
ing to a wave-pipelinedcache the subarraysize is chosensuch
thatthe bitline + senseampliberdelaybtsin oneclock cycle. We
notethatwave pipelining requirescontrolling signal propagtion
delaysto a high precisionwhich maybehardto doin futuretech-
nologiesdueto increasingprocessvariations.Iln contrast,bitline
scaling is simpler and more nadt.

Banked cacheq22] andline buffers [28] have uncertaintyin
eventheirloadhit latenciesThis uncertaintydisruptsthe schedul-
ing of wakeups,anddegradesperformancesignibcantly In com-
parison,the bitline-scaledcachehasa bxed load hit lateng, and
does not disrupt akeups.



3.2 Bitline-scaled CAM

A corventionalCAM structures implementedasa fully-asso-
ciative tag array in conjunctionwith a direct-mappediataarray
A CAM accessrstsearchesll tag entriesin parallel,andthen
reads/writeghe matchingentryin the dataarray The maincom-
ponentof the CAM accesdime are(1) tagbitline drive delay(2)
tag comparisorandmatchsignalgeneratiordelay (3) matchline
or-ing delay (4) direct-mappedarray® accesstime. Because
CAM s typically have small dataarrays,the accesgime is domi-
natedby componentg1), (2), and(3). As showvn in [18], the tag
bitline drive delayscalesslownly, andbecomesnoreandmoresig-
nibcantat featuresizesof 180nmand belon. The overall CAM
accesdime scalesslower relative to logic delays,preventingthe
CAM access from btting within a/cle.

To explain bitline-scaledCAMs, we considerthe example of
theissuequeue.The maincomponent®f issuequeuearewakeup
andselect[18]. Wakeup performsa CAM accesdor waking up
instructionswhen their sourceoperandsbecomeavailable, and
selectchoosesdnstructionsfor executionfrom the pool of ready
instructionsBecausevakeupis a CAM accesandselectis atree
of logic, wakeup scalesslowly andselectscalesaswell asgate
delays[18]. We usebitline scalingto pipelinethe CAM accesdy
partitioningthe CAM into multiple segmentssuchthat eachseg-
ment bts within a cycle. Consequentlywakeup proceedsin a
pipelined fashionfrom one sggmentto the next. While select
scaleswith technologyit maystill take multiple cyclesfor deeper
processompipelineswithin onetechnology Fortunately selectis
logic and can be pipelined easily Unlike a single-gcle issue
gueuewherewakeupandselectoperaten closesynchroty, a bit-
line-scaledissue queuewakeup and select pipelines proceed
independenof eachother Wakeupproceed$rom oneseggmentto
anotherandselectchoosegrom whichever instructionsareready
atary givencycle. Thepipelinedwakeupof bitline scalingis sim-
ilar to the sgmented issue queue in [14].

Bitline-scalingof CAM structuressuchastheissuequeueand
load/storequeueraisessomearchitecturalissues While pipelin-
ing the structuresallows multiple instructionsto proceedsimulta-
neously dependenciewiill still prevent back-to-backissue.One
option, called badk-to-bad (b2b) is to use the architectural
schemesnentionedn Section2.2to enhancendependencasing
justonethread.Anotheroption, calledno-bak-to-badk (nb2b),is
to usemoreprogramgo provide independeninstructionswithout
incurring the compleities of the schemesin this paperwe are
interestedin scaling bounds.While the schemesmentionedin
Section2.2incur misspeculationandstalls,we assumedealized
versionsof theseschemeswithout suchinefbciencies We opti-
mistically assumehatin b2b, evendependeninstructionscanbe
issuedin consecutie cycles. And in nb2h we conseratively
assumehat only independentnstructionscan be issuedin con-
secutve cycles. Thesetwo options provide the best-caseand
worst-caséoundsfor scaling.Usinga subsebf the schemesvill
resultin performancéetweerthesebounds.To simplify theanal-
ysis, we shav only these tw options in our results.

4 Methodology

Tablel shovsthebaselineconbguratioror the simulatedoro-

Table 1: Parameter s Table 2: Benc hmarks

Issue Vidth | 4 Number Benchmark |Type
Active List | 64 entries per Low IPC
thread 1 mcf, 2 twolf, 3 vpr int
LSQ 32 entries per | |4 ammp,5 parser6 FP
thread lucas
Physicall 256 int and Medium IPC
Reyisters 256 FP 7 bzip,8 eon,9 gap,10 [int
L1l-cache | 64KB, 2-way, ||9Zip,11perlbmk
2-ports 12applu,13apsi,14art, jJFP
L1 D-cache | 64KB, 2-nay || 15G2l0el
2-ports High IPC
L2-cache 1MB, 8-way, 16gcc,17 crafty, 18 vor-fint
unibed, 1-port | | €,
Issue Queud 32 entries 19facerec20fma3d,21 |FP
B h Sievel vbrid mesa22 mgrid, 23
ranch pre- | 2-eveliybnd, - \q\im 24 wupwise
dictor 8K per thread

cessomhichis similarto Alpha21264[15]. We modify SimpleS-
calar3.0[7] to simulatea high-performanceput-of-orderSMT.
We model separateactive lists, load store queues,brst-level
branchpredictorsandreturnaddresstacksfor eachcontect. We
carefully model both the lateng and bandwidtheffects of pipe-
line loops(Section2). The SMT in this studyhastwo fetchports,
andblls up fetchbandwidthfrom up to two programsWe usethe
ICOUNT fetch policy [26]. Our simulator also incorporates
thread squashing upon L2 misses [25].

Table2 shaws the benchmarkdgrom the SPEC2Ksuite, cate-
gorizedinto three classesNLow, Medium and HighNbased on
their single-programIPCs. For each application, we use ref
inputs,andfast-forward 2 billion instructions For single-program
workloads,we run 200 million instructions,and for multipro-
grammedworkloadswe executetill oneof the benchmarksom-
pletes 200 million instructions.

Table3 lists the SMT workloadsusedin our simulations.We
obtain multiprogrammedvorkloadsby using differentcombina-
tions of benchmarkdrom the threeclasseshawvn in Table2. For
example, MIX1.1.2 representa workload with one benchmark
eachfrom low and mediumIPC classesand two benchmarks
from high IPC class.Our SMT workloadscontaincombinations
bothwithin (e.g.,MIX3.0.0) andacrossclassege.g.,MIX1.1.1).
We ensurethat every benchmarkappearsn exactly one 2-pro-
gram, one 3-program,and one 4-programworkload, so that the
averagelPS (instructionsper second)for workloads with ary
numberof programscanbe comparedlirectly to the averagelPS
for single-progranworkloads.For the 5-programworkload MIX
0.3.2, we use an additional medium-IPC benchmark,equale,
because the number of benchmarks is nasithle by 5.

We modify Cacti3.2[21] to modelthelateny andbandwidth
of RAM and CAM structuresOur modibcationgo Cactiareas
follows: 1) We extend Cacti® wire delay model by using the
resistanceand capacitancgparametergor mid-level metalwires
projectedby the 2001ITRS roadmap4] andits 2002 update.2)
Cactiassumeshatthe voltageswing on bitlines decreaseasfast
assupplyvoltage.As pointedoutby [3,9], theinput offsetvoltage
of senseampliberdoesnot scale,causinga slower reductionin



Table 3: Multipr ogrammed w orkloads

MIX ‘ Benchmark numbefMIX | Benchmark numbers
2-5rogram 1.2.0 |3, 8, 15

2.00 [1,4 1.0.2 |5, 16,21

0.2.0 |9, 12 0.2.1 |9, 10, 22

0.2.0 |10,14 0.1.2 |11, 18,24

0.0.2 [22,24 4-Program

0.0.2 |17,21 2.11 [1,4,14,20

1.1.0 |6,11 1.1.2 |6,12,17,19

1.1.0 |3,15 1.2.1 |5, 8,10, 23

1.0.1 |5, 16 1.3.0 [2,7,11,13

1.0.1 | 2,23 1.0.3 |3, 16, 21, 22

0.1.1 13,19 0.2.2 |9,15,18, 24

0.1.1 |10, 18 5-Program

0.1.1 8,20 3.1.1 |1,4,6, 14,20
3-Program 131 |5,7, 11,13, 17

3.00 |1,4,6 1.1.3 |3, 8,16, 21, 22

0.3.0 |12,13,14 1.2.2 |2,10,12,19, 23

0.0.3 17,19, 23 0.3.2 |9, 15, equad, 18, 24

1.1.1 |2,7,20

bitline swing relative to supplyvoltage.As recommendedh [3],
we modify Cactito keepinput offsetvoltageconstanat 50mV for
all technologies3) The cycle time calculationin Cacti doesnot
considerthe bitline prechage delay during the calculation of
cycletime. As mentionedn Section3.1,thebitline prechageand
dischage mustcompletein the samecycle. We extend Cacti to
account for bitline prechge delay in gcle time calculation.

We useCactito model CAMs asfully-associatve cacheswith
appropriatenumberof tag and databits. We obtainissuequeue
wakeup latengy from Cacti. To obtain selectlateng, we use
Alpha 21264 at 180nm as referencepoint. Basedon resultsin
[18], we scalethe selectlateny with technologyWe obtain the
latenciesfor integer and [3oating-pointoperationsby scalingthe
Alpha 21264functional-unitlatenciesusinga methodologysimi-
lar to that of [14]. The functional-unitlatenciesin termsof FO4
remain unchanged at téfent technologies.

We shaw resultsin Section5 only for 6,8, and 10 FO4 clock
periods.FO4 measureshe delayof aninverterdriving a fan-out-
of-four. 1 FO4is roughlyequalto 360picosecondsimesthemin-
imum gatelengthfor atechnologymeasureéh microns[12]. The
FO4metricabstractsway transistorspeedvariationsdueto tech-
nology We experimentedwith other clock periods, but found
themto be non-optimalat the technologiedeingconsideredWe
believe that the resultsfor 6, 8, and 10 FO4 are comprehense
enough to shwe the scaling trends.

5 Results

We presentcircuit resultsin Section5.1 We quantify the
impactof lateng on superscalaandSMT, andthatof bandwidth
on SMT in Section5.2 and Section5.3, respectiely. We analyze
the efect of issue width on scaling trends in Sectoh
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5.1 Circuit Results

In this sectionwe quantifythe latenciesandbandwidthf the
structuresin the pipeline. We shav that the RAM and CAM
delaysscaleslower with technology relative to gate delays.We
also shav that bitline scalingin RAMs and CAMs resultsin
higher bandwidth as compared to a lajeaptimized design.

5.1.1 RAM

We shaw resultsfor L1 cacheand then other RAM compo-
nents.Becausavave pipelining pravidessomebandwidthadwvan-
tageto thelateng-optimizeddesign,we assumevave pipelining
for both lateng-optimized and bitline-scaled RAMSs.

Figure5 shavs theeffect of changinghe partitioningschemes
on the bitline delay wordline delay bitline + sense-amplibper
delay and overall delay for the 64KB, dual-portedL1 cacheat
differenttechnologiesThe X-axis shavs the different partition-
ing schemesn termsof Ndwl x Ndbl (Section3.1). We Px Ndwl
at 2, becausethervaluesof Ndwl resultin sub-optimaloverall
delays For eachschemethethreebarsfrom left to right represent
the delays for 100nm, 70nm, and 50nm techngloegpectiely.

As the subarraysize decreasedi.e., number of subarrays
increases)the overall accesstime (top graph) brst decreases,
reachesa minimum value, and thenincreasesThe lateng-opti-
mizedapproactchooseghe partitioningthat minimizesthe over-
all delay In all the three technologies,the lateng-optimized
cachehas4 (2x2) partitions.We discussoptimal partitioning for
bitline-scaleccachdater. Thewordlineandbitline delays(middle
graph)scaleslowly with technology As gate delaysdecreasdy
50% from 100nmto 50nm technology the wordline and bitline
delaysfor the 2x2 partitioningschemealecreasenly by 28%and
30%, respectiely. Although decoderdelay and mux + output
driver delayscaleasfastaslogic, the slow scalingof bitline and
wordline delays signibcantlyimpacts scaling of overall delay
Going from 100nmto 50nm, the overall delay for lateng-opti-
mized cachedecreaseby 42%, thoughgate delaysdecreasédy
50%. Thebitline + sense-amplibatelay(bottomgraph)becomes



Table 4: Optim um par titioning f or latenc y-
optimiz ed (I-o) and bitline scaled (b-s) cac hes

Tech|Clock |Optimum |bitline +sense lateng/(cycles)/
nol- |Period |number of |amp delay |bandwidth
ogy |(FO4/ subarrays |(ns) (access pencle)
(nm) |ns) o | b-s | l-o b-s I-o b-s
100 | 6/0.22] 4 | 16 | 0.32 ]| 0.21| 505 | 7/1
nm | 8/0.29| 4 8 | 0.32| 0.25| 4/0.5 5/1
10/0.36 4 4 1032|032 31 3/1
70 | 6/0.16] 4 | 16 | 0.25] 0.16 | 5/0.5 | 7/1
nm | 8/0.21| 4 8 | 025| 0.2 | 4/05 5/1
10/0.26 4 4 0.25 | 0.25 3/1 3/1
50 | 6/0.11] 4 | 32 | 0.2 | 0.11| 6/0.5 | 8/1
nm | 8/0.14| 4 16 | 0.2 | 0.13| 5/0.5 6/1
10/0.18 4 8 0.2 | 0.16 | 4/0.5 4/1

moredominantin future technologygenerationstor the 2x2 par-
titioning scheme,the bitline + sense-amplibedelay increases
from 29% of overall cachedelay at 100nm,to 35% of overall
cachedelayat 50nm.Becausehe optimumfor bitline scalingis
the partitioning wherethe bitline + sense-amplibedelay btsin
one clock cycle, this dominanceimplies that with deeperpipe-
lines (i.e., higherclock speedor smallerFO4) Pnerpartitioning
is neededThistrendis clearin Table4 which shavs the optimum
partitioningschemesor thelateng-optimized(Ol-oOandbitline-
scaled(Ob-sOyaches(assumingwave pipelining in both cases),
and comparegheir lateny and (hazard-freepandwidthfor dif-
ferent technologiesand clock periods. The bandwidthnumbers
arebasedn bitline + sense-amplipatelayandclock period,also
shavn in Table4.

We obsenre that the optimum subarraysize in the bitline-
scaledcacheis alwayssmaller(i.e., more subarrayspr equalto
that in the lateng-optimized cache. The bandwidth of the
lateng/-optimizedcacheis limited by thebitline + sense-ampliber
delay At low clock speeds)ateng-optimized subarraysallow
accessevery cycle. However, as clock speed increases,the
lateng/-optimized cachecannotbe accessedvery cycle despite
wave pipelining. In comparisonthe subarraysize scalingin bit-
line-scaledcacheenablesaccessevery cycle. However, we see
that the latengy of the bitline-scaledcacheis up to two cycles
morethanthat of the lateng-optimizedcache asexpectedfrom

Table 5: RAM results f or other components

Register File Rename Bble |L2 cache
Tech- lateng/(cycles)/ |lateng/(cycles)/
nol- |Clock |bandwidth(accessbandwidth
ogy |Period|per gcle) (access penycle)|latengy
(nm) |(FO4) l-o b-s I-o b-s |[(cycles)
1700 | 6 471 471 3L | a1 27 |
8 3/1 3/1 2/1 3/1 21
10 3/1 3/1 2/1 3/1 16
70 6 270.5 4/1 3/1 3/1 30
8 3/1 3/1 3/1 3/1 23
10 3/1 3/1 2/1 3/1 18
T 50 | 6 5105 | 5/1 | 4105 | 4/1 39
8 4/0.5 4/1 3/1 3/1 30
10 3/1 3/1 3/1 3/1 23

Table 6: Issue Queue Results

Tech lateny-optimized bitline-scaled
nol- |Clock |# of gycles |Access|# of  |# of gycles |Access
ogy |Period/Wake|Sel |per seg- |Wake |Sel |per
(nm) [(FO4) |[up |ect |cycle [mentsjup ect |cycle
100 6 2 2 0.5 2 2 2 1
8 1 1 1 1 1 1 1
10 1 1 1 1 1 1 1
70 6 2 2 0.5 3 3 2 1
8 2 1 0.5 2 2 1 1
10 1 1 1 1 1 1 1
50 6 2 2 0.5 4 4 2 1
8 2 1 0.5 3 3 1 1
10 2 1 0.5 2 2 1 1

Section3.1. Table5 shaws similar resultsfor registerble,rename
table,and L2 cache.Theseresultswere obtainedby using the
samemethodologyasthatfor the L1 cacheLike L1 cacheboth

register ble and renametablesneedbitline scalingat high clock

speedso allow themto beaccessedvery cycle. We alsoshav L2

lateng. For the sameFO4,L2 lateny increasesvith technology
becauseof the slow scalingof global wires in L2. Becausewe

assumea simple L2 which allows only one accessat a time, its

bandwidth is 1/latencand is not shen.

[2] usesITRS 1999 projections for wire parametersand
assumeghat the sense-amplibeinput offset voltage scaleslin-
early with technology We ran simulationsusing theseassump-
tions and obtainedresultswhich match[2] within 5%. However,
becausave usethemorereceniTRS 2001roadmapandconsider
the lack of scaling of sense-amplibeinput offset voltage, our
latencies are longer

5.1.2 CAM

Table6 shows the lateny and bandwidthresultsfor the 32-
entry issue queue at different technologies.We scale select
latengy linearly with technology asarguedin [18]. The lateng-
optimized issue queuechoosesa single segment for optimum
lateng. At higher clock speedsthe wakeup lateny for single
segment doesnot bt in one clock cycle, preventing the issue
queue port from being accessedevery cycle. This limitation
impliesthatfor nb2b(Section3.2), evenindependeninstructions
cannotperform wakeupsin consecutie cycles using the same
port. This restrictiondoesnot applyto b2b becausd?2b useside-
alized versionsof schemesnentionedin Section2.2 to circum-
vent such issue queue limitations. Bitline-scaled CAM uses
multiple segmentgo allow wakeupto proceedn apipelinedfash-
ion every cycle. For example, the bitline-scaledissue queueat
50nmtechnologyrequires2, 3, and4 segmentsfor 10, 8, and 6
FO4 clock periods,respectiely. Similar to bitline-scaledRAM,
the bitline-scaledCAM provides more bandwidthat the expense
of extra lateng (at most2 cycles),ascomparedo lateng-opti-
mized CAM.

We performedlateny and bandwidthanalysisfor the load/
store queue(LSQ) as well. We found that the LSQ lateny is
alwayslessthanLl cachelateng. Becausehe LSQ accessand
cacheaccesproceedn parallel,the LSQ lateny canbe hidden
behindL1 cacheaccessWe alsofoundthe LSQ bandwidthto be



Table 7: Functional unitand b  ypass wire latencies

Tech
nol- |Clock
ogy |Period}Bypasy
(nm) |(FO4) wires JAdd |Mult | Add | Div | Sgrt| Mult

# of g/cles
Integer Floating Point

100| 6 2 3 | 28 | 15 | 50 | 76 | 17 |
8 2 2 | 19 | 10 [ 3351 12
10 1 2 | 14| 8 [25] 38 9
70 | 6 3 3 | 28 | 15 | 50| 76 | 17 |
8 2 2 | 19 | 10 [ 3351 12
10 2 2 | 14| 8 [25] 38 9
50 | 6 4 3 | 28 | 15 | 50| 76 | 17 |
8 3 2 | 19 | 10 [ 3351 12
10 2 2 | 14| 8 [25] 38 9
Apha| 19 | 05 | 05| 7 4 | 12| 18 | 4

equalor betterthanthat of the L1 cache.Therefore,we do not
shav LSQ results.

5.1.3 Bypass wies and functional units

Table7 shavs thenumberof cyclesfor bypassviresandfunc-
tional units.We list Alpha 21264(800MHz at 180nm)functional-
unit and bypass-wirdatenciesaswell. Alpha 21264has19FO4
clock period. For bypasswires, we use the half-cycle delay in
Alpha21264at 19FO4clock periodandscaleto otherclock peri-
ods. To obtain bypassdelaysat other technologieswe usethe
ITRS 2001 projections[4], [12], and[13] for wire delayscaling.
For functionalunits,we usea methodologysimilar to thatof [14].
Assuming10% of clock period (1.8FO4)for latch overheadand
clock skew, we scalethe functionalunit latenciefrom 19 - 2=17
FO4t010- 2=8F04,8- 2 =6 FO4,and6 - 2 = 4 FO4for clock
periodsof 10, 8, and6 FO4, respectiely. We seethat while the
numberof cycles for functional units remain unchangedacross
technologythe number for bypass wire delays increase.

5.2 Latency effect of wie delays

In this sectionwe analyzethelateng effect of slow scalingof
wire delayson superscalaandSMT processorsAs mentionedn
Section3.2, we considerthe two options of no-bad-to-bad
(nb2h and badk-to-badk (b2b). Becausewe want to isolate the
lateny effect of wire delaysfrom bandwidtheffect, we assume
that all the RAM/CAM structuresare perfectly pipelined. In
Section5.3, we will discuss the bandwidtHests.

5.2.1Relativeimpact of wir e delayson superscalar& SMT

Figure6 shawv thenormalizedPCsfor 1-, 2-, 3-, 4- and5-pro-
gram workloadsfor 100, 70, and 50nm technologiesat 8 FO4
clock periodfor nb2bandb2h We obtainthe latengy numbersfor
the variousstructuredrom Table4 throughTable7. TheIPC val-
uesfor a certainworkload and technologyare normalizedwith
respectto the IPC for that workload in 100nmtechnology For
example,the left-mostblack barin Figure6 representshe aver-
age single-programlPC at 50nm technologyand 8 FO4 clock
periodnormalizedwith respecto theaveragesingle-programPC
for 100nmtechnologyand 8 FO4 clock period. This normaliza-
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FIGURE 6: Effect of wire delays on IPC for 8FO4
pipeline
tion clearly shaws the relative effect of slow scaling of wire
delayswith technologyon differentnumbersof programsin the
interestof spacewe showv only IPC averagesandnot individual
IPCs, of the benchmarksin the single-programand multipro-
grammedvorkloads While we shav theresultsfor 8 FO4,6 FO4
and 10 FO4 (not shavn) follow similar trendsas8 FO4. We will
shov 6 and 10 FO4 to bndthe optimal clock periodin the next
subsectionAs mentionedn Section2.2, the single-programPC
substantiallydegradesdue to relatively-increasedwire delays
with technologyAs we go from 100nmto 50nm,the averagesin-
gle-programlPC decreaseby 24% and 12% for nb2band b2h,
respectrely. In comparison,the IPC degradationin multipro-
grammedworkloads due to relatively-increasedwire delaysis
lesssevere.Going from 100nmto 50nm,the averagelPC degra-
dationfor 2-, 3-, 4-, and5-programworkloadsis 16%,14%,12%,
and 12%, respectrely, for nb2h and 10%, 8%, 5%, and 4%,
respectiely, for b2h
Two othertrendsare clear: First, in both single-programand
multiprogrammedworkloads, the IPC degradationfor nb2b is
higherthanthatfor b2h By usingarchitecturatechniquego cir-
cumwentpipelineloops(Section2.1),b2bis moretolerantto wire
delaysandincurslessIPC degradation However, asmentionedn
Section2.2, someloops are still lengthenedgven if thesetech-
niguesareused.Consequentlyeven b2bincursIPC degradation.
Using multiple programscompensatefor this degradation.Sec-
ond,asthenumberof programsncreasdrom 2 to 5, theIPC deg-
radationbecomegprogressiely lesssubstantialAs mentionedn
Section2.3 moreprogramsprovide morelateng tolerance mak-
ing the relatiely-increased wire delays less signibcant.

5.2.2 Optimal pipeline depths ér superscalar and SMT

We discussthe optimal pipeline depthsfor superscalaand
SMT processorgyasedn maximizingthe numberof instructions
executedper second.Figure7 shavs throughputin billions of
instructionsper second(BIPS) for 1-, 2-, 3-, 4-and 5-program
workloadsat differenttechnologiesandclock periods.We obtain
n-programBIPS by multiplying theclock frequeng (in GHz) and
the averagelPC of all n-programworkloads.The absolutevalues
of BIPS are shavn so that the optimal pipeline depthsat each
technologyare clearly visible. The horizontallines represenx
and 4x improvementin throughputover the optimal single-pro-
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gram throughput at 100nm technology

For singleprogram the optimal pipelinedepthdecreasewith
technology Going from 100nmto 50nmtechnologythe optimal
clock periodfor single-progranincreasegrom 8 FO4to 10 FO4
in nb2ly andfrom 6 FO4to 8 FO4in b2h Our resultsfor 100nm
technologymatchwith thosein [14], which shows that the opti-
mal pipelinedepthfor 100nmtechnologyis 6 to 8 FO4.However,
the optimal pipelinedepthdecreaseaswire delaysbecomemore
dominant,as mentionedin Section2.2. Even in the wire-delay-
tolerantb2b, therearesomepipelineloopswhoseeffect cannotbe
compensate@Section2.2), resultingin shallaver optimal pipe-
lines.

In contrastmultiprogrammedvorkloadsmaintaina constant
optimal pipeline depth acrosstechnologygenerations All the
multiprogrammedworkloadsachieze optimal clock period at 8
FO4in nb2h and6 FO4in b2h Becausehe b2b numbersseem
like throughputmay not peakat 6 FO4, we simulated4FO4 (not
shawn) for b2bandfound4 FO4to beworsethan6 FO4,asmen-
tionedin Sectiond. This constanpipelinedepthenablesheclock
periodto beincreasedy 43% every technologygeneratiorwith-
out haring sub-optimal throughput.

We seethreeothertrends First, b2bhasa deepeoptimalpipe-
line thannb2bin all technologiesDeeperpipelinescauserela-
tively less IPC degradationin b2b, allowing a higher optimal
clock period. Second single-progranmoptimal throughputscales
slowly with technology Going from 100nmto 50nm,the optimal
throughputimproves 1.54x (from 2.9 to 4.5BIPS)in nb2h and
1.73x(from 4.5to 7.9BIPS)in b2h Theseimprovementsaresig-
nibcantlylessthanthe4x improvementin two technologygenera-
tions expectedby Moore®Law. Using multiple programs SMT
achievesthe 2x improvementevery generatiorwith justa modest
4-way issuewidth. As comparedto the optimal single-program
throughputat 100nm, nb2b requires2 and 4 programsfor 2x
improvementfrom 100nmto 70nm and from 70nm to 50nm,
respectrely. b2brequires3 and5 programdor the samemprove-
ment. Third, b2brequiresmoreprogramshannb2bto provide 2x
improvementevery generationBecauseéh2b useswire-delay-tol-
erancanechanismshegapbetweerthe single-progranandmul-
tiple-programthroughputin b2b is relatively less comparedto
thatin nb2h Therefore b2b needsmore programsWith the wire
delay effect more dominantin nb2hy SMT requiresfewer pro-
gramsto scalethroughputbecauseof its ability to toleratethe

wire delayseffectively. Recallfrom Section3.2thatb2bandnb2b
provide bounds.Thereforea pipelinethatimplementssometech-
niguesto alleviate pipeline loops (such as those discussedin

Section2.2) will do betterthannb2bandworsethanb2bfor sin-
gle-program.Consequentlysucha pipelinewill requirebetween
2 to 3 programsandbetweerd to 5 programdor 2x improvement
from 100nm to 70nm and from 70nm to 50nm, respelsti

5.3 Bandwidth effect of wire delays

In this section,we analyzethe effect of bandwidthscalingof
RAM/CAM structureson SMT throughput. As mentionedin
Section4, we assumewave pipelining in both the lateng-opti-
mized and bitline-scaledRAM/CAM. This assumptionfavors
latency-optimizedby reducing the bandwidth gap between
latency-optimizedand bitline-scaled We consider bandwidth
constraintsof RAM and CAM structuresn both b2b andnb2h
with the exceptionthat the issuequeuein b2bis perfectly pipe-
lined, asexplainedin Section5.1.2.For comparisorpurposesywe
alsoshow a perfectconbguratiomwith thelateng of latency-opti-
mized and the bandwidth of perfect pipelining. Because
Section5.2 assumegperfectpipelining, the resultsfor perfectare
thesameasthoseusingtheoptimalclock periodfor eachtechnol-
ogy in Sectiorb.2.

Figure8 shavs the BIPS for perfect bitline-scaled and
latency-optimizedboth for nb2b and b2b at different technolo-
gies. We comparedother bandwidth schemes,8-way banled
cache,andline buffer having 8-full-cache-blockentries(as rec-
ommendedby [28]), with lateng-optimized (2-ported, wave-
pipelined) cache,and found lateng/-optimizedcacheto perform
better(we do not shav thosenumbersin the interestof space).
While [28] reportsthe schemego be betterthantwo ports,[28]
doesnot considerwave-pipelining, and ignoresschedulingdis-
ruptionsdueto line buffer missesandbankconRicts(Section3.1).
Therefore we compareto a lateng-optimizedcache Thoughwe
evaluatedthe schemesonly for caches,other RAM structures
using banking or line buffer would incur similar disruptionsin
scheduling.Therefore we compareto lateng-optimizeddesigns
for all structuresWe obtainthe lateny andbandwidthnumbers
for various structuresfrom Table4 through Table7. As in
Figure7, we shav averageBIPS for different numberof pro-
grams All th